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How we got here

/handbook/story

Things that influenced us

Books

	No Rules Rules (Erin Meyer / Reed Hastings)
	Principles (Ray Dalio)


Other companies

	Atlassian – multi product, inbound, dev centric company, totally dominant in their categories, scaled way beyond $1bn
	AWS – multi product, pricing model, UX (!)
	Pager Duty – pricing model, product led growth
	Hubspot – built a $25bn company despite competing with Salesforce
	GitLab – while we run very differently and have a different business model, we were inspired by their transparency
	Sentry – branding and bottom-up approach
	Algolia – developers doing marketing
	GitHub – enterprise go-to-market is 200 developers forcing their company to buy us


Handbook

Like many things at PostHog, this handbook has scrappy origins.

Tim [external link] and James [external link] were planning on launching on Hacker News [external link], and wanted to look as mature as possible. We felt that few people would want to use a flaky new startup's product seriously. So we asked ourselves: how do we signal that we're mature?

We looked around at some big, boring companies and realized they all had huge footer sections on their websites with lots of links! How do we produce a lot of content to add to our footer when the product, at that time, was so simple? The answer: we should write up how we want to work.

Once we started writing the handbook, we realized it would transform our company. Every team member, and even strangers on the internet, could suggest changes. If you're doing something in public, you're going to think it through better. Ultimately, it made us treat the company as our product.

It's a classic example of getting information by doing, rather than by planning too carefully.

Timeline

January 2020: The start

PostHog was founded by James and Tim on January 23, 2020.

We started working together on a startup in August 2019. Our first idea was to help engineers manage technical debt. It didn't work out, but we realized the power of treating growth as an engineering problem. We also knew that many engineers struggle to understand the impact they have on the people who use what they build.

There are plenty of product analytics tools out there, but all the alternatives are SaaS-based. While they're powerful, they can be frustrating for developers. From our perspective, these tools can be problematic because:

	We don't want to send all our user data to third parties
	We want full underlying data access
	They don't give you choice and control over pricing


February 2020: Launch

We got into Y Combinator's W20 batch, and, just a couple of weeks after starting, realized that we needed to build PostHog.

We launched on Hacker News [external link] with our MVP, just four weeks after we started writing code. PostHog was our sixth idea – we had been pivoting almost once a month for half a year. Boy were we relieved!

The response was overwhelmingly positive. We had over 300 deployments in a couple of days. Two weeks later, we'd gone past 1,500 stars on GitHub [external link].

Since then, we've realized we weren't just onto a cool side project, we were onto what could be a huge company. It turned out there were a lot of developers who liked us who wanted a better choice, built for them.

April 2020: $3m seed round

After we finished Y Combinator, we raised a $3.025m seed round [external link]. This was from Y Combinator's Continuity Fund, 1984 Ventures.

As we started raising, we started hiring. We brought on board Marius, Eric and James G [external link].

May 2020: First 1,000 users

We kept shipping, people kept coming!

October 2020: Billions of events supported

This was a major update – PostHog started providing ClickHouse support [external link]. Whilst we launched based on PostgreSQL, as it was the easiest option to ship quickly, this enabled us to scale to billions of events.

November 2020: Building a platform

We realized that our users, whether startups, scale ups or enterprises, have simple needs across a broad range of use cases in understanding user behavior.

PostHog now supported product analytics [external link], feature flags [external link], and session replays [external link].

December 2020: $9m Series A

We kept growing organically and took the opportunity to raise a $9M Series A, topping our funding up to $12M [external link] led by GV [external link] (formerly Google Ventures).

Our focus remained firmly product, engineering and design oriented, so we increased our team in those areas.

We now had employees in ten countries, and it still felt like day one.

Everyone takes a mandatory two weeks off over Christmas to relax.

June 2021: $15m Series B

We raised a $15m Series B a little ahead of schedule [external link], led by existing investor Y Combinator.

We're now focused on achieving strong product-market fit [external link] with our target segment in 2021.

Our team had grown to 25 people in 10 countries.

September 2021: Product-market fit achieved for PostHog Scale

We achieved product-market fit for our open-source product and PostHog Scale.

Our revenue quickly rose as a result. Now we needed to optimize it.

We were 30 people in 12 countries.

January 2022: Sales comes from our team, not our founders

We hired two Customer Success experts dealing with all inbound requests. We hired two more engineers, since most questions customers have are technical.

December 2022: 6x revenue growth

We had a fantastic year. While the tech market crashed, we grew 6x and reached millions in revenue, with a sub-two-month CAC payback period. We set $10m ARR as our next goal, with a gross margin of 70% – both of which should mean we've got all the metrics needed for the next fundraise.

We optimized revenue growth by implementing a product-led CRM for our customer success team [external link], adding to our content team [external link] size, and creating a two-person growth engineering team. These teams all make a big difference!

We deepened all of our product areas significantly – we frequently win deals as a standalone session recording, feature flagging or experimentation [external link] tool. Session recording usage started to match product analytics usage.

Our infrastructure is far more stable and scalable – much more of it runs as code. We can now offer EU- [external link] or US-based hosting for our customers' data.

We're now 38 people in lots of countries. We're not adding lots of headcount over the next 12 months, though. We're staying lean and letting revenue continue to rise rapidly.

February 2023: Focus on mass adoption

We're doing well at monetizing high-growth startups due to our optimization work, averaging over 15% MoM for the last six months.

We've decided to double down on mass adoption of the platform in high potential startups instead of focusing on enterprise. Simply, this will better help us increase the number of successful products in the world. As a result, we've removed support for paid self-hosted deployment [external link] and are doubling down on our open source and cloud projects. We have released a free tier [external link] of PostHog.

We went from "product analytics with some extra stuff thrown in" to "Product OS" and started charging for session replay separately.

In the product, we're working on making the experience slicker, and we have plans for a standalone quality CDP [external link] in Q2.

March 2023: Decided to ship a warehouse

For a long time, we were happy competing with lots of $1-2 billion companies, each providing point solutions. We felt our market was just the sum of all of theirs.

But we kept seeing companies streaming their PostHog data to a warehouse - such as BigQuery [external link]. We even lost our then-largest customer for this reason - where their source of truth became their warehouse instead of PostHog.

So we decided we would ship our own warehouse [external link], enabling us to remain the source of truth for customer and product data [external link]. This would let us offer a better integrated service to our customers, and meant we could work on a bigger challenge.

August 2023: Growth continues

We've doubled revenue so far this year without any increase in headcount. We've hit 15.7% MoM for the last 12 months. Our CAC payback is now just five days. Our numbers are exceptional. We even discounted several of our products. We've added ten extra roles and will be profitable in around a year.

We have user surveys [external link] and the data warehouse in private beta. Other products are being positioned as first-class products of their own (AKA "The Great Unbundling"). This means we can make it clearer for new folk to get what we do, give more ownership (which means more speed) to our own teams, and we can compete on commercials more effectively.

Our infrastructure has become pleasingly stable. The biggest challenge is scaling our data pipeline, and making sure we give as much responsibility as we can to each small team owning each product for their own pipelines, where rational to do so.

October 2023: Winning the internet

We are often mentioned as an alternative to product analytics tools.

We are winning the internet when we get more of this for our other products. We don’t have to win everything, but we need to get into the comparison each time. This is starting to happen, but to win the Internet, we need to see this happening daily.

Multiple products are early like the warehouse, ETL, surveys (used a lot but not paid), feature flags and experimentation (first revenue), CDP (pipelines being rebuilt, webhooks next), notebooks, and web analytics.

There is a lot of supporting work needing to be done. This includes:

	Helping teams with their per-product onboarding and growth experiments, infra, ingestion, dev tooling, sales, support, and marketing.
	Promoting each product in its own right (i.e. through what we cover in marketing).
	Keep nurturing the content / community growth, i.e. newsletter, and the /posts concept.


January 2024: Well, that was good

That was quite the year.

We wound up quadrupling our revenue, but only increasing our net headcount by three people in 2023. Last year, we validated that we could get multiple products to product-market fit (like feature flags and experimentation).

We built more integrations between our products like HogQL, notebooks, CDP, and the data warehouse.

Now, we are doubling down. We shipped a lot in Q4 2023, but every product could be improved a lot. We're caring about the craft of our products:

	Major missing features vs competitors
	Scalability/stability
	Developer UX
	Talking to users and incorporating their feedback
	Nailing support for your product - fixing things


Products are not limited to engineers working on the app. It includes what customer success, marketing, and ops are working on. Everything can be considered a product.

Each team should be aiming to feel proud of what they've built by the end of the quarter.

April 2024: We're now the default for startups

54% of the first Y Combinator batch this year adopted PostHog.

Tim and James turned up to talk at batch events and we were surprised at the number of groupies wearing PostHog merch [external link] – our merch is really cool now, we've gone way beyond the logo-on-a-black-t-shirt standard.

As far as we can tell, we're in the top three products used by YC companies.

July 2024: Price cuts ftw

We cut pricing by up to 80% for our two most [external link] popular products [external link], including for our existing customer base. This was popular with users [external link] and led to faster growth.

We've started doing growth reviews for almost every product we have. We run through each product's metrics (revenue/usage/support/performance) and feedback / reasons for any churn that has happened, so we can truly treat each small team like a startup. This session is designed so the engineering team leads may choose to reprioritize work, or not.

October 2024: 100,000 customers, and speeding up – more products and more people

We hit 100,000 customers either paying or free, and over a quarter of a million users. We've started hiring a lot faster as growth has continued this year. We're now 65 ish people with ~9 products.

We've added some people in sales [external link], but it is strictly (i) sales assist, talking to people that have asked to speak to us, and (ii) cross sell to existing customers.

We do not do outbound [external link], so we can remain efficient and either hire more engineers or cut our pricing for our customers so more of them recommend us!

We've hired a sales engineer super early (Mine, she's awesome) and we're really working on the culture in this team proactively.

Strategy-wise, we're just leaning into our basic three principles, which we're seeing more and more evidence are working well:

	All the tools in one – We want to go wider still. We think we can provide every piece of SaaS that startups use, starting with those closest to customer data. We want to expand to a customer support product, the marketing and sales stack of tools too.


	Get in first – Don't go upmarket. We're closing enterprises regularly, but we're not trying that hard here. We're trying to stay away from complex migrations for users who use many products already.


	Be the source of truth – Our own data warehouse [external link] is now available and very popular.


Revenue is in the low $10s of millions of ARR. We're very strongly default alive and will struggle to not end up profitable next year. Every time we get close to being profitable, we start speeding up hiring.

Revenue growth is fast enough and we're getting so many unprompted offers for investment (that we aren't taking) that money isn't really a meaningful constraint anymore. Whilst we have a great grip on each product's individual performance, our understanding of cross sell is a little weak, so we're working on that now.

Our marketing is getting weirder. It's more and more fun. We've commissioned a puppet, coming in January. Watch this space. Our newsletter, Product for Engineers [external link], now has 20,000 subscribers and it's growing fast.

We're realizing that the more ambitious we are, the easier it gets – customers get excited, investors get excited, employees get excited. We can now see a real path to being a $100bn+ company and changing how software teams work industry-wide.


How we get users

/handbook/how-we-get-users

Over 100,000 users have signed up to PostHog.

Most companies build their product with a particular user in mind. We build everything around our ideal customer profile.

So when it comes to marketing and sales, we are optimizing for developer experience.

Why we're like this

We've met a lot of successful founders in our space who are full of regret, despite leading companies with well over $100m in annual revenue! The one regret they all had in common was letting go of their growth engine (people recommending their product to each other) and getting focused on sales. They all wound up exiting. That's why they told us this stuff.

The way this pans out? As they got bigger, they gradually shifted from building for users toward building for buyers, hoping to optimize for revenue growth. Over time, that killed their word-of-mouth growth, which caused them to have to work harder for each sale. So they got more salesy, and so on. They became companies that focused on making a bunch of money by building a product, instead of being companies focused on building a great product.

We won't make this mistake.

For us, marketing is creating useful content

Our content team is small. Way, way smaller than our competitors'. Winning on volume of content is out of the question. So we'd better win on quality.

This constraint has worked out pretty well for us. Distribution is pretty easy when the thing you're working on is good enough to generate word-of-mouth growth – and this helps build an enduring developer brand.

We even hire full-stack developers into our marketing team to make sure we can cover the full depth needed in a lot of our tutorials, docs, and posts.

Things you won't find our marketing team doing: removing information from our website to increase conversion, focusing on paid ads, or letting colleagues ship content they aren't proud of.

We happily spend lots of money on our website

Most companies call it their "marketing website". You already know it's going to be crappy.

We treat our website as a product. With real investment. When we were just a couple of people, we realized that our website is our sales team – since our users would want to self-serve as much as possible.

When we started out, we also realized that all our competitors had crappy marketing websites.

And, as with so much that we do, we get an increasing return on quality. If we do things noticeably better than everyone else, then we're remarkable. That results in word-of-mouth growth.

We make it extremely easy for you to buy PostHog

Most sales teams do a bunch of low-quality cold outbound that harm their company's reputation and 99.999% of the time is ignored. And then once they've got you on a call, they pepper you with MEDDPICC [external link] questions before actually letting you see the product. Who knows, maybe 3 meetings later they'll share some pricing too!

We do things a little bit differently [external link]. Customers buy from us, we don't sell to them. It means we can instead invest our money in shipping more (and better) products, at lower prices than our competitors, to provide a sustainable advantage.

Fun fact: the total spend we have on marketing and sales per customer we acquire pays itself off within 3 months of them signing up for a paid plan. "Best in class" is considered to be one year [external link]...!


How we make users happy

/handbook/making-users-happy

User happiness is fundamentally important. How do we achieve this?

Building products that people want

First, someone internally will suggest an idea. Sometimes this will come from James and Tim, but it has, just as frequently, come from anyone else on the team.

If it requires a new team to build it – which it usually will – we'll start by hiring an ex-founder who is technical. We'll onboard them into the existing team that has the most overlap. This helps get them used to working with our codebase, as well as with the culture we look for from each team.

That person builds the MVP, and the only goal is to figure out if anyone will use it. With some products, the MVP may have more scope if we feel especially confident. Once the new product is in a non-embarrassing state (that won't harm our brand), we add pricing to it and put it on our website. This drives more demand. At this stage, the goal is to get the product to product-market fit [external link] in PostHog's platform, which means working with customers until we have five delighted, paying customers.

Once all this is done – which we'd expect to take a few months – we can start to innovate. This usually means some kind of platform play, such as extending the product to enhance everything else we're working on, or shipping another new product that would work well with it.

Engineers talk to users and provide support

You should be as close as possible to your users, feeling whatever they feel, so you have as much information as possible to make the product great.

For established products with a lot of usage questions (how do I create an insight that does X, for example), Customer Success helps with support.

Before a new product is even made, we'll add it to our public roadmap [external link]. Once it ships, we'll use our own tools to get customer interviews, feedback, and data, and we'll always aim to "close the loop" with users - coming back with: a pull request, a GitHub issue they can follow in the open, or an explanation of why we can't make a feature they've asked for.

This means the product improves, users are impressed and recommend us to others, and we show users that we listen, encouraging them to keep going through this loop with us, faster and faster.


How we make money

/handbook/how-we-make-money

We make money from those that have it and like our products. We don't make money from those that don't.

How we do sales is based on the best experience for our Ideal Customer Profile

I cannot think of any harder group than developers to convince, via a cold-call or email, to buy software. We should focus on inbound.

All the other rules here are based on what we felt would be the best experience for an engineering customer, whilst allowing us to grow revenue in the long run.

Don't let pricing get in the way

Before a user has decided to buy the product, we should let them try it for free. Not only does this mean they can immediately self-serve without having to get budget internally, it also reduces the need for a large sales team to convince them otherwise. When someone is looking for a solution, they are ready to install it – but only if we can get out of the way commercially.

Once a user likes the product, we don't want to create a big decision around continuing to expand their usage with us. (For example, if we suddenly charged a large recurring price per month.) Instead, we charge a tiny fraction of a cent for each extra event they send.

Charge based on what people use, and give users control

Some users want to start with just a little usage of one product. Others replace five products with us. We should price to reflect this. We believe it's better to have a little extra pricing complexity to provide a much better value option, than an "all-in-one" price.

We charge by product and by usage of those products that people need.

Beyond which products we use, we look for other ways to give users control, such as spending limits on session recordings.

These principles mean that they will spend less than they otherwise would have, but it means they'll stick around. We don't want users to churn if they are unhappy with what they're spending; we want them to better manage how they use the platform.

Match the cheapest for each individual product

We can make it up by selling other products to the customer over time. This way, it's always a no-brainer to pick PostHog, we get as much word-of-mouth growth as possible, and our single product competitors can't compete since they have nowhere to go.

Principles for dealing with big customers

The most important thing here is to remain focused on building the best product, not on what a single big customer needs.

	We don’t care about losing deals. If we have to walk away from a deal because we'd have to compromise on these principles, we will. We can do this because we have a really strong growth engine with our ICP customers.


	We don't contract deliverables, and we especially don't contract to provide deliverables by a certain date. This is because, on principle, a single customer is forcing us to build something.


	We will build things for a big customer, as long as we are confident they won’t be the only user of that thing. Re-shuffling the roadmap a bit could make sense - but adding new things that others wouldn't use, doesn't.


	Customers need to try PostHog before they expect us to change things. We love feedback from customers. We don't love big requirement documents from people that haven't used our product before.



Enduringly low prices

/handbook/low-prices

We want our customers to spend their money on their engineering team, not on buying ten software products.

Here is the list of advantages we have and why they matter.

We can sell multiple products to the same people

So, do you want to buy ten products for $1k each or all ten for $5k? Or, better yet, each one separately?

We can pull this off because we're focused on getting in first – we don't follow the whims of whatever an enterprise may have.

No sales needed

Our competitors spend more on sales and marketing than product development. Nearly all our sales are self-serve and 70% of our customers find us through word-of-mouth growth.

Multiple products, one dataset

We aim to be the source of truth for customer and product data. The products we build all work from this same dataset, instead of ten different vendors all paying to store the same data as each other – each with their own platform teams.

A technical audience who need docs, not technical support

Many of our products are traditionally sold to non-technical people. They need more help setting up SDKs or snippets. We work with engineers who simply need good docs. Writing and maintaining those (and an open-source codebase that people can inspect or even fix bugs in themselves) saves thousands of support questions each year.

Using open-source technology

We've often had second-mover advantages.

One of these is that we could use the latest open-source technologies, like ClickHouse. Many of our competitors have had to build their own databases. You can guess which is more efficient for storing tens of billions of events and serving millions of analytics queries. Better them than us!


Deciding which products we build

/handbook/which-products

Providing all the tools in one is a core part of our strategy.

Shipping them in the right order is key to a fast return on investment from every new product.

How we pick new products

Until products are built and launched, it's hard to predict which ones will do well. Because of this, we want to be working on a mix of new products at any given time. Some we're very sure will do well, others might be more of a bet with a potentially big outcome. This guidance is therefore less prescriptive that it could otherwise be.

Products we know will work well if we ship them:

	Products engineers use at all company stages
	Think error tracking or feature flags. The persona doesn't change [external link] as the company gets bigger.
	Especially true if it works for a 2 person startup, because that means we get in first
	Products that already have a $1bn competitor in the market (e.g. a company with around $100M in revenue)
	Products that are very easy to integrate for our existing customers.
	For example, users can enable the product in PostHog without needing to make a code change, or products that built on top of data that people are already collecting in PostHog
	Products that you are excited to build.
	People pursuing their interests get more done, go much further, and execute to a better standard.
	Products that our customers are asking for


Products we're less excited about building:

	Products where the ICP quickly changes to someone outside the product team, especially teams far removed from engineering
	For example, a CRM. We'd be more excited about building a customer support tool, as support often is a task that involves engineering.


How new products get built

Sometimes the Blitzscale team will decide a new product needs to be built. They'll find someone internally to run it, ideally someone who's been at PostHog for at least 6 months (we tried getting new people to ship new products, but they often struggled to ship quickly).

Other times you might have an idea for a great product we should build. In that case, use the New Product RFC template [external link]. You might choose to hack together a prototype of the product to demo and show off, which you should do! Blitzscale only needs to get involved if you want to start working on this product full time. At that point, we are choosing whether to invest a pretty serious amount of money into launching it, so we want to get that right.

For a complete walkthrough of the product lifecycle, see releasing new products and features.

Next products on deck

From our roadmap [external link], here's what we're currently working on:

	Endpoints - #team-data-modeling
	Logs - #project-logs
	Product autonomy - #team-array
	Customer Analytics #team-web-analytics
	Revenue analytics now included in customer analytics
	Workflows #team-workflows


And these are the products we think we'll focus on next:

	100x the toolbar - likely #team-array
	Metrics
	APM
	BI over any database (not just those synced to our data warehouse)
	Support -> PRs
	AI answers and docs


How to pick which feature within an existing product to build

In the early days, you'll be shipping the main few features that your category of product has as standard. In product analytics, this would be something like (1) capturing events, (2) trends, (3) funnels, (4) retention, and (5) person views.

Once this is done, you'll get a stream of feature requests and bug reports from users. You can't go too wrong if you listen to these and, by default, prioritize those that help us get in first, first. For example, with our data warehouse, we picked multi-tenant architecture because we wanted startups to be able to get started for free or very little initial cost - even though a single tenant approach would have given us an MVP faster. Sometimes, if sales are asking, you may choose to prioritize a feature for a big customer earlier, but you should never do this when you wouldn't have shipped it at some stage anyway. However, be cognizant of how often you do this, and whether now is the right time to be shifting your persona focus [external link].

Later on, you can then innovate several ways:

	unpeel your product - you start with the software, then offer API access, then offer better API access, then infrastructure (if you are feeling brave) - by default, start with this reminder: charge for API access appropriately, speak to Annika for help figuring this out. Doing this increases our luck surface area (it means your users will find new use cases).
	features more specific to our ICP (make it more engineering-y, more customization, more power)
	integrate it with our other products (either feature them in the product you just built, or feature your product in theirs)



We're a wide company with small teams

/handbook/wide-company

Part of our strategy is to provide all the tools in one for evaluating feature success.

Speed

This means we need to ship a lot of products into one platform. We can see a need for at least 20. That's a lot of engineering work.

After we'd started hiring, we asked ourselves a question – how could we structure the company to optimize for speed above everything else?

I happened to go to an excellent talk by Jeff Lawson, the CEO of Twilio. It made me realize I should be asking, "Who ships more per person, a startup or an enterprise?" Clearly the former. So we structured PostHog like a series of startups.

Small teams

We decided that we should split PostHog into a series of small teams [external link], each working like its own startup, fully owning at least one of our products.

As with any startup, the principles that govern these small teams are:

	Can decide what to build within their own products
	Can ship without outside interference as far as possible
	No product management by default
	No product design by default
	Should work directly with its own users (until it has hit product-market fit within PostHog's platform)
	Should be small


Minimal hierarchy

We deliberately keep the number of levels and people managers at PostHog to the absolute minimum we can get away with. This maximizes team member autononomy and increases shipping speed, as you don't need to run things past a manager or wait to get something signed off the vast majority of the time.

This means that, if you need something or need to flag an issue, you are strongly encouraged to communicate directly with the person or team working on the thing you care about. We want to avoid people going up and down the org chart via managers as much as possible. 90% of the time, this approach means you'll get what you need faster. 10% of the time, this might cause a tiny bit of confusion if what you are asking for doesn't beautifully align with that team's objectives. We believe that trade-off is ok - we'll figure it out.

We have a tiny exec team - this is what they are responsible for:

	Set the overall direction and strategy for PostHog
	Decide which products to build
	Make key people decisions (e.g. who to hire, pay, disciplinary issues)
	Ensure complicated cross-team initiatives run smoothly (e.g. pricing)


For everything else, you and/or your small team should be able to decide this or talk directly to the teams involved. This includes deciding which feature to build next within a particular product. We trust you to bring in the right people as you feel appropriate, relative to the scale of what you're doing.

PostHog is not a good place for managers who are territorial and prefer for all communication to go through them for 'efficiency'. Over time, doing this would undermine autonomy and cause our best people to quit!

Titles based on what you do

Companies give out titles to people that primarily show how senior they are.

This means titles, as adopted by the wider world, imply that seniority is more important than what people do. We do not believe that seniority should determine how decisions get made - people should own decisions in their area of the business. We trust every employee to fully own their area of the business.

When you are prompted to put your title somewhere like LinkedIn, please just say as clearly as you can what you are focused on. Please do not focus on how senior you are. Feel free to be weird with it.

In other words, instead of your title being "Senior Engineer at PostHog" (which is not a title that exists at PostHog anyway), it's actually "Product Analytics Engineer at PostHog."

Goal setting

When you build a startup from scratch, you are in an existential crisis. One day you might be building a gym, the next day a software product for accountants. The problem changes. At PostHog, we give each small team a product to build. (James and Tim focus on which products we should build, as they often need sequencing.)

Once we had product-market fit [external link], and we had reached 15 people or so, we realized we needed to set some kind of goals. We started by using OKRs as they're pretty standard.

However, one of our engineers one day told me, "I realized I needed to change my objective. Then I started rewriting my OKRs into the handbook. I realized I was spending time stressing about the wording of it, which was going to have zero impact on what I knew I had to build." That seemed silly, so instead we make a point of calling them just "goals". We intentionally don't sweat the wording.

Another best practice we choose to ignore is "goals should be output driven". It sounds great in principle, but what is going to happen after a product team, which is nearly every team here, sets an output driven goal like "improve activation by 20%"?

Either the team will decide on some things it should build, or they won't manage to figure out what to build to do this. In either case, if a team knows what it should achieve, it should then figure out which things it needs to ship, and write those things down instead. It's clearer, and clearer is faster.

And if that list turns out not to be helping our metrics? Switch the goal to a new thing.


Strong team

/handbook/strong-team

You're the driver is one of our values. 90% of a startup's problems are solved by just having the right group of people in ~~the building~~ Slack.

Personality traits that cause people to be successful here

Genuine builders. Some people do jobs for the money. Those that have truly found their passion are far stronger.

Easy to work with. People who are low ego, flexible, energetic, and upbeat will raise those around them. We often, but don't exclusively, hire those with more experience since it's easier for them to contribute meaningfully. Things can and do get very hard here – whether it's scaling, shipping complex products, handling a stream of support requests, or trying to ship something that touches multiple teams. We need those who won't get disheartened, and will collaborate, iterate, and ship their way out of anything. We proactively reward those that do these things, not those that self-promote.

Will join us on the journey. Some people are inspirational to work with – they lift others up. We have a huge opportunity at PostHog, and it often feels like we've caught lightning in a bottle. Anyone joining the company at this stage could make this the last job we all ever need. We want people that will push to get this done, for each other's sake. We don't hire mercenaries. We need to feel people here are producing the best work of their lives.

Drivers not passengers. Proactive people that can fully own projects and get them done (or make sure they get help) are what we need. For many of our roles, while it isn't a common job title, internally we have the concept of product engineers [external link] – people who can take high-level requirements, decide what to build, do so with customers, and keep iterating.

Great (and terrible) reasons to join us

Let's start with why you should join:

	You want to ship an epic product with incredible people.
	You want impact and autonomy, and work well with uncertainty.


Why you should not join:

	Getting our brand on your resumé. If you join for self-promotion, you (ironically) won't do well! Apply to a bigger company who can give you a clearer career ladder.


	Getting a pay rise. We pay generously, but you'll need to love building to be happy here. You'll need to be here a long time to get the real upside from options.


	Mainly wanting to lead others. Reluctant managers are often the best. We don't pay more if you manage others. We want people to lead by example by doing an exceptional job of individual work.


A small group of stronger people and compensation

When we raised our Series A, one of the first things we did was to make sure we didn't lose our existing team (at least for pay reasons!) before we added more people to it. This is still true today – we proactively review everyone's pay three to four times a year and increase it if people have leveled up.

When it comes to churn due to pay, fairness is just as important as the absolute level. We do this in line with a transparent pay system that we even make public. We aim to pay generously and fairly between people.

For options, we offer the most generous terms possible [external link] as it feels like the right thing to do. We think this makes it as likely as possible people can see huge upside if we are successful (making it easier to raise and more realistic that people will actually get money from them). That motivates everybody.

One of the hardest parts about building a high performance team, is letting people go when they aren't performing. We are decisive and do this faster than many others would. We offer four months severance when we let people go for performance reasons to give people more time to move on – and so it's easier for us to make a change if we need to.

While we will give direct feedback, if we don't see this being responded to quickly ahead of letting someone go, we will part ways, so people can find a job they are better suited to, and so we can find a team member better suited to the job. The end result is that everyone on the team is contributing meaningfully.

Growing the team beyond hiring

We hire insanely talented people to build products ourselves, but sometimes acquihires or acquisitions help us move faster by adding engineering capacity and expertise. These situations are rare so we’re often reactive with these - but we’ve set clear principles to make sure we handle them consistently.

Acquihiring

This is an efficient way to onboard great engineers without all the complexity of an acquisition. For us, an acquihire means closing down your old company as you and your team join PostHog purely as talent, which we will match up with our product teams where it makes sense.

	Everyone goes through our standard interview process. There are no exceptions, even if you join as a group. Coua Phang will organize each interview stage with your team members individually so everyone goes through the process in the same timeframe.
	We do not pay for acquihires - we just hire the people. Sometimes we’ll pay a premium if it makes hiring multiple people easier.
	For YC founders, we may sometimes pay a premium. This is treated like additional compensation that vests over the standard PostHog equity schedule (not a lump sum upfront).
	For engineers, we pay our normal salary with the possibility of a discretionary bonus after probation.
	If you quit PostHog to start your own company, we won't acquire or acquihire you back (though former employees-turned-founders are welcome to apply and join again under normal hiring processes).
	We never acquire companies bigger than one small team.


Acquiring products

IP inside PostHog

By default, we are not interested in acquiring IP. If we can build something ourselves, we will. The only exception is IP with deep technical value we don’t believe we can replicate internally.

If we want a product inside PostHog but lack the domain expertise, we might acquire the team behind it - with the expectation your team rebuilds the product natively into our platform and migrates users. This would be the case where, without domain knowledge, projects might take us an unreasonable amount of time to ship or get deprioritized. Even then, we will only do this if the price is right. We generally won’t pay a premium as the value comes from the team’s expertise, not the legacy product.

IP outside PostHog

We do not acquire products that sit completely outside our platform (e.g. an IDE). Our strategy changes often, and owning something disconnected would create pressure to keep it alive.

The exception would be if the product technically lives outside the platform but directly enhances PostHog’s value (e.g. a new way to use PostHog data inside a terminal), where we may consider an acquihire or paying a premium.

Existing customers

We generally do not want to convert any existing customers you have into PostHog customers directly. They may be different from our ICP and put pressure on the team to build something different than what we would otherwise plan to offer.

Your customers are of course welcome to sign up for PostHog and use our existing products and new ones once they are launched, but we don't make promises to these customers about features or support for their existing workflows.

Acquisitions for marketing

We are not interested in acquiring companies just for their audience or marketing. That’s a distraction, and we’re confident in the strength of our own marketing team. If we want more marketing, we’ll invest in it directly.


Future

/handbook/future

TL;DR: Mid term, it's $100 million ARR by 2026, working backwards from there. Longer term, outcompete top-down competitors worth $50 billion. If we get that far, we'll have helped tens of millions of engineers build better products.

Will PostHog sell?

What motivates us is building an epic product and company.

We're excited by:

	Figuring out how far we can go
	Helping engineers build products - reduce the need for product and data teams
	Beating all the point solution competitors
	Having customers buy from us instead of us selling to them


We're not excited by:

	Selling the company for $1 billion – we think we can build a much bigger company by staying independent


$100M by 2026

We want to hit $100 million in annual revenue by the end of 2026.

We've set this since it's ambitious and keeps us accountable for some kind of financial output, but working backwards we can do it. We need around 7% monthly revenue growth to hit this.

Secondaries over selling

Everyone at PostHog has options in the company – that means they can be a shareholder. This keeps everyone focused on our long-term interests.

However, at different stages of the company's life, the value of each person's stock may be hundreds of thousands, millions, or even tens of millions of dollars. If someone doesn't have much capital but has $10 million in stock options, they'll start wanting us to sell.

As a result, we aim to let people sell some of their stock [external link] when we fundraise and once their stock has very significantly increased in value. This helps keep everyone focused on building something bigger and longer term. What we can offer will depend on what we can negotiate every time we fundraise, but this is our general philosophy.


Culture
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So, what's it like working at PostHog?

We're 100% remote

Our team [external link] is 100% remote, and distributed across more than 20 countries.

Being all remote has a bunch of advantages:

	We can hire amazing people [external link] from a global talent pool.
	It encourages thoughtful, and intentional, written communication
	It creates space for lots of uninterrupted work.
	We judge performance based on real outcomes, not hours spent in an office.


In addition to all the equipment you'll need, we provide a budget to help you find coworking space [external link], or to cover coffee shop expenses. Everyone also has a $1,500 quarterly travel budget [external link] for ad-hoc meetups.

We're extremely welcoming

This is so important to us that it has its own dedicated page.

We're extremely transparent

As the builders of an open-source product, we believe it is only right that we be as transparent as possible as a company.

This isn't just a meaningless corporate statement. Most of our communication happens publicly on GitHub, our roadmap is open for anyone to see, and our open-source handbook explains everything from how we hire and pay team members to how we email investors!

Almost everything we do is open for anyone else to edit. This includes things like the contents of this very Handbook. Anyone can give direct feedback on work they think could be improved, which helps increase our responsiveness to the community.

We're committed to much more than just public code [external link].

We write everything down

We're an all-remote company that allows people to work from almost anywhere in the world. With team members across many countries, it's important for us to practice clear communication in ways that help us stay connected and work more efficiently.

	It creates clear and deep thought.
	We have an open core business model. This helps the community understand our decision-making.
	It is usually clearer than a conversation, so everyone can row in the same direction.
	It is very leveraged as we grow a large community and look to hire people around the world.


To accomplish this, we use asynchronous communication as a starting point and stay as open and transparent as we can by communicating through public issues, pull requests, and (minimally) Slack.

Putting things in writing helps us clarify our own ideas, as well as allow others to provide better feedback. It has been key to our development and growth.

We give direct feedback early and often

Everyone should help everyone else raise their game. After completing difficult work, fatigue tends to set in. It is challenging to maintain objective views of the quality of your own work when you are fatigued. It's easier for outsiders with fresh eyes and energy to raise the level of others around them.

We are direct about the quality of work. That doesn't always mean work needs to be completely polished, as it depends on the speed and impact of a task. Being great at giving and receiving feedback is a key part of our culture.

We bias for action

If given a choice, go live. If you can't go live, reduce the task size so you can.

	We are small, and can only win based on speed and agility.
	Going live forces a level of completion, on which you can build.


Default to not asking for permission to do something if you are acting in the best interests of PostHog. It is ok to ask for more context though.

We're on the maker's schedule

We're big believers in the importance of the maker's schedule [external link]. If we have meetings at all, we'll cluster them around any stand-ups, so our day doesn't get split up.

[image: Screenshot of an engineer's calendar at PostHog]

On Tuesdays and Thursdays, we don't have internal meetings at all. Occasionally an external meeting will slip in on those days, such as interviews, but we try to keep those to an absolute minimum.

We're structured for speed and autonomy

Hiring high-performing and self-sufficient team members means we don't need the typical corporate processes that are designed to slow teams down. Instead, we're organized into small teams [external link], which prioritize speed by delegating decision-making autonomy as much as possible.

Our management approach is super simple - small teams report to their team leader, and each of the team leaders reports to one of our four execs. We don't want to create a fancy hierarchy of titles, as we believe this can lead, consciously or not, to people feeling less empowered to make changes and step on toes, especially if they are not in a 'senior' role.

It's up to you how to get things done. If you want to make a change, feel free to just create the pull request. If you want to discuss something more widely for a bigger piece of work, it might make sense to use an RFC for a change inside your team.

If your RFC could significantly impact other teams as well, it usually works best to book a call with them as well as it usually saves time – "fewer meetings" doesn't mean "no meetings", just that they should be meaningful and intentional, not routine.

Read How you can help [external link] to understand how you can contribute to this culture.


Lore
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Lore of PostHog / inside jokes

A beginner's guide to some of our custom Slack emojis and various anecdotes you'll see and hear about.

	Yakko always had bad internet when demoing. Always.


	James Greenhill wore a skin tight green all-body suit for months to improve his Zoom background game without us realizing.


	Ben White has the same pose in 90% of PostHog photos. It's a reference to a meme.


	where X is a team member. Used in times of extremely impressive performance, unless used sarcastically.


	Mr Blobby. We once changed how we ingest session recording data, to use S3 blob storage. We called it Mr Blobby. Mr Blobby [external link] is a creepy '90s TV character from the UK. This project was nightmarishly hard, which is why this character was fitting.


	Paul D'Ambra will make you eat gelato at every offsite.


	Sometimes people screenshot each other's faces and Zoom screens and use them as their backgrounds. Usually when an all-hands is too dry.


	Charles Cook wore a suit to his performance review. He is the only person in history to wear a suit to anything PostHog-related. Unsure if he was making a point, we later abandoned the practice of performance reviews regardless.


	We took lots of buses at an offsite in Portugal. The roads were incredibly twisty, the driver was in a bad mood, drove too quickly, and people threw up. It was bad.


	A reference to Marie Kondo's book [external link] on tidying your house, generally used to describe things that are particularly good or bad from a user's perspective


	We once made isgoogleanalyticsillegal.com [external link] when there were privacy rulings about Google Analytics. We put it on Hacker News, got the top of the front page, and it was our biggest ever day of signups at the time. The website was supposed to be tongue in cheek, but the internet took it seriously. The person in the emoji is Ursula von der Leyen, who introduced the GDPR legislation.


	IPO promises. There is a list of these that is brought out at certain moments. You may see.


	Marius Andra will train you on Post-it notes if you go to an offsite with him. Success of a good Post-it note posting is in the lift away from the surface – the most important thing is to peel off the Post-it note, as opposed to pulling.


	Three finger rule - another Marius invention, if someone holds up three fingers while you're talking, it means you aren't being concise enough. We don't actually use this much as it's predictably awkward and distracting, so ruins any meeting it could have otherwise helped.


	When we hit 10,000 GitHub stars, Ian Vanagas read every username on a live stream that took over six hours.


	We like to nail things. It's not uncommon to see a GitHub issue titled "Nail [feature name]". Sometimes we'll even assign an absurd version number like "3000". (The codename for the next generation UI of the PostHog app is referred to as PostHog 3000, and other projects have also adopted this naming convention as well.)


	James Hawkins once decided to go off piste in a new starters intro of all hands and asked the question “Do you moisturize?”


	James Hawkins has also gone viral multiple [external link] times [external link] for his tweets about "hopping on a quick call" and that is entirely what he is known for now.


	Everyone says "thanks dylan" to Dylan Martin because he once had a really good all-hands demo.



A grown-up company
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We’re very proud to have a genuinely welcoming environment where PostHog treats you, and we treat each other, like grown ups.

We’re an international bunch of weirdos, but one thing us weirdos have in common is that everyone is kind, courteous, and professional towards each other - and that’s something we’re really proud of. And we all ship, of course!

Things we do to create a welcoming environment

We have tried many different tactics over the years, and these are the things we have found actually make a difference.

	We are all remote. At the time of writing, we employ people in 23 countries [external link] across 3 continents.
	Asynchronous and transparent communication - so people can get the context they need to work effectively no matter what their schedule.
	We offer near complete flexibility over working hours. You can do the school run, or schedule that dentist appointment you’ve been avoiding!
	An anti-meeting culture [external link]. Ever had someone schedule a meeting over family time because they couldn’t find a slot in your schedule? That doesn’t happen here.
	Generous parental leave [external link] (inc. up to 6 months maternity at full pay) so those raising families can do so while still working for us. We also extend our bereavement leave to cover pregnancy loss.
	Transparent pay - so people get paid in line with their ability and experience, not their negotiation skills!
	Proactive pay process - we review everyone’s pay 3 times per year, so we don’t reward people who loudly argue over those who quietly perform.
	Generous pay - so people can afford to work here and finance doesn’t prevent this. We take the 50th percentile for any given role then add 20%.
	We write our policies up publicly, so we’re accountable to the world, instead of hiding them. Hence this handbook! And anyone can edit it.
	A culture of transparent feedback that is constantly reinforced - this discourages gossip or playing politics, which is corrosive.
	Training budget, especially for those in roles where we don’t have lots of existing experience as a company, to help people develop.
	Health insurance for those from countries that do not provide this freely.
	We pay people for SuperDays [external link] because we think this is the right thing to do and it enables those who could not otherwise take a day off work to participate in our recruitment process.
	Unlimited vacation policy [external link] with a mandatory minimum time off - so you can fit work around your life.
	We discourage heavy drinking at company events - you’ll need to join another company if you’re a bro, alas.
	Political issues can be more important to people than work, and they are frequently divisive and distract from our purpose. We therefore don’t stand for any political cause and don't tolerate or allow political discussions in Slack, GitHub, or any other PostHog-owned or sponsored tools or events.
	We don’t care about college degrees. We care about what you’ve achieved.
	We expect people to act kindly and inclusively towards each other. We take a very strict stance [external link] on people behaving inappropriately towards others.


Things we don’t do that other companies might

We care about doing what works for PostHog’s culture, rather than worrying too much about what other companies are doing or how they judge this. These are some of the things that we don’t do as a result.

	We don’t track the metrics for how many people are underrepresented at PostHog or in our application process because we don’t want to optimize for these numbers when we know we offer a welcoming place to work. We used to do this and realized it wasn’t helping us.
	Unconscious bias training. Our applicant data shows that under-represented groups are no more or less advantaged by our hiring process, and the effectiveness of such training is debatable.
	Making PostHog’s culture the responsibility of the people or an ‘HR’ team - culture starts with the founders and executive team. Otherwise you end up with policies and actual behavior starting to diverge.
	Advertise on external job boards. We used to do this (and get 1000s more applications), but found we virtually never hired anyone who didn’t apply directly to posthog.com or through referrals.
	We don’t avoid doing business with certain customers except under very strictly defined exceptional circumstances. We allow the government to determine what is acceptable instead of getting into discussions about who we should deal with for each of our 100,000+ customers.


Are you a potential candidate reading this? Excited to join a grown up company? Get in touch! [external link]


Small teams
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PostHog is structured for speed, autonomy and innovation.

Many traditional organizations have big, separate functions. You have a product team, an engineering team, customer support, and so on. This slows things down when you scale because there are more layers of communication and complex approval chains. This stifles innovation because you have to get your boss to talk to someone else's boss to get work done. It also means that people can't really see the impact of their work.

PostHog started off as a completely flat company with one big goal: to increase the number of successful products in the world.

As we are getting bigger, we anticipate that it will get harder for people to see the direct impact of their work, which reduces the sense of ownership.

We have therefore introduced small teams. These are designed to each operate like a startup. We maintain our full org chart in our ops platform [external link].

How it works

	The overall goal for a small team is to own an area of the product/company and be as close to its own startup as possible, with only a handful of centralized processes.
	A small team should strictly be between 2-6 people.
	A small team has a team lead responsible for its performance - whoever is most appropriate depending on what the team is working on. This does not mean the most experienced person on the team.
	A small team must have a customer (internal or external).
	There may be certain functions where at our current stage we don't need a small team yet.
	Each small team runs its own retrospective + sprint every week. This must be done transparently.
	A small team has the final call in which of its features get into production, with no need for external QA/control - within our existing release schedule.
	A small team will, at some stage, be able to create its own pricing.
	A small team is responsible for talking to users, documenting what they build, and ensuring their features are highlighted in releases.


What does owning an area of the product mean?

The product small team is responsible for everything related to their area, particularly:

	Usage
	Quality
	Revenue


What actions should the small teams be doing for their area?

Each quarter:

	Create good quarterly goals


During the quarter:

	Maintain a prioritized roadmap to help them achieve their objectives
	Speak to customers
	Monitor relevant metrics including those covering Usage, Quality and Revenue
	Triage and fix related bugs
	Assist the support hero in answering related questions
	Collaborate with other small teams such as marketing
	Become power users of their area of PostHog and use PostHog in their processes


What is the role of the team lead?

Overall, the team lead is responsible for ensuring the above happens. They should focus on enabling the team to solve these tasks together rather than trying to do it all themselves.

Team leads do not necessarily = managers. Read more about how we think about management.

Once a new team lead is appointed, or a small team is created, team leaders take on additional responsibilities, along with a checklist of actions. To kick off the process, run /org-change in Slack and select the relevant change type – it'll create a tracked issue in company-internal with the right checklist.

Team leads also take on a range of broader responsibilities that revolve around releasing new features and communicating with other teams. Some helpful guidelines on what team leads should be taking responsibility for are listed below.

Setting up support processes

Setting up support processes is a team lead responsibility, but if you need any assistance just contact the Support team directly.

Team leads are responsible for creating Slack channels for their support function and ensuring integration with Zendesk, so that the team can be alerted to support issues. Once the support process is set up, team leads are responsible for ensuring a sustainable and fair support rotation and setting up SLA and support hero notifications.

To kick off any org change, run /org-change in Slack.

Launching new products and features

It's the responsibility of the team lead to keep Marketing and Billing teams informed about product progress, so that product marketers can coordinate launches and the Billing team can implement pricing.

For a complete walkthrough of the product lifecycle (from initial setup through GA), see releasing new products and features and use the new product RFC template [external link].

Some guidelines on how to do this are below, but if in doubt team leads should always aim to overcommunicate with Marketing and Billing teams.

Adding ideas to the roadmap

	[ ] As soon as you start seriously planning a new product, add it to the in-app feature preview roadmap [external link] as a concept.
	[ ] Inform the marketing teams a new roadmap item is available via the #team-marketing channel


Launching a new beta

	[ ] As soon as user opt-in is available, move your roadmap item from concept to beta
	[ ] Ensure your opt-in beta has a feedback link and docs link
	[ ] Inform the marketing teams a new beta is available via the #team-marketing channel


Launching a new product

Typically, you must give at least 2-3 weeks notice of a product launch and you should reach out directly to marketing team leads if this is not possible.

	[ ] Create a new launch plan issue [external link]
	[ ] Continue to communicate timelines / updates in the Slack channel created


Leading quarterly goal setting

Team leads are responsible for organizing quarterly goal setting within their team, leading the goal-setting session, and documenting the goals on their team page.

How do small teams and product managers work together?

With our engineering-led culture, the engineers on the small team are normally responsible for their area of the product.

We have a small number of product managers who support the product small teams in achieving their goals. This includes helping with prioritization, creating/updating dashboards, competitors analysis, speaking to customers etc. However, having product managers doesn't mean that the engineers can abdicate these responsibilities. The engineers should be the experts of the product they are building and their customers.

Additionally, the product managers should pay particular attention to cross-team alignment.

How do small teams and designers work together?

Similar to product, designers support small teams. Read our guide for engineers on how to work with design.

Managing larger cross-team projects

Each project should be owned by an individual within a single small team. However, some projects affect multiple other teams and require their support. For example, the performance work owned by Karl in product analytics requires support from the pipeline and infrastructure team.

For these projects, we recommend the individual owning it write a "Status update" every 2 weeks on slack and add a link to this update in the "Updates on bigger projects that affect multiple teams" section of the all hands doc. These status updates might include: what's been done since the last update, any blockers, and what are the next steps.

Small teams intros

Every small team should have an agreed charter which should include:

	Mission
	Long term goals
	Description of what the team does
	Target customer
	Who is on the team
	Key metrics


These should all be visible in the Handbook, updated when changes are made & confirmed ahead of each quarter so everyone is on the same page.

List of small teams

See the list of all small teams [external link].

Forming new small teams

We have a defined process for proposing changes to teams [external link], or creating a new team.

Once a decision is made, the following happens:

	[ ] Ops team updates the Org Chart [external link] in Deel.
	[ ] The team lead runs /org-change in Slack to kick off the tracking issue. Ops will be notified and picks up execution from there.
	[ ] Exec informs everyone else in the company in the next all hands session.


The small teams template contains a list of tasks for the Ops team and the team lead.

These include standard tasks, such as creating Slack groups and a team page to ensure the team can communicate efficiently.

FAQ

Who do small teams report to? How does this work with management?

The team lead has the final say in a given small team's decision-making - they decide what to build / work on.

Each person's line manager is their role's functional leader (if possible). For example, engineers, no matter which small team they're in, will report to an engineer.

It's important to note that management at PostHog is very minimalistic – it's critical that managers don't set tasks for those in small teams.

Think of the small team as the company you work for, and your line manager as your coach.

Can someone be in multiple small teams?

Only if they're in some kind of supportive role. For example, product managers and designers can be attached to more than one team, but product engineers should never be in more than one team because this acts against proper ownership.

Who is in a small team?

No more than 6 people, but that's the only rule. It could be any group of people working together.

Will this lead to inconsistent design?

Eventually, yes. Other companies have a UX team that build components for everyone to use. Since we currently use Ant Design [external link], we don't need this just yet.

Can I still step on toes [external link]?

Yes. In fact, it's actively encouraged.

We still expect people to have an understanding of the entire company and what various people are working on. In engineering, we still expect you to understand how the entire system works, even if you're only working on infrastructure. You can only do your job well if you understand how it fits in with other parts of the system.

You're actively encouraged to raise pull requests or propose changes to stuff that doesn't have anything to do with your small team.

Can people change teams?

We try to keep moves infrequent and when needed. We anticipate moving people roughly every 3-9 months. We'd rather hire new people than create gaps by shifting people around.

There are two scenarios that will trigger a move:

	The small team may realize they no longer need someone, or that they could really do with someone currently in another small team internally.
	An individual team member may wish to move in order to develop their skills or experience.


It is very important to raise any desire for a team change with your relevant teams/blitzscale member early. Any changes are at their discretion, as their job is to ensure that our small teams continue to function and that any moves fit into our current hiring plans. They will also have the best context about which teams you may be a good fit for, based on your skillset but also each team's needs. Please don't go talking to other teams directly first, as it makes it harder to manage everyone's expectations.

Aren't most small teams way too small?

In general, no – it's surprisingly great how much just 2-6 people can get done.

If more mature product areas cannot cope with the workload, small teams will clarify where we need to hire too. In fact, it'll make sure we keep the scrappy fun side of working here as we get bigger. A team doesn't have to be six people.

How does hiring in the small team work?

The small team is responsible for creating roles for those that they need.

We have a centralized team that will then help you hire.

James and Tim used to interview every candidate because it's a standard startup failure for founders to get too removed from hiring. We've relaxed this so that someone Team Blitzscale always interviews candidates, normally whichever team member sponsors the team the candidate will be joining.

Regardless of the team, we aim to retain a high bar for new hires. In the words of James Greenhill: "If it's not a hell yes, it's a hell no." See how we hire [external link] for more on this.

How do we create new teams, or make changes to existing teams?

See how we make team changes [external link] for a more detailed breakdown of the process.

Does a small team have a budget?

Spend money when it makes sense to do so. See our general policy on spending money [external link].

How do you keep the product together as a company?

James and Tim are ultimately responsible for us having (i) no gaps in product (ii) eliminating duplicate work (iii) making sure all small teams are working on something rational. This is how we manage the product.

How do you stop duplicate work?

James and Tim have the ultimate responsibility to make sure we don't build the same thing in two different teams, or that we don't accidentally compete with each other internally.

By keeping communication asynchronous and transparent, this is made much easier to do than is typical at other organizations.

Can a small team "own" another small team?

Not for now, no. Perhaps when we're much larger this is something to think about.


Setting quarterly goals

/handbook/company/goal-setting

We plan objectives every quarter. The blitzscale team set the direction and overall objectives for PostHog, and then small teams set their own objectives that feed into these. Longer-term planning that the Blitzscale team does is covered separately in the annual planning guide [external link].

How quarterly planning works

	~3 weeks before the end of each quarter, the Blitzscale team meets to come up with larger goals for the company, which sometimes (but not always) trickle down to individual teams.
	~2 weeks before the end of the quarter, team leads should schedule planning meetings to go through these - these will be run by the team lead and include the relevant Blitzscale team member, following the template below. Each small team can change or propose alternate objectives, goals, and/or key results (we are not prescriptive about the exact terms used here - use these as a starting point).
	After the planning meeting, the team lead creates a PR on their small team page with the new goals. Make sure you tag the relevant member of the Blitzscale team for review at a minimum.
	Goal PRs need to be merged before the next quarter starts. We usually then run through the objectives in the first all hands of the next quarter.


In terms of accountability, Scott Lewis will notify all the small teams and make sure that the quarterly meetings happen (and that each small team has a PR), but he will not schedule the meetings for you.

If you prep properly (see below), planning meetings should take 1 hour max. The meeting is not the end of the process - you may still have some back and forth on the PR, but the meeting should give the team lead enough info to write a good PR.


Planning template

Teams should fill in the previous quarter and HOGS sections async in the doc before the meeting starts. The meeting itself should be 20% reviewing the past, and 80% talking about goals for next quarter. Don't fall into the trap of spending most of your time reviewing and then rushing the goals right at the end.

## Last quarter objectives reflection (5 mins - do as a team)

[Paste in previous quarter objectives from the team page]

For each objective, write up a reflection - usually the person who was the lead on the objective should do this, but some might be shared.

What else did we get done? List items from the changelog or PRs merged if they were significant items that deviated from the original goals (changing goals mid-quarter is okay!)

You may also want to write some overall thoughts about how the quarter generally went.

## HOGS (10 minutes - all the content should be here **before** the meeting starts)

This should be done BEFORE the meeting by everyone, independently and in this doc before the meeting starts. Spend 10 minutes in the meeting silently reading through everyone’s HOGS during the meeting. Add any common themes or otherwise important items to the section below as you read, then only discuss the themes (there generally isn't time to discuss every line of the HOGS).

Add entries under each question with your initials/name like: "- (your name): My comment"

- Hope
  - What are you most excited about this quarter?
  - What exploration do you want to do?
  - For Error Tracking/Session Replay/Experiments/Conversations/Experiments/Conversations/Product Analytics/LLM Analytics:
    We want to make PostHog proactive. How do we programmatically emit signals - i.e. research prompts for an agent with code access & PostHog MCP – that will result in quality concrete code changes?
- Obstruction
  - Is there anything embarrassing about your product?
  - What’s stopping you from shipping 2x what you’re shipping now?
  - Can your product be used by agents (Claude Code/Cursor/etc.) via our MPC server? What MCP tools or skills are missing right now?
- Growth
  - What single thing would move the needle the most this quarter?
    - _If it’s more people, please expand on how many and exactly what type of hire you’d be looking for._
  - What are users asking for? Which of these are we ignoring?
    - _Check Vitally for feature requests (if applicable for your team/product)_
  - How will users interact with your product in 1 year's time and what can we do now to get this ready?
- Sneak attack
  - Say a competitor beats your team’s product, what would that product do differently?
  - What are we not talking about enough?

## Themes (20 minutes - do as a team)

What themes can we distill from the above HOGS list? What are categories of things we should consider working on? What are other things we might want to consider?

## New goals (15 minutes - do as a team)

This is an example - feel free to adapt as you need. Generally it is a good idea to have at least one person's name against each thing for accountability even if multiple people work on it - shared goals usually results in less getting shipped.

_For engineering teams - did you do anything cool last quarter that other engineers could learn from? Consider adding a goal to write about those things on our company blog!_

Objective 1: PostHog in the EU
Motivation: Unblock 1,000s of customers [link to data] who need to keep data in the EU but are not capable of self hosting.
What we'll ship:
  - This thing (Name)
  - Another thing (Name)
  - Maybe another thing (Name)

If you aren't on a product team, replace 'product' with the equivalent 'thing' on your team - e.g. if you do recruitment, your 'product' is how we do recruitment at PostHog and your users are job applicants.

Publishing and viewing goals

When a team has set their quarterly goals it is the responsibility of the team lead to document the goals on their team page, publicly [external link]. This enables teams to see what each other are working on, helps us hold teams accountable to their goals, and creates a shared sense of urgency and direction.

You can easily see what goals teams have set on the WIP [external link] page, which pulls all goals from the respective team pages.

Teams can choose to document their goals publicly in a number of formats, but below is a useful template for getting started. Individuals may also choose to create planning issues to track their work in greater detail.

<details>
<summary>Write the goal here (owner)</summary>

- **Rationale:** Why is this important?
- **What we'll ship:** Keep this brief
- **We'll know we're successful when:** Metric or outcome

</details>

Good goal setting

	As few objectives as possible
	Motivation - explains why the objective is set
	Things we'll ship that show if we're en route to achieving an objective
	Objectives are simple - it's really clear if you are/aren't hitting them
	Objectives are ambitious - they move the needle for PostHog
	Hitting an overarching objective is more important than shipping specific things
	Things we'll ship are leading indicators and can be achieved quickly
	If you set specific targets, they should be specific and measurable if possible
	Setting anti-goals can be helpful to clarify what you are not working on


Bear the following in mind:

	Use metrics only if they help you. Goals should be primarily output-based - the actual things that we will do and build.
	Don't fall into an existential crisis every time we do this exercise - while objectives are important, they're easy to change, so iterate if you need to mid-quarter
	All objectives are bad - they have many compromises, are fallible, easy to game, or may be affected by external factors, so use the least bad ones
	Use counter metrics where needed (X happens, but Y shouldn't happen)
	Don't have a lot of things to ship if you can't capture everything in one - just pick the most important one or two
	Don't set arbitrary targets that a team cannot achieve
	Consistently hitting ambitious objectives over the long term is an important factor in the pay review process, but if you miss extremely tough objectives and still achieve great things en route, that's also fine


FAQ

What if I don't have time to do work towards my objectives because of customer support/urgent board reporting/something else?

Picking up the occasional thing that isn't technically going to help your goal is ok. This is because we're small and may not set 100% perfect goals. As ever, prioritize as you see fit. However, spending a bunch of time on a pet project is not - this means the planning process has failed.

If my team repeatedly miss objectives, what happens?

Objectives should be ambitious but achievable - you should be able to hit them by challenging yourself, but not to the point of burnout. If your team is consistently missing objectives, they are too hard or possibly the wrong objectives for PostHog/your team.


Sprints

/handbook/company/sprints

PostHog works based on Sprints. These are when a Small Team meets to discuss how the last Sprint went, and what the plan is for the next one.

Sprints are shared transparently inside the company, for every team – including the Executive Team. This means people can coordinate work without having to do meetings.

	There should be a GitHub issue for the sprint up in advance and everyone should add their notes to it before the meeting starts.


	Each individual should come with specific written suggestions for what they'll work on over the next sprint. Note: if you're in an engineering role, product won't dictate to you what to build – it is up to you to drive this.


	The team leader for a small team is responsible for making sure the sprint takes place regularly.


	Any important points discussed should be written down to clarify any decisions and to help those who didn't attend.


	Teams generally meet either once a week or every two weeks.


	Everyone in a small team should attend their small team's sprint as far as possible.


	Anyone can attend a specific small team's sprints. However, all attendees should have a specific reason to be there.


	Anyone can comment on the sprint issue before or after the sprint.



Managers and management

/handbook/company/management

A manager at PostHog has a short list of responsibilities:

	Setting the right context for your direct reports to do their jobs
	Making sure your direct reports are happy and productive
	Acting as the hiring manager [external link] for new roles in your team
	Creating good plans for new person onboarding [external link] and small team offsites
	Collaborating with execs on team performance concerns that need early intervention


That's it.

A manager at PostHog is not responsible for:

	Deciding compensation - we have a compensation calculator and the process is managed by the exec team
	Setting tasks for your direct reports - that is not how small teams work
	Providing a career progression [external link] plan for your team
	Figuring out team structure - today that is all handled by the exec team
	"Approving," whether that's projects, expenses, days off, or accounts - people should have admin access by default to most things
	Dealing with HR issues - you should escalate these [external link] to Fraser or Charles
	Anything legal-related, e.g. someone wants to quit or thinks they did something illegal - route this to the exec team
	Deciding to hire or fire people - the exec team do this


This guidance applies to all teams, irrespective of whether you manage an engineering or non-engineering team.

Part-time managers

Because of the relatively short list of tasks that managers have, management at PostHog is a part-time job. That means nearly everyone still spends the majority of their time on practising what they do best. For most managers, this isn't actually management!

As an engineer, you want the opinion of someone who can actually code. As a designer, you really want your manager to have an eye for design. As an operator, you want to be managed by someone who has scaled a business. That's why it's important for managers to keep practising their craft.

However, management tasks do come first, as giving context to your team tends to have a multiplying effect vs. getting one more PR out. After that though, it's back to work.

Management is intentionally spread thin at PostHog. This is a forcing function for making sure that teams and ICs continue to have high levels of autonomy. Bored managers are micromanagers. By working across several teams, people like #team-blitzscale and product managers are forced to only give their attention where it's truly needed, and give space & autonomy everywhere else.

You'll sometimes hear us use the term "team lead". A team lead is the leader of a small team. By default they also manage the individuals that are part of their team, though very occasionally they don't, such as when a new small team has just been created.


How do I set context?

At PostHog, we hire highly experienced people for 99% of roles. That means managers won't need to spend time telling their direct reports what to do.

However, for those people to make the best decisions, they need context. The things a manager can do to set context include:

	Creating a roadmap that the team can work towards
	Helping the team level-up their understanding of your target customer and the problem space you are working in (eg by encouraging them to talk to users, and doing so yourself)
	Helping someone figure out who else to talk to within PostHog
	Enabling or encouraging the team to measure their impact
	Improving the process in which a team works (things like standups, reviews etc.)
	Organizing a team offsite or other meetup to work in person


Pitfalls to avoid

The biggest difference between PostHog and other places is that in the end it is up to the individual to make the decisions. All you can do as a manager is set context. From there, you'll have to trust that we've made the right hiring decisions and that the individual is able to execute on that. If they can't, we have a generous severance policy.

Decisions aren't just about buying a piece of software or choosing a color for a button. It's also about what to work on, what to invest time in, or where to take entire parts of our product.

As a manager, it's tempting to see yourself as the sole owner of all the information, and give it out sparingly. People will come to you often with questions (because they don't have the context) and when they do you'll get more validation that holding all the context yourself makes you an Important Person. What managers should aim for at PostHog is to make themselves obsolete. Share as much context as possible, in written form and in a public channel. That way everyone will be able to do their best work.

Ways to burn yourself out:

	Become the sole point of communication between your team and others. Instead, connect the right people together directly.
	Take sole responsibility for writing up the detailed plan for your team. Instead, set the vision/roadmap, then encourage your team to contribute objectives too.
	Move from IC to manager and just add the management on top of your existing work. Instead, you should cut your IC work down slightly to make room.
	Be the only person on your team who talks to customers. Instead, encourage everyone to do this - this starts at onboarding!


How do I make sure my direct reports are happy and productive?

First, make sure you are setting the right context. Next, the most useful thing you can do here is to schedule regular 1-1s. Typically we find that you should have higher frequency 1-1s with your reports when they join PostHog and reduced frequency over time as they settle in. There are some types that we've found useful:

	When they start schedule a longer 1-1 to get to know each other and set expectations on each other
	During their probation period have weekly 1-1s as a regular check in (this is an important time to be giving clear feedback about how they are doing)
	After their probation have bi-weekly or monthly 1-1s to discuss how they are doing outside of the regular day-to-day context


The key thing here is to be pragmatic - 1-1s should feel useful and not like a waste of time. Everyone should see it as their own responsibility to raise important feedback or issues as they happen and not wait unnecessarily for a scheduled meeting.

Talking about long-term career goals every now and again is also important but easy to let slip when things get busy. If you can help people achieve long term goals while at the same time hitting PostHog's short term needs - whether at PostHog or not - you'll get people's best work!

We have a set of handy templates to use [external link] - feel free to adapt these for each team member. These are not to be followed strictly if you don't want to - this is to just save you having to create something from scratch.

Performance

We care about having a consistent, transparent, and fair way to handle recurring performance issues. We don’t want this to be a source of stress for you - it’s not your core responsibility as a team lead, and we want you to feel supported. The People & Ops team will prompt you to consider performance within your team at key moments to make this easy and straightforward, but you should proactively give feedback and raise concerns with your exec as they arise.

	We expect you to regularly give proactive, actionable feedback to everyone on your team - it’s the most direct way to help troubleshoot issues upstream. This is particularly important at the 30-day, 60-day and 80-day check-ins after a new starter joins.
	The team lead will be asked to consider the following questions that are aligned with our values: i. Is the person a driver or a passenger? ii. Does this person get things done proactively? iii. Are they optimistic by default?
	We expect you to actively raise performance issues with your exec.
	Once you do, your exec will take the lead on the process. You’ll likely deliver feedback directly to the employee, but your exec will support and coach you through those conversations.
	Your exec will look after the process and make any decisions required.
	If it ever comes to someone leaving, your exec will work with the People team to handle it carefully, sensitively and fairly.


The keeper test

As PostHog grows, it's increasingly important that all team leads help us keep the bar for performance [external link] high - we can't centralize this with the founders. To help us scale this, each team lead will be asked to do a keeper test [external link] on their team members throughout the year, this will be sent in an automated form, by Deel, through Slack. The format is as follows:

	Ask the team lead 'if X was leaving for a similar role at another company, would you try to keep them?' - the answers should be derived from our values, similar to the questions above.
	Dig in where the answer is 'no' - what would it take for this to be a 'yes'? Is this just temporary, or is there a deeper issue to resolve?
	Make sure the manager is sharing all of this feedback with their team to help them improve.


That form will be shared with the relevant team Blitzscale member, so they can help where necessary.

Side note: anyone can ask their manager 'how hard would you work to change my mind if I were thinking of leaving?'. It's a great way to solicit valuable feedback!


Weave

We use a tool called Weave [external link] to collect stats for engineers. Engineers can log in to see their numbers and those of other engineers.

We understand that all the work an engineer does can't be properly represented in a tool that just looks at PR output. Data in Weave is not the decision-maker for whether someone is succeeding in their role at PostHog. It can be, however, a part of the conversation.

We use Weave to:

	Look for outliers in the company in terms of output (both high and low - sometimes unexpected people are rising to the top!)
	Watch for issues with overall team productivity to identify possible blockers
	Start conversations with team leads


We don't use Weave to:

	Make a decision to let someone go - if and when this happens, it only follows detailed discussion with and recommendation from the team lead
	Monitor your PRs - our management layer is stretched way too thin to micromanage this
	Creep on your use of AI - we don't care how or if you use AI to get a job done, as long as it gets done
	Make a call on how valuable someone is - some people with low PR output are very valuable to the company, and we're 100% aware that things like heavy support load can impact output


We have compared statistics in Weave against other (imperfect!) metrics that can be used to gauge productivity, such as number of commits, number of PRs, total github activity, etc, and see similar patterns amongst them. Weave gives us more detail and a nice UI for evaluating output across all the engineers we have, which we don't have any other good interface for. In addition, it gives engineers access to the same information we have about them, so using it increases transparency.

What does being a hiring manager entail?

Two things:

	You will conduct the technical interview by default. You'll also kick off the SuperDay with candidates, and be their main point of contact in Slack. Please help us keep hiring moving by giving feedback quickly!
	If you think your team needs someone, make a new hire request [external link]. The exec and people team are generally on top of hiring for all teams, but this is a good approach if you think something has been missed. You'll also be asked to do one of these anyway if we're hiring for a new type of role.


See the #technical-interviewers channel for more info here.

What you can expect as a manager

Management roles at PostHog are often (but not always) temporary. That's because as the company changes, our needs for different people in different roles will change as well. Because all of our managers are also strong ICs (individual contributors), sometimes putting someone back into an IC role makes sense if that's what's best for the company. This has happened many times with people at PostHog, some who have gone back and forth between being a manager and not being a manager multiple times (hi Marius Andra!).

As such, management roles are paid on the same pay scale as other ICs. Becoming a manager does not mean you get a pay raise, and going from a manager role back to an IC role does not mean you get a pay decrease.

Management is a skill of its own, and it's not any more important than any other skills that make someone a great IC. It's possible that you may be a manager for a short time, but it becomes clear that your strengths lie primarily in the other skills that are involved with being an IC. In this case we might move you back to a pure IC position, where your skills can really shine, and move someone else from your team or from around the company into the manager / team lead role.

Additionally, managers who are excelling with their teams may have limited interaction with their own manager. This is because, as discussed above, management is intentionally spread thin. If you feel like your manager is mostly ignoring you, this isn't necessarily a bad thing and usually means you and your team are doing a fine job!

Recommended reading

These have been recommended by multiple managers on the team:

	The Making of a Manager: What to Do When Everyone Looks to You [external link] by Julie Zhuo (great for first time managers)
	High Growth Handbook [external link] by Elad Gil (covers a lot of ground beyond management)


Engineering-specific:

	The Manager's Path [external link] by Camille Fournier
	An Elegant Puzzle: Systems of Engineering Management [external link] by Will Larson



Communication

/handbook/company/communication

Introduction

With team members across many countries, it's important for us to practice clear communication in ways that help us stay connected and work more efficiently.

To accomplish this, we use asynchronous communication as a starting point and stay as open and transparent as we can by communicating on GitHub through public issues and pull requests, as well as in our PostHog User and internal Slack.

Our communication values

	Assume positive intent. Always coming from a position of positivity and grace.
	Form an opinion. We live in different locations and often have very different perspectives. We want to know your thoughts, opinions, and feelings on things.
	Feedback is essential. Help everyone up their game in a direct but constructive way.


Golden rules

	Use asynchronous communication when possible: pull requests (preferred) or issues. Announcements happen on the appropriate Slack channels and people should be able to do their work without getting interrupted by chat [external link].
	Discussion in GitHub issues or pull requests is preferred over everything else. If you need a response urgently, you can Slack someone with a link to your comment on an issue or pull request, asking them to respond there. However, be aware that they still may not see it straight away (and that's OK in our book). That said, casual conversations in Slack are completely normal — it’s our main space for day-to-day communication.
	You are not expected to be available all the time. There is no expectation to respond to messages outside of your planned working hours.
	It is 100% OK to ask as many questions as you have - please ask in public channels! If someone sends you a handbook link, that means they are proud that we have the answer documented - they don't mean that you should have found that yourself or that this is the complete answer. If the answer to a question isn't documented yet please immediately make a pull request to add it to the handbook in a place you have looked for it.
	When someone asks for something, reply back with a deadline or by noting that you already did it. Answers like: 'will do', 'OK', or 'it is on my todo list' are not helpful. If it is a small task for you but will unblock someone else, consider spending a few minutes to do the task so the other person can move forward.
	By default, avoid creating private groups for internal discussions.


Public by default

We make things public by default because transparency is core to our culture. The kinds of information we share falls into one of three buckets:

	Public - most things, including our product, roadmap, handbook and strategy.
	Shared internally - almost everything else, such as financial performance, security, fundraising and recruitment.
	Private internally - personal team information, i.e. compensation, disciplinary issues.


Information that is not publicly shared is in areas with complex signals that can impact our ability to sell, raise money or are inappropriate to share more widely for personal privacy reasons.

We have two repos to centralize and document private internal communication. These are the source of truth for any internal information, and anything that should be written down (as established in these guidelines) should live in these repos or (better) in this Handbook, not on Slack. This will make it easier when having to search for older stuff, sharing context between public and internal repos, and for newcomers to have all information they might need readily available.

Company Internal

Repository can be found in https://github.com/PostHog/company-internal

Documents any company-wide information that can't be shared publicly within People, Ops, Legal, Finance or Strategy.

Examples of information that should go here:

	✅ Hiring plans and discussions before we post a job ad
	✅ People discussions, e.g. benefits, pensions, share options, org structure
	✅ Onboarding/offboarding checklists
	✅ Non-engineering team sprint planning (as these will often be a mix of public and private tasks and we don't want to restrict people)
	✅ Sensitive discussions about future positioning, customer strategy, fundraising, board meetings
	✅ [Sometimes] Discussions about replacing or adding tools, services, and systems that we use


For company-related issues that can be discussed publicly, these should go in the meta repo which can be found in https://github.com/PostHog/meta/

Examples of information that should NOT go here:

	❌ Any information that should be public (see guidelines on public by default), this should go in the public repositories (posthog, posthog.com, meta, ...). Things like:
	Some marketing campaigns where it doesn't matter if our competitors see it; retros after campaigns
	Offsite planning and retros
	Discussions about future positioning and strategy that will end up in the Handbook anyway
	Discussions about tools where there isn't a security risk and it interfaces with our customers (e.g. marketing, customer support)
	Generally anything that will end up in the Handbook anyway, including culture and values discussions
	❌ Bug reports, security issues, or any other engineering-related discussions. These should go in the Product Internal repo.
	❌ Billing issues, product or growth discussions. These should go in the Product Internal repo.


Product Internal

Repository can be found in https://github.com/PostHog/product-internal

Contains internal information related to the PostHog product. Documents any non-public information (as established in these guidelines) that specifically relates to engineering, product, growth or design.

This repository was introduced to aid maintenance and day-to-day usage of internal repositories. Having these discussions together with the company-wide information proved unwieldy. More context on this decision [external link].

Please be sure to read the README of the repo for guidelines on how to file specific issues.


Examples of information that should go here:

	✅ Vulnerabilities (security bugs) reports
	✅ Bug reports where most of the context of the report depends on customer's PII. Some bug reports require screenshots, recordings, or some other information that contains PII and as such can't be public.
	✅ Post-mortems on outages, or other issues affecting a large portion of customers. The results of these should usually be made public though.
	✅ Documentation of internal infrastructure, where if it was public knowledge could provide valuable information to an attacker.
	✅ Experiment (A/B testing) results.
	✅ Product or growth strategy discussions (unless they should be public).
	✅ Interview exercises or questions for engineering, product, growth or design tasks that should not be public.
	✅ Documentation of engineering or product requirements documents that can't be public (these should be quite rare).
	✅ Billing or pricing-related discussions that is not yet public.


Examples of information that should NOT go here:

	❌ Any information that should be public (see guidelines on public by default), this should go in the public repositories (posthog, posthog.com, meta, ...).
	❌ Any internal information that does not fall under the scope of purely engineering, product, growth or design. This should go in the Company Internal repo if private or meta if public.
	❌ Bug reports that don't contain any PII or where the PII only contains supporting information. In this case, file the bug under the relevant public repo and add a protected link to the additional information (e.g. a private Slack link, or a link to this repo).


Written communication

GitHub

Everything starts with a pull request

It's best practice to start a discussion where possible with a Pull Request (PR) instead of an issue. A PR is associated with a specific change that is proposed and transparent for everyone to review and openly discuss. The nature of PRs facilitate discussions around a proposed solution to a problem that is actionable. A PR is actionable, while an issue will inevitably lead to a longer period before the problem is addressed.

Always open a PR for things you are suggesting and/or proposing. Whether something is not working right or we are iterating on new internal process, it is worth opening a pull request with the minimal viable change instead of opening an issue encouraging open feedback on the problem without proposing any specific change directly. Remember, a PR also invites discussion, but it's specific to the proposed change, which facilitates focused decisions.

By default, pull requests are non-confidential. However, for things that are not public please open a confidential issue with suggestions to specific changes that you are proposing. When possible, consider not including sensitive information so the wider community can contribute.

Not every solution will solve the problem at hand. Keep discussions focused by defining the problem first and explaining your rationale behind the Minimal Viable Change (MVC) proposed in the PR. Have a bias for action and don't aim for consensus - some improvement is better than none.

Issues

GitHub Issues are useful when there isn't a specific code or document change that is being proposed or needed. For example, you may want to start an issue for tracking progress or for project management purposes that do not pertain to code commits. This can be particularly useful when tracking team tasks and creating issue boards.

However, it is still important to maintain focus when opening issues by defining a single specific topic of discussion as well as defining the desired outcome that would result in the resolution of the issue. The point is to not keep issues open-ended and to prevent issues from going stale due to lack of resolution. For example, a team member may open an issue to track the progress of a blog post with associated to-do items that need to be completed by a certain date (e.g. first draft, peer review, publish). Once the specific items are completed, the issue can successfully be closed.

Note: If you're new to using GitHub, check out this handy primer [external link] - it's specific to how we use GitHub at PostHog. You'll learn the key concepts and how to manage notifications. It's important, as this is where the bulk of our company-wide communication happens. (Think of GitHub notifications as a replacement for your work email.)


Keeping on top of reviews, issues and notifications

Keeping track of everything that's happening in GitHub can be daunting, but it's important to make sure your team receives reviews and feedback on a timely manner.

To keep on top of this, we suggest going through issues where you've been mentioned regularly. Some tricks which can help are:

	(Highly recommended) Turn on Github slack notifications [external link]
	This will send you a slack notification when someone mentions you in a PR or issue. You can also get periodic reminders for PRs that you've been requested to review.
	(Highly recommended) Join the #github-rfcs channel on Slack. This is where we post all the RFCs.
	Turning on GitHub email notifications [external link] and use filters to focus on your teams activity.
	Using the GitHub notifier extension. [external link]


Tip for easy searching through everything

To search all code, PRs and issues ever written at PostHog you can search everything in the PostHog organization on Github. To do that can go to github.com/posthog [external link] and search in the top left corner.

For extra convenience, you can also add this search as a 'search engine' in Chrome. That way you can type in ph <tab> and instantly find anything. To do that, follow these steps:

	Hit command + , in your browser
	Type search, find "manage search engines"
	Click "add" next to "other search engines"
	For "Search engine" type in github posthog organization
	For "keyword" type in ph
	For "url" copy in https://github.com/search?q=org%3Aposthog+%s&type=issues


You can now type ph + tab into your browser and search issues directly

Slack

Slack is used for more informal communication, or where it doesn't make sense to create an issue or pull request. Use your judgment to determine the appropriate channel, and whether you should be chatting publicly (default) or privately.

Also keep in mind that, as an open source platform, PostHog has contributors who don't have access to Slack. Having too much context in a private location can be detrimental to those who are trying to understand the rationale for a certain decision.

Slack canvasses are useful for storing information like schedules, bookmarks, personal to-do lists, scratch notes etc. However, things like quarterly goals, runbooks, sprint plans, FAQs etc. should live in the Handbook, Docs, or in a GitHub RFC or Issue by default. If you find yourself documenting something useful in Slack, it's much better to put it in GitHub instead and link to it from Slack so that PostHog AI can include it in future search results. Slack canvasses are terrible for searchability!


Slack recap [external link] is a great way to learn from others by adding channels like #ask-max and #today-i-learned to the recap. You can also use it to keep tabs on teams you may not directly work on, but still want to know what's being discussed.


Slackbot [external link] is a handy AI agent that can search across the PostHog workspace in Slack to help answer your questions. If you're looking for information or trying to find a past conversation, Slackbot is a great place to start.


Slack etiquette

Slack is used differently in different organizations. Here are some guidelines for how we use Slack at PostHog:

	Keep #general open for company-wide announcements.
	@channel or @here mentions should be reserved for urgent or time-sensitive posts that require immediate attention by everyone in the channel. (Examples: changing a meeting invite URL just before a meeting, or soliciting urgent help for a service disruption, where you're not sure who is immediately available)
	Make use of threads when responding to a post. This allows informal discussion to take place without notifications being sent to everyone in the channel on every reply.
	When possible, summarize multiple thoughts into a single message instead of sending multiple messages sequentially.
	You don't need to tell people if you're away from your computer, especially on no-meeting days. There's no general expectation people are available to reply to messages in real time, including in Slack.
	Keep your Slack profile up to date with the right information, including the appropriate name eg with surname or surname initial if you share a name with a colleauge.


Channel naming conventions so people don't get confused:

	#team-[team-name] - small team channels, only as listed on the teams [external link] page
	#project-[project-name] - one-off initiatives that may involve people across multiple teams, but don't fit neatly into a team channel
	#posthog-[customer-name] - shared channels with customers only (if you want to create a shared channel with an external partner, use #[partner-name]-posthog instead)
	#alerts-[team-name] - useful to create a separate channel for your team to send alerts into, so your main channel doesn't get noisy
	#support-[product-name] - similarly, useful to feed support requests in if helpful without adding clutter
	#offsite-[team]-[month]-[year]-[where] - For planning and coordination of team offsite events
	#onboarding-[who]-[team]-[month]-[year]-[where] - For coordinating and supporting new team member onboarding
	#hiring-[team-name] - For recruiting discussions, candidate feedback, and hiring coordination for a specific team
	#superday-[first-name]-[role] - For candidate interview coordination and feedback during intensive interview days


On the very rare occasions you need to create a private channel for some reason - most commonly hiring-related - then it's probably worth sticking #private-xxxxx in front so people don't accidentally add external parties who shouldn't be in there.

Google Docs and Slides

Never use a Google Doc / Slides for something non-confidential that has to end up on the website or this handbook. Work on these edits via commits to a pull request. Then link to the pull request or diff to present the change to people. This prevents a duplication of effort and/or an out of date handbook.

We mainly use Google Docs to capture internal information like meeting notes or to share company updates and metrics. We always make the doc accessible so you can comment and ask questions.

Please avoid using presentations for internal use. They are a poor substitute for a discussion on an issue. They lack the depth, and don't add enough context to enable asynchronous work.

When giving a talk which requires a presentation, use Pitch [external link] to build your slides. (It offers more control over design than Google Slides.) They also have a desktop app [external link]. We don't (yet) have templates configured, but you can draw from existing slides in other presentations - just copy/paste into your own presentation and modify accordingly. If you'd like assistance with slide design (or using Pitch), talk to Cory.

James (H) and Cory are admins on the Pitch account. Because Pitch charges per seat, we remove users who only need periodic access but can easily re-add when needed.

Email

	Internal email should be avoided in nearly all cases. Use GitHub for feature / product discussion, use Slack if you cannot use GitHub, and use Google Docs for anything else.
	The only uses we have for internal email are:


	Obtaining approvals for legal things
	Sending some types of more official company documents (e.g. job offers, payroll forms)
	Communicating with external partners


Writing style

	We use American English as the standard written language in our public-facing comms, including this handbook. This extends to date formats (September 4, 2021) and defaulting pricing to the US Dollar ($42).
	Do not use acronyms when you can avoid them. Acronyms have the effect of excluding people from the conversation if they are not familiar with a particular term.
	Common terms can be abbreviated without periods unless absolutely necessary, as it's more friendly to read on a screen. (Ex: USA instead of U.S.A., or vs over vs.)
	We use the Oxford comma [external link].
	Do not create links like "here" or "click here". All links should have relevant anchor text that describes what they link to. Using meaningful links is important to both search engine crawlers (SEO) and people with accessibility issues.
	We use sentence case for titles.
	When writing numbers in the thousands to the billions, it's acceptable to abbreviate them (like 10M or 100B - capital letter, no space). If you write out the full number, use commas (like 15,000,000).


Requests for comment (RFCs)

We use RFCs to communicate and gather feedback on a decision. RFCs are useful because they help us stay transparent, and the process of writing them forces you to clearly articulate your thoughts in a structured way.

Here are the steps for an RFC:

	Identify a problem and a decision to be made
	Create an RFC as a pull request using one of the RFC templates [external link].


	Using a template isn't a requirement, though it is a helpful and recommended starting place if you haven't written many RFCs here before. You can also get inspiration from other RFCs, as many have different sections and styles depending on the type of thing being discussed.


	Share the RFC:


	Assign people whom this RFC will impact, or who may have good opinions on the topic, as reviews to the pull request.
	Post in the relevant Slack channel (normally the teams slack channel, or #tell-posthog-anything if it's a bigger cross-team RFC)
	The aim is not to get one person to mark the RFC as approved, but to get the right people involved and commenting. It's a request for comments not a request for approval. That means you might need to chase them to make sure it happens - tag the people, present at all hands, use offsites or other sync time - it's your responsibility to nudge the relevant people for their input


	If an RFC is cross-team and is causing a large amount of disagreement, it might be worth having a sync meeting to reach a decision
	Once a decision is made, include the decision in the pull request, merge it in and share this in the relevant channel and #github-rfcs again.


When does it work best to write an RFC?

Writing an RFC may be helpful when any of the following is true:

	You want to clarify something for yourself or it affects just one team
	It is a relatively non controversial change/idea that doesn't require much extra context. In other words, it doesn't create problems for another team.
	It will be a large amount of work (more than 2-3 weeks of people's time)
	It's introducing a new technology [external link]
	It's a major new feature, change to the product, or change to the company
	It will have a major customer impact


When does a meeting / another approach work better than an RFC?

An RFC is likely to be unhelpful as a first step in other circumstances. Specifically, when you want to ship or suggest a change to something that significantly affects teams outside your own. In this instance, we've seen that RFCS can lead to 10 to 25+ comments, which feels antagonistic (teams having to explain all the context around their strategy down to why this decision is something they perhaps disagree with), and creates a lot of work. A single call in this instance is likely much faster than lots of frustrated people in 1/1s talking about it and the energy/time needed to respond to everything in a long thread.

However please write notes on such a call - to ensure everyone is on the same page. This could then be copy pasted into an RFC for transparency's sake / future reference.

Top tips for RFCs

	RFCs can be very short and are often better than making decisions by Slack threads.
	You don't need to have a long decision-making time - 2 days is fine for smaller changes if you receive the relevant input and are confident in your decision.
	You don't need to reach full agreement to decide, particularly if the decision is reversible. Instead, it should be when the decision maker has considered the feedback and is confident in their decision.
	Double-check whether your input will be useful or add noise. Or wait for the people closest to first discuss the problem. At PostHog, we don't make decisions by committee - instead we have great people divide and conquer. This particularly applies to the controversial areas such as pricing.
	As the decision maker, you should use your judgment as to which comments you want to respond fully to. It's fine to politely decline a question if you think it's not required for the decision being made.
	If you're introducing new technologies, you'll likely want to tag someone from Team Infrastructure.
	You don't need to wait until the date you've said to make the decision if you've already consulted with the key people.
	Make it easy for others to give feedback, e.g. if you only need input from someone on the Infra team about adding websockets then say that, rather than leaving it for them to work out
	Write your RFC with the busy reader in mind. For example, if there is a lot of technical context to give, write a summary that people can read through quickly to get a high level overview of the proposed changes, then go deeper below, or in appendices.
	It's fine to nudge people on slack if they are being slow to give feedback


Internal meetings

PostHog uses Google Meet [external link] for video communications. For large meetings, use CMD + minus key to zoom out and see everyone - you'll usually need to do this in All Hands.

Use video calls if you find yourself going back and forth in an issue/via email or over chat. Sometimes it is still more valuable to have a 40+ message conversation via chat as it improves transparency, is easy to refer back to, and is friendlier to newcomers getting up to speed.

	Most scheduled meetings should have a Google Doc linked or a relevant GitHub issue. This contains an agenda, including any preparation materials.
	Please click 'Guests can modify event' so people can update the time in the calendar instead of having to reach out via other channels. You can configure this to be checked by default under Event Settings [external link].
	Try to have your video on at all times because it's much more engaging for participants. Having pets, children, significant others, friends, and family visible during video chats is encouraged - please introduce them!
	As a remote company we are always striving to have the highest fidelity, collaborative conversations. Use of a headset with a microphone, is strongly recommended - use your company card if you need.
	Always advise participants to mute their mics if there is unnecessary background noise to ensure the speaker is able to be heard by all attendees.
	You should take notes of the points and to-dos during the meeting. Being able to structure conclusions and follow-up actions in real time makes a video call more effective than an in-person meeting. If it is important enough to schedule a meeting, it is important enough to have taken notes.
	We start on time and do not wait for people. People are expected to join no later than the scheduled minute of the meeting, and we don't spend time bringing latecomers up to speed.
	It can feel rude in video calls to interrupt people. This is because the latency causes you to talk over the speaker for longer than during an in-person meeting. You should not be discouraged by this, as the questions and context provided by interruptions are valuable.
	We end on the scheduled time. Again, it might feel rude to end a meeting, but you're actually allowing all attendees to be on time for their next meeting.
	It is unusual to smoke or vape in an open office, and the same goes for video calls - please don't do this out of respect for others on the call.


For external meetings, the above is also helpful.

Indicating availability

	Put your planned away time including holidays, vacation, travel time, and other leave in your own calendar.
	Set your working hours in your Google Calendar - you can do this under Settings > Working Hours. This is helpful as we work across different timezones.


Google Calendar

We recommend you set your Google Calendar access permissions to 'Make available for PostHog - See all event details'. Consider marking the following appointments as 'Private':

	Personal appointments
	Particularly confidential & sensitive meetings with third-parties outside of PostHog
	1-1 performance or evaluation meetings
	Meetings on organizational changes


Calendly

We use Calendly for scheduling external meetings, such as demos or product feedback calls. If you need an account, ask Simon in #sales to invite you to the PostHog team account.

Communication Methods

PostHog employees are frequent targets of scams and phishing. Expect all communication to occur over Slack. Phone calls, SMS, and WhatsApp are never used for initiating requests, approvals, or asking for sensitive info. With few exceptions, email is never used for this either.

If someone contacts you outside of Slack, treat it as untrusted until verified. Message them on Slack to confirm, and only continue the conversation over Slack. Other communication methods are susceptible to phishing, but our Slack instance is locked down and generally well protected from phishing and impersonation.

Best practices

James, Tim, and other execs will never ask for wire transfers, gift cards, MFA codes, or access changes over email/SMS/WhatsApp/phone. Treat such requests as phishing and report them to #phishing-attempts.

By email: Only trust @posthog.com senders. Verify via the company directory. Be cautious of look-alike domains (e.g., posthog.co vs posthog.com), unexpected attachments, and “urgent” requests.

Phone/SMS/WhatsApp: Never used for initiating requests, approvals, or asking for sensitive info.

If something feels off, it probably is. When in doubt, slow down and verify in Slack.


Kudos

/handbook/company/kudos

Kudos

Definition of 'kudos'

(kjuːdɒs IPA Pronunciation Guide, US kuːdoʊz IPA Pronunciation Guide)

Kudos is admiration or recognition that someone or something gets as a result of a particular action or achievement.


As an all-remote team, we need to put extra effort into celebrating each others' achievements, as not being in the same physical location can often make good work less visible.

We use Monday All-Hands as an opportunity to acknowledge cool things that people have done in the previous week. Can be anything - shipping a new feature, a great piece of content, fixing an issue, or just generally doing something nice for someone else.

How to give kudos

You can use /kudos @person for [reason] to give someone kudos in Slack whenever you want. The kudos gift won't be visible in the chat for anyone else, but the gifted person will probably enjoy seeing themselves in All-Hands on Monday.

To list all kudos from the last week, use /kudos show 7. This shows the previous 7 days of submissions.

Alternatively, you can just write directly into the All-Hands doc, though this relies on you remembering things that happened the previous week.


Offsites

/handbook/company/offsites

While we’re async by default, there’s a very real upside to being in the same room - we’ve consistently found that a lot of our best ideas come from actually building things together in real life.

We understand organizing travel can be a challenge when you have personal/family commitments to manage, so we try to take a balanced approach to meetups:

	Once a year: all-company offsite
	Once a year: Small Team offsite (app and platform teams do this as a single combined offsite)
	Occasionally: in-person onboarding [external link]
	Whenever you like: in-person meetups [external link]


All-company offsites

Curious about our all-company offsites? Check out these links:

	2021 We shot this video at our Portugal offsite [external link]
	2023 What we built at our sun-kissed Aruba hackathon [external link]
	2024 What we built at our windswept Mykonos hackathon [external link]



Once a year, the entire company will get together somewhere in the world for a week. Usually we'll all fly on Sunday, have an opening dinner, spend the week doing a mix of hard work, strategy, culture and fun activities and we then all fly back home on Friday. Our past offsites have been in Italy, Portugal and Iceland. We try to ensure that everyone has their own bedroom.

These are organized by the Ops & People team, and we budget up to $3,000 per person in total for these.

Typical agenda:

	A couple of structured social events
	Team dinners
	24hr Hackathon
	All-hands strategic sessions and workshops
	All-hands culture exercises
	A small amount of downtime so people can explore


Small team offsites

We want to try to encourage small teams to get together once each year. These are more focused on work and on creating strong bonds within teams. Ideally they are spaced appropriately through the year in relation to the all-company offsite.

Planning a small team offsite? Kendal’s got you covered. Here’s how it works:

If there’s anything ad hoc you’d like Kendal to take point on, just let her know, she’s happy to help! Each team member is still responsible for booking their own flights.

	The team lead should message Kendal with their proposed dates and location.
	Kendal will then go away and find suitable accommodation for the group.
	Once that’s sorted, she’ll:
	Create a Slack channel for the offsite (use #offsite-[team]-[month]-[year]-[where]) and add everyone who’s going.
	Set up the offsite budget in Brex.
	Update the team’s Canvas with:
	Accommodation details and a handy map
	A flight tracker
	A rough itinerary (Kendal will include the mandatory bits, like 360° feedback/Readme sessions, team leads can fill in the rest)
	Look up dining options for a couple of group dinners (we like to keep a few nights free for “choose your own adventure” dining).
	Suggest and book a whole group activity for everyone to enjoy together.


Some guidelines:

	Quarterly planning is a great focal point for team offsites – it's worth scheduling your meetup for the week of planning.
	Outside of your small team, you should only invite people who actually need to attend to make the offsite a success - if it would be 'nice to have' them attend, they shouldn't be going.
	It can be useful to combine offsites but beware if you add too many people everything gets harder to arrange. There's no hard and fast rule here but the more people that are attending the more concrete you need to be on who is organising and why people are attending. It will be more work and you should be purposeful about it.
	If the number of attendees is >10 actively consider if Kendal should be attending so there is a person attending whose only focus is making sure it goes well and everyone else can focus on the work of the offsite.
	Specify offsite start and end times down to the hour, for clarity and efficient use of everyone's time.
	These offsites don't happen very often and involve a lot of travel, so make sure you make the most out of it by having an agenda and an idea of what you want to achieve before the start of the trip. Also, it's a good idea to have an expectation-setting session (can be async in a Figjam) to ensure everyone is on the same page about what the outcome/output of the offsite should be.
	Choose a location that minimises layovers for attendees.
	Make it very clear who is participating in each session. Sessions / activities require full participation from attendees, especially for the likes of a hackathon given it runs over multiple days. Ideally one person should be responsible for the agenda and run a kick-off at the start of the hackathon.
	You should do a 360 degree feedback session. It can feel uncomfortable doing these, but almost everyone who's done one at PostHog has come out feeling better and with a whole host of things they can improve. These are best in person.
	This can work better over a shared cooked meal or takeaway in the accommodation rather than a noisy restaurant, particularly for people who might be anxious about the format or the feedback.


Ideas for the agenda:

	360 degree feedback session (mandatory!)
	A spoken README session early in the week to share "Who am I/How I work best"
	Planning session – what does the team want to achieve in the next month/quarter/year?
	Look at the team page [external link] - what needs to be updated?
	Dogfooding session – set PostHog up in a toy project from scratch, looking for pain points
	Hackathon - try to leave 2 days for this, and most importantly avoid sessions interrupting hacking
	Even some regular work on ongoing challenging projects - this is the best time for exchanging knowledge!


Don't run a hackathon during an onboarding offsite. Other offsites normally do have a hackathon. Participation should be very strongly encouraged but not mandatory - if not everyone is taking part make sure that working spaces are available to accommodate the different styles of work. It is super important that people taking part are fully available and focused on participating. Given the offsite is an opportunity to work together there should be no teams of one. This extends beyond the formation of teams and into the hackathon itself in cases where there is team switching.


Here's a real-world example: Product Analytics team's Munich offsite agenda [external link] (internal Slack link). Feel free to take inspiration – though your team's needs and wants might be quite different!

The budget for these trips is up to $2,000 per person in total. We ask team members to use their best judgement for these and try to be thrifty where possible - these should be enjoyable, but not feel like a holiday. Generally it's easier to hit budget if you have people travel in on a Monday and out on a Friday - they don't need to be as long as a whole team offsite.

You should assign someone on the small team to be responsible for planning the offsite (doesn't have to be the lead), and they will be supported by the Ops & People team to ensure a successful experience.

On occasion during busy hiring peak time, we do recommend any team member involved in the interview process to dedicate at least one hour block per day during the offsites to accommodate candidate interviews so that this does not delay the hiring process on your team while you're away. Please coordinate directly with #team-talent if you have additional questions.


Hedge House

PostHog runs two Hedge Houses in the UK - a small one in Cambridge and a larger one in London. They are actual houses (yes, with a few bedrooms attached!) designed for small teams to run their offsites, host in-person onboardings, or come together for larger internal events like hackathons. Anyone at PostHog is welcome to use them as much as they like. We'd recommend using the Hedge House for small team offsites if you are in Europe as it removes a lot of the friction of finding somewhere new, and they're genuinely great places to get work done at a very high standard.

Cambridge

Message Kendal Ijeh to check availability or make a booking at the Cambridge Hedge House.

London

Our light-filled, studious office is a reliable homebase between Farringdon and Barbican. It’s entirely ours, open 24/7 and the perfect place to stay if you're visiting from abroad.  Use the Hedge House London [external link] slack tool to see the full address, book a room and/or desk, plus see who else will be there during the week you visit. This means you can easily self-serve, but ask Kendal Ijeh with any questions.

If you're planning an offsite or onboarding in San Francisco, Hogpatch [external link] is the perfect spot to focus, talk to users and get product feedback.


London hotel recommendations

For offsites and onboardings in London, below is a list of hotels recommended in our #London Slack channel [external link] by folks who have stayed at these hotels.:

	Marrable's Farringdon hotel [external link]
	The Zetter Clerkenwell [external link]
	Hotel Indigo Clerkenwell [external link]
	Yotel London City [external link]
	Z Hotel City [external link]
	citizenM Tower of London hotel [external link]
	Clayton Hotel - City of London [external link]
	Hampton by Hilton  - London Old Street [external link]
	hub by Premier Inn London Clerkenwell hotel [external link]
	Bob W Tower Hill Studios [external link]
	Ruby Stella hotel [external link]


If hotel prices are above £200 per night, it is worth quickly looking for alternatives as ~£170 per night should be achievable midweek in London. If prices are high, you should optimise travel for total cost (flights & accom) so if you can get cheaper flights or hotel by moving dates +/- 1 day, then look into these options.

Border Control

Quite often you will be required to travel to places where some kind of visa is required even if just a visitor visa like an ESTA [external link]. When entering places like the US, for work purposes, border control agents may ask the purpose of your trip. In these instances it's best to avoid using PostHog terms like "onboarding" as this can be confusing. It's much better to more generally describe the purpose of your trip. In nearly all circumstances this will be to hang out with your colleagues and to take part in team building exercises. It's usually good to emphasize that you'll be on a short trip and that the company is paying for everything. You should be prepared with the exact addresses of where you are staying and the details of your flight out of the country.

A successful strategy is usually to start off with a high-level purpose of your trip which is usually something like "hanging out with colleauges" or "I am here for a business meeting with colleauges", it is also usually advisable to only respond with a minimal amount, saying only what is necessary. If the agent asks for more details it's usually good to go into a bit more detail about the company structure "I work for a US tech company and I am based in [Insert your country] where I work remotely. I am here to do some in-person meetings with my colleagues for the next few days and I fly back on [insert date]". Sometimes the border patrol agent will ask more about the business, it's fine to give these details and be as honest about that as you would anybody else. If further details are required of the content of the trip, you can again give some context of how we like to lean into the benefits of in-person working and since most of your colleagues are based in the US, you are travelling their for a few days to meet in-person and will be returning home afterwards.

For all company offsites, it's best to describe this as a company gathering where you will be hanging out with colleagues for the week. Generally, it is best to avoid using the phrase "training" as this can also be confusing.

Travel insurance

Many of our company offsites involve team members traveling abroad, and although we hope that these trips are uneventful and safe for all, in the event of an accident or medical emergency, we carry travel insurance through as well as general & auto liability policies through our partner Embroker [external link].

In the event of an emergency, please cover any related expenses (ideally on your company card) and keep receipts, and then reach out to Kendal as soon as possible. We will assist with making a claim based on our policy binders [external link].

Flight delays

If your travel plans are affected due to a flight delay or an airline-induced missed connection and you are forced to stay somewhere unplanned overnight, push the airline to cover the cost of your accommodations (including meals). It's not uncommon for them to initially tell you they no longer offer free hotel rooms for delays that were caused by the airline, but with a little bit of polite coaxing, they will likely give in.

Partners / family joining offsites

Sometimes at PostHog you will be asked to travel to places you've never been before and it could be a good opportunity to travel with your partner / family. At PostHog, we do infrequent in-person work that we want to maximise this time in person and your focus to be on PostHog, without distraction. This is why we don't allow partners or family to join you for the dates that the offsite / onboarding takes place. If timing allows it, you are able to tack holiday onto either side and for your partner/family to join you for those dates. However, for the dates of the offsite, you should be staying alone and focusing on your time with your teammates.

How to plan an offsite in 8 weeks - a checklist

Below is a rough timeline for planning your next offsite, as well as links to templates and resources that you can repurpose and customize as needed. Here's a spreadsheet template [external link] you can use with your team to democratically vote for the meetup location, and in other tabs, include travel information (in case someone's flight gets delayed/cancelled), schedule, project ideas, team activities, etc. To use any of the templates, create a copy to your own drive and edit as you see fit.

8 weeks out

	[ ] Choose dates
	Try to avoid public holidays and be mindful of proximity to other offsites to minimize travel fatigue
	School holidays are more difficult for people with children
	Be mindful of the season of your chosen location, as this will dictate what activities you can plan
	It is worth getting people to hold dates as early as possible, even before you've selected a location
	[ ] Choose location
	Consider choosing a location that is relatively easy for most people to attend without having to travel outrageous distances or deal with difficult visa processes.
	Transportation to the offsite is usually one of the larger budget line items, so do some research on the cost of flights from team locations before finalizing a location.
	Consider the cost of transportation to/from the airport, and around town, for when your team arrives at the offsite location.
	Be mindful that people who take long flights won't appreciate a 2hr journey from the airport to accommodation!
	[ ] Announce to team
	You can have fun with this and build excitement by progressively dropping hints and having folks try to guess the location
	[ ] Create an offsite Slack channel and invite team
	This is super useful for making announcements and keeping the team updated throughout planning


7 weeks out

	[ ] Secure accommodations
	The ideal location will depend on the size of your team
	We recommend booking a large Airbnb for teams under 10 people as this provides for a more casual atmosphere and can help control costs if you opt to have the team cook meals together. You can also book an Airbnb and supplement with a nearby hotel if the Airbnb doesn't have enough rooms.
	For larger teams, consider a centrally located hotel that has a bookable space with configurable furniture for different activities, an onsite restaurant or bar to simplify meals and provide a location for free social time, as well as amenities like a gym for those who like to stay active while they travel
	[ ] Start flight booking process
	To simplify this process, we give all team members access to a company card, and we ask people to book their own flights
	We strongly recommend this approach as centralizing flight booking can be a huge headache for offsite lead, and this allows team members to accurately enter their personal information including airline frequent flier and trusted traveller numbers
	Encourage folks to buy flights early and with the option to refund if they are unable to attend to save on costs. Use your judgement here - 20% or so is reasonable for the flexibility, but double the price is not really worth it.
	In the event that a new team member will be attending an offsite, but has not started yet, please contact the Ops team to help coordinate. In these cases, the process is:


	Preemptively create the new team member a Google account
	Issue them a Brex card to their work email with a sufficiently high temporary balance to cover travel costs
	Add them as a guest to any planning Slack channels and/or share any necessary itinerary information such as arrival dates/times and airports
	Have the new team member book travel as usual


	[ ] Draft rough schedule
	Building the schedule as a separate Google Calendar [external link] that can eventually be shared with the team [external link] will allow you to flexibly move sessions around as you finalize the itinerary
	[ ] Send info gathering form [external link]
	Use this form to collect important information like flight details, clothing sizes for merch, dietary restriction, and preferences for things like sharing rooms
	[ ] Brainstorm merch/meeting room decorations (generally just for company-wide offsites)
	Having some branded merch to commemorate the offsite upon arrival is a great way to welcome people and get them excited for their time together (generally this is for whole team offsites only for budgetary reasons)
	If you are staying in a hotel, decorating a meeting room makes it feel much more personal and less corporate
	In the past, we've done shirts, hats, scarves, notebooks, stickers, pens, and water bottles -- feel free to get creative with it


6 weeks out

	[ ] Draft budget [external link]
	Using the tentative schedule, you can begin to estimate a rough budget to guide planning. Here are some benchmarks to use, however these will vary a lot based on location, size of team, and how cost-constrained you are:
	Accommodations = $200/night/person
	Intercontinental airfare = $1000/person; intracontinental airfare = $500/person
	Ground transportation = $50/day/person
	Food & drinks = $50/day/person
	Contingency = 10% of total budget
	[ ] Secure transportation
	Book any group transportation like coaches or a rental car ahead of time
	[ ] Finalize team outings and book as needed
	[ ] Flights booking deadline
	[ ] Info gathering form deadline


5 weeks out

	[ ] Assign rooms [external link]
	Using preferences from the info gathering form regarding sharing rooms, assign accordingly
	[ ] Secure visas where necessary
	[ ] Review and finalize merch proofs
	[ ] Finalize itinerary
	[ ] Finalize budget
	[ ] Assign session leads & secretaries
	Decide in advance who is going to record the notes from each session - it is really easy for post-offsite followup to fall through the cracks
	With the schedule finalized, assign folks as session leads to design session plans [external link]


4 weeks out

	[ ] Reserve restaurants for communal meals
	[ ] Book any remaining activities
	[ ] Order merchandise
	Important to give yourself lots of lead time here, in case of production or shipping delays
	Depending on how restrictive customs are for your destination, consider shipping merch to teammates and checking them as additional bags on flights to the offsite


3 weeks out

	[ ] Draft session plans/presentations due
	[ ] Draft offsite guide package [external link]
	[ ] Design and print superlatives/awards [external link]
	One activity we've found quite popular is giving out superlative awards to the team during the closing ceremonies


2 Weeks Out

	[ ] Review and finalize session plans/presentations
	We recommend having the offsite lead connect with session leads to review their plans and offer feedback before finalizing them - you want to make the most out of your sync time together
	[ ] Block your calendar and send a reminder in Slack for other team members do the same, to avoid interviews and other meetings being booked during key sessions or at times incompatible with the new timezone. The offsite calendar event needs to be marked as "busy" to prevent others from booking over it, which means changing the default for all-day events.
	[ ] Designate someone to bring or organise some of the essential supplies you expect to need for the week. At a minimum have post-it notes (don't skimp on cheap ones that fall off the wall), sharpies, a HDMI cable and / or a Chrome Cast.


1 Week Out

	[ ] Final plan review
	The offsite lead should do a final, thorough review of the full plan and finalize any outstanding details - visually walk through the entire schedule and see if anything is missing
	[ ] Unveil the final offsite guide to the team


1 day before

	[ ] Add your new timezone as a secondary timezone in Google Calendar and check the 'Ask to update my primary timezone to current location' option. Don't update your primary timezone to the new one, as this causes issues for interview scheduling.
	[ ] We recommend that the offsite organizer consider arriving a day early to prep for the team's arrival
	[ ] Shop for any miscellaneous supplies and groceries (onsite)
	[ ] Print and organize a few paper copies of the itinerary (onsite)
	[ ] Create "Careless Whispers" envelopes (onsite)
	This passive activity involves creating an envelope for every member of the team, posting them in a central location, and encouraging folks to write small notes to each other. These can be anything from retreat memories to compliments, and make a really nice memento to remember the offsite
	Consider also making and posting envelopes for folks who cannot attend


1 week after

	[ ] Collect post-mortem feedback from the team
	We generally do this as an open GitHub issue [external link], but you can also create a Google form to facilitate this


All company offsite hackathon

The hackathon is always a highlight of the offsite. We tend to run them like this:

Session 1: ideation dinner The day before the start of the hackathon we do a casual 'ideation' dinner where we encourage people to chat about ideas

Session 2: hackathon kick-off The hackathon kick off is 1.5 hours at the end of the day. Ideally we do this in a conference room with beers and wine.

	Everyone writes down their ideas on multiple post-it notes in about 10 minutes.
	People come up to the front one-by-one, and they get 30 seconds to pitch all their ideas.
	Everyone gets three votes to put on whichever ideas they like most. Just do this as a tally. You can't vote on your own idea
	We dismiss all ideas with zero votes, and sort all the other ideas from top to bottom based on the number of votes.
	Everyone writes their name on the other side of the sticky bit of a small piece of post-it note, then add their name to the idea they want to work on. Every group should have at least two people in it, and ideally 3.
	Once groups are formed, everyone can go off and ideate or hack.


Session 3: presentations

This should be the last work related session of the offsite. Again ideally in a conference center with beer and wine provided.

Each group gets 5 minutes to demo and present their idea.

2 weeks after

	[ ] Compile post-mortem feedback and share with team
	[ ] Host post-mortem meeting to discuss any outstanding issues (optional)



Do more weird

/handbook/company/do-more-weird

For some (all?) at PostHog, do more weird isn't just a benign corporate value [external link] - it's a way of life. A craft, to be honed. This page will help you navigate do more weird at PostHog so that you too may do... weird things.

What do more weird is

PostHog's competition for attention is not with other boring B2B SaaS companies - it's with the internet as a whole. Memes. TikTok. HackerNews. We bring a consumer mindset to a B2B context.

Things to bear in mind:

	It's a numbers game. Expect 95% ideas to go nowhere. And if you try them, only some will really take off. That's ok!
	We're trying to drive overall awareness of PostHog as a brand with the people we care about, aka product engineers at high growth companies. We are not trying to get people to sign up to PostHog.
	Be genuinely entertaining - create something that you would enthusiastically share with friends.


Weird ideas are fragile, so the most important feedback you can give if you see a weird idea is 'do I think this is a good idea' not 'can we do it'.

What do more weird isn’t

Weirdness isn't purely vibes based - it has to be good and vaguely relevant to our users.

Some of the pitfalls we've learned to avoid:

	Corporate try hard - aka 'how do you do fellow kids' energy. We know it when we see it. If you wouldn't genuinely enjoy and enthusiastically recommend it to your friends, our audience won't either.
	"Marketing/Website team do some work" - it's fine if you have an idea that you want someone else to execute, but others teams are busy (and have a bunch of weird ideas of their own).
	In jokes - the thing has to be weird/entertaining/funny to people who don't work at PostHog. Describe the thing to a friend/partner/stranger - do they chuckle?
	Spending money for the sake of it - we are willing to spend money on weird, but just spending money and then doing nothing doesn't work. There needs to be follow through.


Weirdness is relative

Sometimes the thing just isn't that weird, but that may still be ok depending on the context. For example, transparent pricing is weird in the context of how we bill customers, but it wouldn't make sense to do something truly weird like bartering grain for PostHog credit or something.

On the other hand, the bar for weirdness in a marketing campaign is extremely high, because the world is full of marketing teams trying to do the same thing. A wry smile in response to the idea will not cut it.

Got a weird idea?

Depending on the idea, you have a couple of options:

	Just do it. Usually best for things you can ship yourself - you're the driver [external link] after all.
	Post it in #do-more-weird and see if others want to get involved.


Making bigger weird happen

Sometimes weird ideas take a lot of money and/or people's time. We have a monthly do more weird marketing budget that we can put towards such things. Lottie and Charles, together with the Council of Weird, meet monthly to pull from the frozen locker of weird things to see what we want to invest in next.


Training
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The better you are at your job, the better PostHog is overall!

Books

Everyone at PostHog is eligible to buy books to help you in your job.

The reason we think books can be more helpful than just Googling stuff, is that the level of quality has to be higher for them to get published.

You may buy a couple of books a month without asking for permission. As a general rule, spending up to $50/month on books is fine and requires no extra permission. You can use your books budget towards audiobooks and podcasts as well, if you prefer.

Books do not have to be tied directly to your area, and they only need be loosely relevant to your work. For example, biographies of leaders can help a manager to learn, and can in fact be more valuable than a tactical book on management. Likewise, if you're an engineer, a book on design can also be particularly valuable for you to read. Additionally, we host a monthly book club called BookHog, and the budget can be used for those books as well.

Training budget

We have an annual training budget for every team member, regardless of seniority. The budget can be used for relevant courses, training, formal qualifications, or attending conferences. You do not need approval to spend your budget, but you might want to speak to your manager first, in case they have some useful feedback or pointers to a better idea.

We strongly encourage all non-technical team members to take some kind of entry level programming course - it's part of our 'you're the driver' culture that everyone can at least understand very basic concepts around software development. Codecademy [external link] is a good place to start and they cover many of the technologies we use, such as Python and React.

The training budget is $1000 per calendar year, but this isn't a hard limit - if you want to spend in excess of this, request an increase to your budget in Brex and it should usually be granted.

If possible, please share your learnings with the team afterwards!

Conferences

You can use your training budget for time spent talking at conferences and user groups, including coaching others. It is expected that you would spend up to half a day a month on these activities. Like the training budget, this isn't a hard limit. If you think you need more than that talk to your manager in the first instance.


Feedback
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Feedback at PostHog

Sharing and receiving feedback openly is really important to us at PostHog. Part of creating a highly autonomous culture where people feel empowered is maintaining the most transparent and open flow of information that we can.

This includes giving feedback to each other [external link], so we know we are working on the right things, in the right way. While giving feedback to a team member can feel awkward, especially if it is not positive or if you are talking to someone with more experience than you, we believe that it is an important part of not letting others fail.

'Open and honest' doesn't mean 'being an asshole' – we expect feedback to be direct, but shared with good intentions and in the spirit of genuinely helping that person and PostHog as a whole to improve. Please make sure your feedback is constructive and based on observations, not emotions. If possible, share examples to help the feedback receiver understand the context of the feedback.

Full team feedback sessions

We run full team 360-degree feedback session as part of every offsite. Some teams will do them during their own small team offsite, while others choose to do them as part of the whole company offsite. The session gives everyone the opportunity to give and receive feedback to everyone else. If your team works closely with another or is very small, you may combine with another team (but keep attendees to <8 if you can).

Ground rules

	Everybody participates! You should have a think and write up your notes in advance – don't try and wing it on the day.


	Preparation includes reading our handbook about how to be a good feedback giver and receiver.


	As a guide the mix of positive and constructive feedback will vary. You should spend more time talking over the constructive even if you have a long list of positive things to share – this is an opportunity to help each other to grow.


	Everyone is  expected to give feedback to everyone, even if they don’t work together directly. It may be very short feedback, which is ok!


	That being said, avoid piling on and repeating feedback others have given unless you have a different perspective or can add more context. It is ok to say "+1 to what X said about Y" and move on. Do not spend 2 min repeating the same point that has already been made by someone else.


	Everyone is responsible for noting down and actioning their own feedback (ie. the people team won't do this for you).


	What is discussed is for the benefit of those present and does not need to be shared with others who were not present. It is ok to follow up with anyone on feedback you received or gave after the session.


	Use a notebook, or worst case keep notes on your phone. You will be much less present if you use your laptop, so we generally discourage these.


How to give good feedback

We know that giving feedback can sometimes be difficult, so here are a few tips on how to give good feedback:

	If something went wrong, focus on what has actually happened, not on whose fault it is. Assigning blame is not productive.


	Be as specific as you can with your feedback. An example can be helpful to give the recipient context.


	Sometimes a question can be more useful if you feel you lack the full context. For example 'I've noticed that you sometimes do X. Can you explain to me what your thought process is when you are doing that?'


	If your feedback is about behavior, focus on the behavior itself and its impact on you, rather than attacking the person's character. For example 'When you do X, it makes me feel Y. Would you be willing to do Z instead?'


	Remember that positive feedback is really important – we should reinforce and affirm the things we want that person to keep doing!


We expect everyone to support each other by giving lots of feedback – it's not ok to stay quiet if you have something constructive to share.

How to receive feedback well

If someone is making the effort to give you feedback, you should reciprocate by receiving that feedback well. Being a good feedback receiver means that people will be more inclined to give you feedback in the future, which will help you to grow!

Here are a few tips to help you do this:

	Assume positive intent on the part of the feedback giver.


	Try not to hear attack - listen for what is behind the words.


	It can be useful to paraphrase the feedback to ensure you have understood it correctly, or ask questions to clarify.


	You do not have to accept all feedback! However, it's probably worth taking time to reflect on it, rather than reacting in the moment. There is a difference between acknowledging feedback and disagreeing with it.


README sessions

At small team offsites we may also run README sessions in addition to 360 feedback sessions. Typically we find it useful to run these README sessions as early as possible during the offsite and before 360 feedback, as they are a great way to get to know your team.

README sessions are an opportunity for you to help others understand more about your background, communication style, and interests. You can share as much or as little as you feel is appropriate. Some things which you may wish to consider include:

	What you’re good at
	What you’re bad at
	What you like
	What you don’t like
	How best to work with/help you


It's OK to ask short, clarifying questions when someone has finished, but sessions shouldn't become Q&As.

Team surveys

We run team surveys every 6 months using the Pulse Surveys by Deel Slack app. These are set up to run automatically, including reminder messages in Slack, so you don't need to chase people manually. Charles and Coua have admin access to the surveys in Slack.

The questions are based on the ones used by Culture Amp [external link] and cover categories such as Company Confidence, Culture, Growth etc. on a 1 ('strongly disagree') to 5 ('strongly agree') scale. The benchmark used is against Culture Amp’s ‘new tech’ companies with less than 200 people. We then take the average score out of 5 and multiple it by 20 to get a % number. A bit rough, but close enough so we can compare with the benchmark.

Only the People & Ops and Exec teams have access to the full list of responses, which are not anonymous.

We follow a template to report a summary of the results in an Issue. You can view the latest survey results here [external link] - just copy the formatting ever.

Current list of questions

	I understand PostHog's goals and can see how my work contributes to them. (1 to 5)
	At PostHog, we have open and honest two-way communication. (1 to 5)
	I receive appropriate recognition for my work at PostHog. (1 to 5)
	I believe that my total compensation (salary + equity + benefits) is fair, relative to similar roles at other companies. (1 to 5)
	The leaders at PostHog keep people informed about what is happening. (1 to 5)
	If you were to leave PostHog, what would be the reason? (Free text field)
	PostHog is in a position to really succeed over the next three years. (1 to 5)
	What motivates you right now? (Free text field)
	My manager and team around me genuinely care about my wellbeing. (1 to 5)
	I feel like I am learning and growing at PostHog. (1 to 5)
	Generally, I believe my workload is reasonable for my role and I am able to arrange time out from work when I need it. (1 to 5)
	The support I am receiving and processes we have in place allow me to do my best possible work. (1 to 5)
	I would recommend PostHog as a great place to work. (1 to 5)
	I see myself still working at PostHog in two years' time. (1 to 5)



BookHog
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BookHog is PostHog's official book club. We meet once a month to discuss a particular book. Radical.

Michael is the organizer and picks the next book to read through a pseudo-democratic process. Previous themes have included 'unorthodox manoeuvres', 'short stories', and 'super mainstream beach reads'. All discussion and voting for the next book to read happens in the #books-and-films Slack channel. Previous books we have read:

	The Panama Papers
	Exhalation by Ted Chiang
	The Spy and the Traitor
	Pride: The Story of the LGBTQ Equality Movement
	Soon I Will Be Invincible
	Six Easy Pieces by Richard Feynman
	Stories of Your Life and Others
	The Order of Time
	His Masters Voice
	When Breath Becomes Air
	Arnold: The Education of a Bodybuilder
	A Billion Years: My Escape From a Life in the Highest Ranks of Scientology
	Dune
	Zen and the Art of Motorcycle Maintenance
	Team of Rivals
	The Richest Man in Babylon
	Surely You're Joking, Mr. Feynman!
	A Brief History of Intelligence
	Meditations by Marcus Aurelius
	The Chemistry of Death
	Countdown to Zero Day
	Drive Your Plow Over the Bones of the Dead
	No Rules Rules


Books can be purchased using your monthly books budget.


Philosophy club

/handbook/people/philosophy-club

Philosophy club runs once a month, and Charles Cook organizes it. We spend each 30min session discussing one philosophical question in the Socratic tradition. A short text is shared in advance as light pre-reading from the Stanford Encyclopedia of Philosophy. These can be a bit dry, so feel free to use alternatives - the Crash Course videos [external link] are quite good.

If you're interested in joining, ask Charles Cook to add you to the recurring event in #team-people-and-ops.

Structure

Each session is 30min:

	5min — framing: one person summarizes the pre-read in plain language
	10min — clarification: we define the terms in the question
	10min — probing: share examples from real life
	10min — synthesis: each person states if their belief has altered or not


The only rule is no observers - if you join a session, you should expect to take part.

Topics

See below for the full roadmap, with a link to each pre-read. This is a 1 year commitment if you want to do the whole thing, but each question stands alone, and you can attend as many sessions as you want!

	What counts as knowledge? [external link]
	Can we trust our own reasoning? [external link]
	If behavior is shaped by causes, what does accountability mean? [external link]
	Is success about happiness, achievement, or meaning? [external link]
	Are habits more important than intentions? [external link]
	Should decisions prioritize results even when methods feel wrong? [external link]
	Is fairness equality, merit, or need? [external link]
	When is challenging authority ethically required? [external link]
	Is trust a rational calculation or a leap without evidence? [external link]
	Does technology shape our behaviour or simply reflect it? [external link]
	Should work be intrinsically meaningful or primarily instrumental? [external link]
	Do we discover purpose, or create it through choices? [external link]



Compensation
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How it works

We have a set system for compensation as part of being transparent.

You can use our compensation calculator below to see what your compensation might look like when you're joining PostHog, and to see how it might develop over time:

Interactive website component omitted from this ebook
Component: CompensationCalculator
We think the fastest possible shipping comes from a leaner and stronger team. We pay generously, so you'll work with the best people in the world.

Important:

	If we are missing your country, it simply means we've not hired there before so we'd need to put together some data in advance of hiring you.
	If you're considering applying to PostHog and the salary is the only blocker, then something is wrong with our model (as we aim to pay generously) for your circumstances in most cases. Please tell us as part of the hiring process and we will review things.


Level

Level does not correlate with increased importance, but with impact within PostHog. Your level is not a title - we don't believe in having a huge hierarchy of roles, as everyone needs to feel like the owner of the company that they are.

Very broadly, we think of the various levels as:

	Junior: contributes to small or function-specific projects (note, we rarely hire people at this level)
	Intermediate: owns small to medium sized projects
	Senior: owns and drives large projects or a whole product, decides what needs to happen and does everything necessary to get that done
	Staff: same as senior, but also consistently owns and drives large projects that impact the entire company, not just their product, team or even function.
	Director: someone who is operating at the highest levels, usually a member of the Blitzscale team and usually a manager of managers
	Principal (same level as Director): same as Staff, but with extremely rare skills or operating at a very high level.


It's important to note that this is not a checklist. These descriptions are indicative, and there will always be a degree of judgement by the blitzscale team to decide which level you're at, also based on other people within PostHog.

Step

Within each level, we believe there's a place to have incremental steps to allow for more flexibility. We define these as follows:

	Learning: Starting to match expectations.
	Established: Matching expectations.
	Thriving: Exceeding expectations.
	Expert: Exceeding expectations consistently.


With exception of team members at the very beginning of their career or where it is their first time in this type of role, we hire into the Established step by default. This will give everyone the opportunity to be set up for success and leave enough room for salary increases, without the need to move up in seniority.

Here's how to move from one step or level to another [external link].

Benchmark

In line with our compensation philosophy, the benchmark for each role we are hiring for is based on the market rate in San Francisco.

We use Pave [external link] as our main source for our salary benchmark and build a target range based on that data.

Because the engineering market is very competitive, and we think there is a 10x difference between an average and a top engineer, we pay near the top of market, which we define as being the 90th percentile, at the time of review. For other roles we still try to pay towards the top of market, which we define as 50th percentile + 20%.

Location factor

Most of our location factors are based on GitLab's location factors. Location factors are based on cost of market, not cost of living. This means that we look at how much it typically costs to hire a person in that role in that location, not how much it costs to live there. This is why, for example, our location factor for San Francisco is the highest, even though there are several other places that are more expensive to live.

We set a floor of 0.8 in the US, and 0.6 everywhere else, to avoid creating huge disparities in pay if someone happens to live in an exceptionally low cost of living country/state.

GitLab uses a combination of data from Economic Research Institute (ERI), Numbeo, Comptryx, Radford, Robert Half, and Dice to calculate what a fair market rate is for each location. Read more [external link] on how GitLab calculates this location factor.

The location factor takes your local exchange rate into account, so we don't have to keep updating exchange rates when they fluctuate. The floor also helps mitigate this. You will always be paid in your local currency, unless there is a very good reason not to (e.g. it is normal in your country to transact in USD).

Executive compensation

For hiring into executive roles, we use a separate database of compensation benchmarks rather than this calculator. The terms of access to this (paid) database means that we're not able to share it publicly.

The benchmark data is all we use for executives. As a rule, executives are paid above average but not top of market.

The reason for less sophistication here is that we have very few executives, and only one for each role by definition. It's irrational to create a system so that, within a given benchmark, people are paid equally when there is just one person to consider!

Pay reviews

We review pay proactively and currently run pay reviews for the whole team 3x per year - usually around March, July, and November. You do not need to do anything - our goal is to keep your compensation at an appropriate level without you having to ask.

As we do these much more frequently than regular companies, team members should definitely not expect these to result in a change to their Step or Level each time - mostly they will stay the same. Additionally, team members will find that their Step, or place within a Step's range, will change more frequently than their Level.

Finally, we may change pay without editing Step or Level if the market rates for the underlying benchmark have gone up. When we review pay we don't take inflation into account, as this is already accounted for by market data. Thus, you won't get a yearly "inflation raise" as is typical in many localities, though our review process and benchmarking ensures your salary will remain in-line with the market.

We do also regularly increase benchmark levels when we are making a deliberate attempt to raise the bar in terms of hiring. This means that, when a benchmark is increased, it's not unusual for your level and step to come down. You will still get a pay increase, just not always at the same % increase as if the benchmark alone went up.

How the review process works

To make sure everyone has an equal chance at getting a pay rise, we do not factor in how frequently someone requests one. When increasing pay we only look at our calculator and performance. This helps us to be as inclusive as possible, as underrepresented groups are statistically less likely [external link] to request a pay rise.

We want to increase pay as frequently as we can in a proactive way, rather than putting the onus on the team member to negotiate every time. We don't make any changes outside of these reviews - if you change role for example, any changes will usually happen at the next closest review.

Any increases will be communicated by the relevant Blitzscale team member, as compensation is not a manager's responsibility at PostHog.  If you need to talk to someone about your compensation or how the calculator works, you should ask the relevant member of the exec team in the first instance.

You will only hear from them if there has been a change in your pay, not if it is staying the same.

If you recently accepted an offer at PostHog and the benchmark changes between you accepting and joining PostHog, your pay will be re-assessed during the next pay review. Often this just means adjusting benchmark, step, and level - it is unlikely that your actual pay will go up.

Relocating

If you're planning on relocating, your salary may be adjusted (up or down) to your new location. This will be done at the next compensation review. If this represents an increase in pay, we need to approve this change in advance - we cannot guarantee it is always possible, as our budgets may not allow it.

If you are nomading, we will set your location factor for the place that you are spending the most time in over the next 6 months. Our frequent compensation reviews mean that we can make adjustments reasonably frequently, but again any increase needs approval in advance.

Please note that there are a few countries [external link] that we don't employ people in.


Equity

It’s important to us that all PostHog employees can feel invested in the company’s success. Every one of us plays a critical role in the business and deserves a share in the companies success as we grow. When employees perform well, they contribute to the business doing well, and therefore should share a part of the increased financial value of the business.

As part of your compensation, you will receive share options in the company. We do not have a strict calculator here, but broadly you receive equity based on your role, level and location. Our general philosophy here is average equity, with extremely employee-friendly terms and options for liquidity through secondary [external link].

Whilst the terms of options for any company could vary if we were ever acquired, we have set them up with the following key terms which we believe are industry-leading in their friendliness to employees:

	Standard 4-year vesting with a 1-year cliff
	10 years to exercise your options in the event that you leave PostHog
	Double trigger acceleration, which means if you are let go or forced to leave due to the company being acquired, you receive all of your options at that time
	Vesting starts from your start date (not after a "probation period" or similar)
	For UK-based team members, eligible options are part of the EMI share options scheme [external link] or the CSOP scheme [external link], which are tax-advantaged


It can take time to approve options, as it requires a board meeting and company valuation. We can clarify the likely time frame at the time we're hiring you. Vesting will always start from when you joined PostHog, not from when you receive your option agreement. While we can commit to a particular number, we cannot commit to a particular strike price when offering share options, as the valuations are done by a third party and can vary depending on where we are in our funding cycle.

Check out our share options FAQs [external link] to learn more.

Equity refreshes

Every employee will be eligible for equity refreshes each year you are working at PostHog. These grants are between 18%-25% of the value of a new grant for your current role. The percentage is based on your performance and can vary year by year.

These equity refreshes will be decided at our pay review cycles that happen 3 times a year, in roughly March, July & November, and are communicated by the relevant #team-blitzscale member at that time. Grants are approved quarterly by the board, though vesting is back-dated begins on the actual anniversary date. You'll be made aware of your grant being approved when you get an email from Carta regarding the grant. These refresher grants will be on the same terms as your original grant with a 12 month cliff, they will likely be subject to a different strike price due to changes in valuations.

Funding rounds disrupt when we are able to issue new grants, so approvals my be delayed if we are actively fundraising.

Probation period

We are fully committed to ensuring that you are set up for success, but also understand that it may take some time to determine whether or not there is a long term fit between you and PostHog.

Subject to certain exceptions for sales roles and German employees mentioned below, the first 3 months of your employment with PostHog is a probation period. During this time, you can choose to end your contract with 1 week's notice. If we chose to end your contract, PostHog will pay you 4 weeks' base salary pay, but usually ask you to finish on the same day.

People in sales roles, such as Account Executives, have a 6 month probation period - this is to account for the fact that it can be difficult to establish whether or not someone is able to close contracts within their first 3 months, given sales cycles.

German employees also have a 6 month probation period - this is to align with market standard best practices and expectations for hiring in Germany, as it can be operationally difficult to part ways with German employees so we ask for as much information as possible to establish whether the hire is a good, mutual, long-term fit. During probation, either PostHog or the German employee may choose to end the employment contract with 1 month notice.

Your manager is responsible for monitoring and specifically reviewing your performance throughout this initial period [external link]. If under-performance is a concern, or if there is any hesitation regarding the future at PostHog, this should be discussed immediately with you and your manager.

At the end of your probation period, you won’t usually receive formal confirmation that you’ve passed probation, the default is no communication. By that point, you should already have a clear understanding of your performance and progress through your 30/60/90-day check-ins with your manager.

Severance

At PostHog, average performance gets a generous severance.

If PostHog decides to end your contract after the first 3 months (6 months for sales roles), we will offer you a total of 4 months of base salary (which includes any time we need to give you under the law). To receive these benefits, we will ask that you sign a standard post-termination certificate or release. For our German teammates who have completed their 6 month probation, we will follow the local legal requirements for notice and severance, in line with what is typical in Germany.  In some cases, we might ask you to stop working right away and pay you instead of having you work through your notice period, or set up a "garden leave" depending on what is most appropriate for your location and contract. If the decision to leave is yours, then we generally just require 1 month of notice, though this can vary depending on your country's laws or the specifics of your contract.

If you are in a role with a commission/bonus component, you will be paid the amount you are owed as of your last day at PostHog.

We have structured notice in this way as we believe it is in neither PostHog's nor your interest to lock you into a role that is no longer right for you due to financial considerations. This extended notice period only applies in the case of under-performance or a change in business needs - if your contract is terminated due to gross misconduct then you may be dismissed without notice. If this policy conflicts with the requirements of your local jurisdiction, then those local laws will take priority.

Contracts

We currently operate our employment contracts in the three geographic regions where we have business entities:

	United States of America
	United Kingdom
	Germany


This means, if you live in one of those countries, you will be directly employed by PostHog or the applicable subsidiary as an employee in one of our entities.

If you live outside the US, the UK or Germany, we use Deel [external link] as our international employer of record. This means you are technically employed by Deel on our behalf. This doesn't affect your rights or benefits.

In some cases, you may be an independent contractor, in which case you will invoice us monthly via Deel. Deel offers pretty much all countries and currencies. As a contractor, you will be responsible for your own taxes.

Payroll

In the UK and for international contractors, we run payroll monthly, on or before the last working day of the month.

In the US, we run payroll twice a month, on the 15th and on the last day of the month.

Deel runs payroll on the last working day of the month.


Benefits

/handbook/people/benefits

Outside of our generous pay and equity, we also offer several other exceptional benefits to our team. We want to provide exceptional benefits when it comes to things that help you do your job better, and in line with the market for well-funded startups for everything else.

If you have any ideas for how we can improve our benefits offering, then please let us know!

Time off

Everyone in the team has unlimited, permissionless time off [external link].

We also offer parental leave [external link] for new parents.

Equipment and co-working

As we are fully remote, we provide all equipment [external link] you need to have an ergonomic setup at home to be as productive as possible. We provide all team members with a company card for this purpose.

If you ever need change of scenery, co-working or working from a cafe or WeWork All Access [external link] are available, just follow our expense policy [external link] e.g. we trust you to do the right thing.

Please message Kendal to get added to our company WeWork account.


Meeting up

We do regular team offsites - recent trips have included Mexico, Aruba, Iceland, and Portugal! Small Teams also have their own offsites at least once a year.

We also encourage people and teams to meet up in person in addition to the offsites. If you are working on a problem that is better worked on in person, then you should do this. Our expense policy [external link] is about trusting you to make the best decisions. Travelling can be distracting so we expect you to exercise judgement when doing this.

For any work-related travel, we also use Project Wren [external link] for carbon offsetting.

Free merch

People like our merch. If you want more, here's how to get it! [external link]

As always, we expect you to use this with restraint and with your own good judgement. The merch store should not become your sole source of clothing for your wardrobe, nor where you go any time a friend has a birthday. But sure, go ahead and buy your mom (or yourself) a hat or a hoodie!

Support open-source projects

Everyone gets a monthly open-source sponsorship [external link] budget to spend as they see fit to support open source projects of their choice.

We'll be your first investor

We'll be your first investor and biggest cheerleader, if you spend two years at PostHog and leave to start a new company. We're looking for entrepreneurs and a strong Why not now? [external link]!

Learning and development

We currently offer a Training budget and free books - you can find more on the relevant pages.

Country specific benefits

With everyone being distributed across the world, we do our best to provide the same benefits to everyone, but they vary slightly by country depending on the services that are available and local regulations.


US

401k contribution

In the US, our 401k plan is managed by Vestwell [external link] and we match up to 4%.

Health care

In the US, you'll enroll in benefits through BambooHR [external link] and manage your coverage through UnitedHealthcare [external link] for medical and Guardian [external link] for dental and vision. PostHog pays 100% of the premium of the Platinum plan for team members, and 75% for dependents.

We offer the option to opt in to a Flexible Savings Account (FSA) [external link], which is a tax-advantaged account that allows you to contribute pre-tax dollars up to $3,400 per year to be used on out-of-pocket medical expenses. The FSA is a "use it or lose it" benefit, so any dollars that are not spent by the end of the year return to the company.

There is also the option to choose a lower tier, high deductible health plan (HDHP), which will qualify you for a Health Savings Account (HSA) [external link] that has further tax benefits beyond what the FSA provides. At the end of the year, any unused money rolls over and the contribution limit resets.

UK

Pension

In the UK, we use Royal London [external link]. Team members contribute 5% and PostHog contributes 4%, but you can opt out if you like. You can also transfer out of the plan as frequently as you want, in case you would rather manage your own private pension.

Private health insurance

In the UK, we use Aviva [external link] for private healthcare (£100 excess per policy year) and Medicash [external link] as our cash plan for dental and vision. Children are included for free. Both of these are taxable benefits which will affect your Personal Allowance each tax year, and you can opt out at any time with 1 month notice.

Nursery

In the UK, we offer the workplace nursery scheme [external link]. This enables you to pay for your children's nursery using your pre-tax salary, saving you up to 45% in nursery fees.

If you are interested in this, first check with your nursery that they are part of the scheme, then message Kendal to get this set up.

Cyclescheme

In the UK we offer Cyclescheme [external link] to save money on new cycling gear. To get started, activate your Cyclescheme account via the Workplace Extras registration form [external link].

Other countries

Pensions

In countries where you are employed under Deel's EOR service, we make pension contributions in line with legal requirements.

Unfortunately, we are currently legally unable to provide pensions to contractors.


Private health insurance

We offer private health insurance in countries where it is considered market to do so. For Ireland, Spain, Netherlands, Portugal & Canada the health insurer varies depending on market and offering via the Deel platform and can be subject to change. Please login to Deel to find the policy relevant to your market or reach out to the Ops team if you have any questions.


Overview

/handbook/marketing/video

The YouTube team's mission is to:

	Increase awareness of PostHog, especially among people in our ideal customer profile, through content that is genuinely entertaining
	Help developers and PostHog users be more successful through, through content that is genuinely informative


Our model is that of content creators, not a marketing department, as it is for the rest of content. This means that we start from a place of producing great video first that stands alone, irrespective of its connection to PostHog and our products. We have found over the years that if we get this right, the marketing benefits naturally follow, but if we start from a marketing-first perspective, people are never as interested.

As a result, our focus is on awareness, not converting people to sign up or revenue. Other parts of our marketing and product are a much better fit for that.

Who is our audience?

It should be the same as who we are building for [external link], but specifically:

	Product engineers: Software engineers who want to improve their product skills, understand users, and build successful new products.
	Founders: Technical and non-technical founders seeking advice on how to run a successful startup.


Who is our competition?

Our competition is not our competitors' video content (the bar is too low), it is the other stuff that our audience is generally watching and enjoying. Think popular YouTube creators, podcasts, even viral content on TikTok and Instagram.

Entertaining vs. informative

Videos exist on a spectrum from 100% entertaining to 100% informative. Some are in the middle and do a bit of both. Generally, when we are making a video, we should try to aggressively pursue one path only, as doing both is extremely difficult - the most likely outcome is that we fail at both and end up with something that is ok.

What does success look like in 2026?

	We have a successful YouTube channel. Success means momentum. Momentum means a predictable publishing schedule of videos that fit our audience and brand, thousands of views per video, and a strong understanding of what works.
	Video that extends the reach of the brand. We have a consistent and well-oiled system for producing video that extends the reach of PostHog products, features, and the brand.
	We are a benchmark. People love what we do. They want to copy what we do. We are proud of our work. People on the internet cite our video as an example how to do video right.


What we're working on

Going from most informative to most entertaining:

	Core brand assets: Demo videos and short feature trailers that showcase cool things you can do in PostHog.
	Launch videos: The goal is to have a creative format that's repeatable and can be shot at (reasonably) short notice.
	These can also easily be repurposed as ads
	Startup stories: Regular YouTube output focused on telling the stories of cool companies that our audience is interested in.
	Brand-centric hero videos: We have a unique culture and brand, and we want to share that through weird content that no one else would invest in because it's too hard - who else would do an action figures [external link] video for April Fools'?
	This is where we have the greatest freedom to #do-more-weird - we just need to be wary of the pitfalls of corporate try hard


How to work with the video team

	Know what type of video you want to make. Try to fit it into one of the above categories (and remember, we're up for doing a "one-off" film that is totally different to what we've done before).
	Got a random idea? Share in the content and video ideas channel [external link].
	Got a specific request? Reach out to the video team directly in the Team YouTube channel [external link] and explain your idea thoroughly.
	Know your product, even if it's early. What does it do? What are the important features? What are some real world use cases? What's coming next? Why should someone pick it over a competitor? What's interesting about it? Many videos will rely on these details.
	Accept that the team may say no to your cool idea. Like all small teams, Team YouTube have the final say in what is worked on.



YouTube

/handbook/content/youtube

See also how we do video at PostHog.


We experimented with YouTube [external link] from November 2022 to July 2023, but have paused creation and publishing for now. We may try again in the future.

Although videos were driving X00s of views each (some hit X000s), and we received some positive feedback, we didn't see an increase in signups, traffic, or mentions from the videos. For example, the video on why and how we use GitHub as our CMS [external link] got 3,000 views in 1 one week, but made no noticeable impact on signups.

We also were starting to run out of obvious tutorial and SEO blog content to turn into videos. Basically, we ran out of low-hanging fruit. New videos would have taken increasing amounts of time.

Learnings

	The less PostHog-related videos did better across all three types.
	Title and thumbnail matter more than video content.
	YouTube growth compounds heavily, but it requires multiple years and 100s of videos to reach the scale we'd need for a meaningful impact.
	Lighting is what makes the most difference in video quality.
	The PostHog demo [external link] is the most important and popular video we have. It should be updated at some point.
	OBS [external link] works well to manage the recording of videos (screen, audio, webcam).
	Only 2.5% of video traffic came from posthog.com. 60% came from YouTube features like search, channel pages, or recommendations.


Types of videos we made

	Tutorials like How to bootstrap feature flags [external link]
	SEO-ish content like The best GA4 alternatives for apps and websites [external link]
	"Essay" videos like The modern data stack sucks [external link]


YouTube comments

YouTube comments are posted to Slack [external link] using Make [external link]. It's a tool similar to Zapier, except Zapier doesn't support YouTube comments.

For access to Make, ask anyone in the content team. They're all admins and so they can add you.

Thumbnails

Thumbnails can be accessed in Figma [external link]


Screen recording guide

/handbook/content/screen-recording-guide

If you plan on recording a demo, a screen share, or the PostHog UI for use on the PostHog website and/or YouTube channel, the PostHog YouTube team kindly asks you to watch the video below and follow the corresponding instructions for your recordings.

Important! While Loom is great for personal use videos, it does not meet our quality standards for videos that will be going on the PostHog website and/or YouTube channel. Please use Screen Studio [external link] for such recordings, steps listed below.


Feel free to ask any questions in the #team-youtube [external link] Slack channel.

Video:

You like cookies? Then watch this video. Plus, you’ll learn about how to properly set up Screen Studio and your recording area aspect ratio for PostHog videos:

[image: Video thumbnail: YouTube video player]Watch on YouTube [external link]

Tips for new writers

/handbook/content/newsletter-tips

PostHog has unusually high editorial standards (especially for a B2B SaaS company). When I first started writing here, I struggled quite a bit. The feedback was good, but it was a lot, and for a while I couldn't tell if I was actually getting better or just spinning my wheels.

This handbook page is all the stuff I would tell myself from back then if I could. I wrote it for any future writers who join our editorial team. (It might also be useful for anyone trying to understand our unique developer content marketing and style more deeply.) It won't make the learning curve disappear, but hopefully makes it easier!

Before you write anything

Remember that you are new. Learning how to do any creative skill in a specific style takes time. Even the most talented writer in the world would make mistakes adopting PostHog's voice. As the wise old saying goes, "sucking at something is the first step towards being sorta good at something."

Don't compare your ramp-up speed to peers or people who've been here longer. Comparison is almost meaningless because everyone here has wildly different backgrounds It's why you were hired; it makes us better as a team. You have your own strengths and experiences, so make use of them.

While things are still relatively chill early on, read and absorb as much PostHog content as you can: blogs, newsletters, the handbook. Fix typos or update things as you go. Small PRs are genuinely appreciated and noticed.

Bonus tip: Keep a daily work journal. The random thoughts, questions, and observations you have as you're onboarding will make for great material later on. Even this guide is based on my notes from onboarding.


---

Timeline expectations for your first newsletter

A lot of people underestimate how much work it takes to write a genuinely good newsletter.

Experienced writers (i.e., people who've been doing this at PostHog for years) take about 2 weeks end-to-end to ship a great newsletter. That includes outlining, drafting, and 2–3 rounds of review to get to the finished piece (plus time juggling other projects in between).

As someone new, expect it to take longer. My first newsletter took me about 4–6 weeks:

	1 week purely on the outline
	5-8 rounds of feedback (shorter toward the end) spread over 2-3 weeks
	The last stretch was tiny edits and infographics over 1 week
	You will get sick of writing it. That's normal, too.


At the end, I didn't personally feel like my first newsletter was amazing, even though I was told it was very solid. Like I said earlier, remember it takes time to adapt to a new style for creative work.

To keep from going insane, have 1–2 smaller shippable projects running alongside the newsletter. In my first month, I tunneled on just the newsletter because it felt like The One Thing I had to do to prove to myself I could do this. In hindsight, putting all my confidence eggs in one basket added a lot of unnecessary pressure and honestly dampened my creativity. A blog refresh, smaller SEO post, along with handbook edits in parallel gives you breathing room. The early wins and visibility on the team are a real bonus, too.

---

The #1 guiding principle when writing here

Make it second nature to constantly ask yourself: "What do I want the reader's reaction to this piece to be?"

For example: "I want to challenge their assumptions and make them feel surprised."

Charles' Collaboration sucks [external link] article is a great example. It was right on the edge of clickbaity, enough for someone to comment "I was expecting to be annoyed but then I read it and was like, okay."

That's the goal. This one question should drive your title, your headings, your tone, your pacing — everything, really. A "How to do X" title [external link] can almost always be turned into something that makes a person feel something.

This matters most for newsletters, but it applies to everything we write. Our distinguishing factor is that we always have an opinion, a flair, a point of view. Without that, we'd become so bland, so fast.

---

Coming up with ideas

Ideas come from anyone and anywhere. A lot of times, conversations that happen in all-hands or Slack can be the inspiration for a blog. Basically, whatever you think might be interesting is game – you were hired as a developer who likes writing, so you have the advantage of already somewhat knowing our ICP's interests.

Even when you are new, don't let content ideas live inside your head. Turn them into a GitHub issue as soon as possible. Before you commit to writing something (including your first newsletter), have 2–3 issues with some preliminary research already done so you can make a more informed choice about what to actually write.

Not all ideas are good. Many ideas will die, fizzle out, or get picked up again later.

---

How to write for our readers

Writing nonfiction is a user-centered design problem. You have to start with: who is this for?

Our newsletter has three main reader groups:

	Product engineers — developers who also own product work at startups
	Technical founders — CEOs of early startups with technical or product backgrounds
	Software engineers — not always our ICP, but developers who are curious about broadening their knowledge of product and startup culture (think: a SWE at a big tech company who wonders what else is out there)


Every article should naturally appeal to at least one of these groups — ideally all three, but that's not always possible.

Once you know your reader, make sure the intro and headline appeal to them immediately. The hook should answer: why should an engineer care?

Don't narrow the audience too much, but don't be so broad that you capture nobody. And note that the most compelling hook for your audience might not be the most interesting one for you to write and that's okay.

For example, when I was writing my first newsletter, 10x job posts for 10x engineers [external link], I first kept gravitating toward hooks like "recruiting is so hard" or "we've all read boring job ads." Those were fun and interesting to write, but none of them were actually that targeted for any of the three audiences.

I realized that the best audience was technical founders who want to hire great talent early on, so I ended up opening with "your company is only as good as your people". It's a line that's been said a million times and I personally found a little dull. But it was highly effective for technical founders.

(Think of choosing a hook like choosing a character in a fighting game: sometimes your second-highest DPS character is the best pick because they do physical damage, and the enemy has a lot of magic resistance.)

You can also angle for one group first but weave in relevance for others. For example, the 10x job posts [external link] piece was aimed at founders, but by telling them what to look for when hiring great engineers, it was also implicitly signaling to the product engineers and SWEs reading it what traits they should aspire to have themselves while job searching and interviewing.

A few smaller principles worth keeping in mind:

	Avoid double intros. Pick one good hook and then get right into the content.
	Never say "it depends". If you're leaning that way, it usually means you need to go straight to examples
	Paint the problem, then get to "how to deal with it" as early as possible. Developers want the useful part fast.
	The line between funny and cringe is very easy to cross.
	Don't lean on big enterprise company examples unless it genuinely fits the piece. It usually won't.
	Snark and strong opinions are good. Pure negativity is not.


---

How to actually write a newsletter

The biggest lesson I learned was that writing a newsletter is 80% research, 20% writing.

What sets PostHog content apart is that we actually do the work. We don't just say what we think, we actually go and find out.

In other words, we gather evidence usually in the form of (1) real-world examples or (2) first-hand experience to establish credibility.

Real-world examples are observed data from other companies, blogs, and people — and this is what you'll lean on most as a writer. Research examples first. They don't just support your outline; they are the foundation of it. You might have a strong opinion and feel certain it's right, but you don't actually know until you go find out.

For example, for the 10x job posts newsletter [external link], the "data" I used to develop my opinion were literally job posts from other companies.

You should include real examples even during your outline phase because without them, you don't actually have an informed opinion to build on yet.

Where to find good examples:

	exa.ai [external link] — an AI search engine that's much better than ChatGPT for surfacing real examples (ChatGPT has a tendency to give you plausible-sounding examples that are just made up)
	First Round Review [external link]
	HN Algolia search [external link] — the comments can be just as useful as the posts themselves
	Slack search for what PostHog people have actually said about the topic
	GitHub — past PRs and issues at PostHog


Avoid using other blog posts as your primary source material. Basic digital literacy. "I saw it on the internet" or "I made that shit up" is not a valid source.

First-hand experience is more like "things we've learned at PostHog." Charles can write a piece [external link] that's mostly just his perspective because he has the experience and credibility as an exec — he'll almost always open with a personal anecdote or something from PostHog's history to establish that.

As a writer, you probably don't have that kind of experience to lean on yet, but you can do this too by framing things as "what we've learned at PostHog". I do this by reading all past PostHog content on a topic before I start writing, and then pulling out the real internal perspectives and examples. (Conveniently, you can save those to put in as internal links later!)

---

When your writing doesn't feel good

A useful gut-check: would someone who knows a lot about this topic share this with someone else? Worth noting that this person might not be the same as your target reader. For the 10x job posts [external link] piece aimed at technical founders, the person who'd actually share it is more like a seasoned recruiter or someone on a talent team.

If the answer is no, here's a quick diagnostic list:

	The topic feels overdone and unoriginal. That's okay, originality isn't really the goal. Your goal is to write something that genuinely moves this audience at this time.
	We've written about something too similar to this in the past. Also fine. Nobody remembers something we published two years ago. We commonly refresh old blogs into newsletters because the structure and style naturally evolves it into something different
	It's too clickbait-y or fluffy. You probably need to go one level deeper. If it feels fluffy, it means you're not even convinced by your own argument. Find more concrete examples to back up your opinion.
	It's getting dry and boring. It probably needs a stronger take. Talk to people with real experience on the subject. For example, when I was writing the "WTF does a PM do?" piece, I asked PMs directly what they thought were the most important parts of the role, and what made for a bad PM. That made it so much better.
	The content is interesting but isn't flowing well. Rewrite it, then rewrite it again. When I was stuck on the intro for "WTF does a product manager do?", I wrote three completely different versions, then wrote out a pros/cons list of what I liked and disliked about each before deciding.
	It's too deep and detailed. Try zooming out. Ask yourself "why would anyone actually read this?" Most of our newsletter topics hover at a certain level of detail. For example, we've written "An engineer's guide to talking to users," but we haven't written "An engineer's guide to dealing with difficult customers on quick calls." If the topic feels too niche, reconsider the scope (You'll probably also struggle to find enough examples for it.)
	I can't figure out what's wrong, I just know it is. Ask for help — especially in your first few pieces. I asked Ian to write an entire section for my newsletter because I just needed to move on at a certain point.
	I tried all of the above and it still just feels forced. The topic might just not be working. Depending on how deep you are, it might be worth pivoting rather than pushing through. You might just save it for a later issue.


---

When you hit writer's block

Writer's block is real and it will happen. It usually isn't actually about the writing — for me it's almost always anxiety or self-doubt in disguise. Things that helped me:

	Change your environment. Go work at a cafe or outside for a bit. Especially since we work fully remote, getting out of the house makes a huge difference.
	Switch to a different project. Something more tactical and less creative helps reset things and give you a little boost.
	Brain dump — stream of consciousness, no editing, just write it. Even if you don't use the output later, it's like a nice warm-up exercise.
	If your stuckness is rooted in self-doubt, try all of the classic self-care and self-compassion tips. Journaling, exercise, or whatever works for you. Staring at the doc rarely fixes anything for me, personally.


---

Things click eventually, but might just take longer than you'd expect. As always, don't hesitate to ask for help and feedback from the rest of the editorial team along the way. We want you to succeed!

– Jina Yoon


Style guide

/handbook/content/posthog-style-guide

This style guide explains our guidelines for contributions to PostHog's documentation, tutorials, and blog.

Spiff up your article
Be sure to familiarize yourself with our library of MDX components that are supported in Markdown to make your article more scannable and engaging.

General principles

Assume almost nothing

As you gain mastery of a product or feature, some things become second nature, but remember they weren't always so obvious. Call these out, and provide links to relevant docs or websites.

Make it easy for your reader to implement their feature or solve their issue, whether they are an expert or just starting out with PostHog.

Get to the point

If you're explaining something, don't wait three paragraphs to do so. Start with the explanation and expand later. Almost all articles can be improved by shortening (or removing) the intro.

Don't be boring.

Make it easy to read

Most readers will scan a page before committing to reading it. They're looking for signs it'll answer their question(s) and quality.

Use clear headings, diagrams and tables to demonstrate thoroughness.

Avoid hedging

We are opinionated at PostHog. That means avoiding hedging like saying "it's complicated" or "it depends." This is frustrating for the reader and doesn't add value. Instead:

	Have an opinion.
	Provide an example.
	Do the research until you can do 1. or 2.


Style rules

Use American English

PostHog is a global company. Our team and our customers are distributed around the world. For consistency, we use American English spelling, grammar, date, and time formatting.

Use sentence case for titles

Write "Documentation style guide", not "Documentation Style Guide" and "PostHog has product analytics and session replay apps", not "PostHog has Product Analytics and Session Replay apps".

But...

Capitalize product names and proper nouns as appropriate

When using a product's name, capitalize it as a proper noun, like: "PostHog's second product was Session Replay." When referring to the general industry term while not referencing a product name, you'd use it lowercase, like: "how many companies now offer product analytics."

Capitalize acronyms and define where needed

Write "URLs", not "urls".

Many acronyms, like that one, will be familiar to developers. When in doubt, link the first use of an acronym to a definition, or provide one.

Use the Oxford comma

Write "bananas, apples, and oranges", not "bananas, apples and oranges".

Why does this matter? Consider the old joke:

"There are two hard problems in computer science: naming things, cache invalidation, and off by one errors."

That doesn't work without the Oxford.

Use "enable", not "allow"

Allow is another way of saying permit.

Example: Your partner allows you to stay up late and play video games.


Enable means providing the means or opportunity.

Example: PostHog enables you to understand user behavior.


In most cases, PostHog enables users to do things.

Add extra line breaks between long bullet points

Sections with long bullet point items are hard to read without extra line breaks (when looking at Markdown). For example, this passage:

Markdown Preview

Interactive website component omitted from this ebook
Component: ListNoNextMarkdown
Interactive website component omitted from this ebook
Component: ListNoNextLine
Is harder to read than this passage:

Markdown Preview

Interactive website component omitted from this ebook
Component: ListWithNextMarkdown
Interactive website component omitted from this ebook
Component: ListWithNextLine
Both render as the same list, but one is easier to read in Markdown. This isn't necessary for shorter bullet-point lists.

Use straight apostrophes and quote marks

Many writing tools, such as Google Docs, Notion and Word, add curly quotes and apostrophes. Please avoid using these. They can normally be turned off in the settings.

"Open source" vs "open-source"

Both can be correct depending on usage.

Open source should be hyphenated when it appears before a noun.

Example: "The open-source community is awesome"


But should be written without a hyphen in other contexts.

Example: "PostHog loves being open source."


Use British-style en dashes

While we default to American English in most things, we prefer using the British-style en dash ( – ) with a space either side rather than the longer em dash with no spaces (—) used in American English.

Example: "Don’t up vote your own content, and don’t ask other people to – post it and pray."


Please don't use a hyphen instead of en dash. On Macs, holding down Option and the hyphen key will give you an en dash.

A short public service announcement from Andy Vandervell:

As an editor, readability / aesthetics are more important to me than following grammar and style rules to the letter. British-style en dashes are a case in point.

Don't get me started on using hyphens instead (like - this) – that's just wrong. Here's that last sentence with an em dash instead... "Don't get me started on using hyphens instead (like - this)—that's just wrong". Doesn't that em dash look cramped and nasty?

Honestly, though, I don't care that much, but I will find and replace every em dash and orphaned hyphen on the website. It's fine. It's not a big deal. I'm cool about it.


Adding media

Images, gifs, and short videos

Most media for your article should be uploaded to Cloudinary (under 20 MB).

You can do this from posthog.com by signing in, clicking on your avatar in the top right, then clicking Upload media in the dropdown menu (available to moderators only).

Our uploader supports images, gifs, mp4 and mov, PDFs, and SVGs.

[image: Upload]

Copy the link and paste it where you want the image or movie to appear in your file. A max of 1600px is usually good, as this is double the typical display width of an article. Using an image twice the size of the display resolution will make screenshots look crisp on hi-DPI/Retina screens.

Uploading assets to Cloudinary
Use the orig (optimized) size when adding a featuredImage to an article in Markdown frontmatter, as Cloudinary&#39;s resize strategy isn&#39;t supported by our Markdown parser.



See more details in the uploading assets with Cloudinary handbook page [external link].

There are MDX components available for embedding images or gifs [external link] (
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Yes, I realize LinkedIn has a bad reputation, but it’s a popular channel with our ICP, important for recruiting, and our posts often do well there. We're posting more there, so here's what we've learned about doing it well so far.

Advice on LinkedInposting

	The hook is everything. Get people to click “show more.” What works:
	Money - “We spend $X and here are the best things we learned”
	Dilemma - “What would you choose X or Y?”
	Provocative statements - “Collaboration sucks”
	Transformation stories, before and after - “This product helped us go from X to Y”
	Data reveals - “PostHog has seen an ~8x increase in traffic from ChatGPT in the last year”
	Resource lists - “Here are the 10 best posts on X”
	Takeaways - “After weeks of researching X, I’ve published Y deepdive. Here are Z interesting things I learned a long the way.”
	Work - “I wrote a 2000-word long article on how AI impacts performance of software and systems.”
	Use lists and numbers.


	Be specific with numbers. Say “$8,500” not “around 8k.” This feels more credible, like you aren’t making it up.


	Ask yourself if there’s a story or anecdote you can use to make this real.


	Be useful. Write the posts you want to read.


	To drive clicks to links, either either say “link in comments” and add it to the post ~6 hours later or include an image in your post. The algorithm hates direct posts to links.


	A great graphic goes a lot way. “Zero-click” content like ByteByteGo gets thousands of likes with basically just a graphic. Information does better than memes.


	Add a question at the end to get comments. People want to respond. Comments boost posts in the algorithm, often more than shares do.


	Commenting on popular posts works, comments can get 30k+ impressions.


	Posting time doesn’t matter to going viral.


	Posting daily beats 1-2x/week “perfect” posts. A lot won’t hit, but this will more than pay off for the ones that do.


	If you are posting a changelog update, you can create nice images when clicking Add entry in the changelog [external link]. It's under the Social sharing header.


Thank you to Lucas Faria for many of these tips.


LinkedIn posters and their newsletters

A primary way we use LinkedIn is to promote our newsletter, so here are some examples of people doing the same:

	Gergely Orosz [external link] - The Pragmatic Engineer [external link]


	Tom Orbach [external link] - Marketing Ideas [external link]


	Lenny Rachitsky [external link] - Lenny’s Newsletter [external link]


	Alex Xu [external link] - ByteByteGo [external link]


	Aakash Gupta [external link] - Product Growth [external link]


	Ben Lang [external link] - Next Play [external link]


	Paweł Huryn [external link] - The Product Compass [external link]


	Luca Rossi [external link] - Refactoring [external link]


	Jordan Cutler [external link] - High Growth Engineer [external link]


	Alexandre Zajac [external link] - Hungry Minds [external link]


	Gregor Ojstersek [external link] - Engineering Leadership [external link]


	Neo Kim [external link] - System Design Newsletter [external link]


	Ashish Pratap Singh [external link] - Algomaster [external link]
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Almost all PRs made to PostHog repositories will need a review from another engineer. We do this because, almost every time we review a PR, we find a bug, a performance issue, unnecessary code or UX that could have been confusing. Here's how we do it:

Before requesting a review

The best way to get a fast, useful review is to make your PR easy to review.

	Keep PRs small. If your change touches many files or mixes unrelated concerns, break it into a stack of smaller PRs. Smaller PRs get reviewed faster and reviewed better.
	Open a draft PR. This keeps notifications quiet and lets you iterate without pinging reviewers.
	Add AI reviewers (e.g. Copilot) and resolve their comments. Iterate until they're only leaving nit-level feedback.
	Self-review your own diff. Read through it as if you're seeing it for the first time. You'll catch obvious issues before someone else has to.
	Write a clear description. Explain what the change does and why. Link the issue. If there's context a reviewer needs, put it in the description — don't make them guess.
	Add screenshots or GIFs for UI changes. A reviewer shouldn't have to pull the branch and navigate to the right page just to see what a button looks like.
	Make sure CI is green. Don't ask someone to spend time reviewing code that doesn't pass checks.
	Mark it ready for review.


Have a flick through the code changes

What to look for:

	Does the code fit into our coding conventions?
	Is the code free of bugs?
	How will the solution perform at huge scale?
	Are the database queries scalable (do they use the right indexes)?
	Are the migrations safe?
	Are there tests and do they test the right things?
	Is the solution secure?
	Is there no leakage of data between projects/organizations?
	Is the code properly instrumented for product analytics?
	Is there logging for changes potentially affecting infrastructure?
	Are analytics query changes covered by snapshot tests? Does the SQL generated make sense?


What not to look for:

	Syntax formatting. If we're arguing about syntax, that means we should be using a formatter or linter rule.


Run the code yourself

What to look for:

	Does the PR actually solve an issue?
	Are we building the right thing? (We should be willing to throw away PRs or start over)
	Does the change offer a good user experience?
	Does the UI of the change fit into our design system?
	Should the code be behind a feature flag?
	If the code is behind a feature flag, do all cases work properly? (in particular, make sure the old functionality does not break)
	Are all possible paths and inputs covered? (Try to break things!)


What not to look for:

	Issues unrelated to this PR. Create new, separate issues for those.


The emphasis should be on getting something out quickly. Endless review cycles sap energy and enthusiasm.

Turnaround

Aim to respond to review requests within one working day. You don't have to finish the review — even a quick "I'll look at this properly tomorrow" or "this needs someone from [@team-name] to review" unblocks the author and sets expectations. Leaving a PR in limbo for days is worse than a fast "I can't review this."

Requesting a review outside your team

Not every team has someone available to review your PR right away. Posting in #dev-stamp-exchange is a way to ask for a quick-turnaround review from someone outside your team. This is fine — but quick turnaround doesn't mean lower standards.

When this is appropriate:

	The PR is small and self-contained (think single-digit files changed)
	It doesn't require deep product or architectural context to understand
	CI is green and any automated review comments are addressed


What's still expected from the reviewer:

	Actually read the diff — don't just hit approve
	Consider using AI-assisted review tools (e.g. add Copilot as a reviewer) to catch things you might miss
	Flag anything that looks off, even if you're not deeply familiar with the area


When to push back instead of approving:

	The PR is too large or complex to review without context
	There are no tests, no description, or no visual evidence of the change working
	You're not confident the change is safe — say so. "I can't meaningfully review this, you need someone with more context" is always valid feedback


Review comment conventions

Use prefixes on your review comments so the author knows what actually needs to change before merging:

	blocking: This must be fixed before merge. Use sparingly — reserve it for bugs, security issues, or things that will break.
	nit: A minor style or naming suggestion. Take it or leave it.
	suggestion: A different approach worth considering, but the author's call.
	question: You don't understand something. Not necessarily a problem, but you'd like clarification.


If a comment doesn't have a prefix, assume it's a suggestion. This avoids the "is this a blocker or just a thought?" ambiguity that slows reviews down.
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Good product engineers, bad product engineers

Good product engineers:

	Ship quickly so they have a fast feedback loop
	Understand the company strategy, and prioritize based on this and what they believe users want
	Can easily propose ideas for what to build
	Make sure the things they've built are being used
	Follow up after they've built something to improve it if needed
	Are good at descoping things and getting products or features into people's hands quickly
	Have users that they're friendly with
	Manage to build things without lots of internal meetings
	Dive deep when they need to, because shipping D might also require solving A, B, and C


Bad product engineers

	Consider research something that takes two weeks rather than two hours
	Can't explain our company strategy
	Can't explain who their product is built for
	Don't know their product's competitors
	Only work on things they've been told to work on
	Don't know the names of any of their users
	Never challenge why they're being told to work on something
	Don't talk to users about what they're going to build, or what they've built
	Don't track if the things they've built are being used
	Spend 6 months on a huge feature before a user can try it
	Never remove features or complexity, often by shipping features that aren't used and leaving them
	Focus on internal alignment over company strategy and what users need
	Wait for someone else to fix an adjacent problem


How to

Validate ideas

Despite what the industry tells you, it's debatable how well you can validate ideas up front (see: the number of startups that think they'll succeed based on user interviews then find they can't get any users). Just shipping is often the best way to validate an idea. When we built PostHog, Tim and James had to pivot 5 times – despite getting positive feedback on new ideas almost every time. Talking to users upfront can probably help remove totally stupid ideas fast, but for the majority of ideas "this could work", it only has a limited amount of benefit in our experience.

This gives you the best evidence (do people actually use it, and what do they think), but potentially at the highest cost as you have to build it! The challenge with this approach is making sure you de-scope the first version of the product or feature enough that users will at least try to use it, so you get enough signal that they care, without damaging our brand because the experience is so poor.

So, when you ship something:

	Consider what you are trying to learn (if anything, importantly – many things are so obvious like fixing a well-defined bug, you aren't trying to learn anything) product-wise.


	Descope it as much as possible to reduce the cost you incur upfront of building it.


	Judge for yourself if and how to limit brand damage (your options are one or more things like - internal use first, a feature flag rollout, messaging a couple of friendly users, not marketing it or limiting the marketing, or shooting for Minimum Lovable Product instead of Minimum Viable Product).


	Follow up... figure out if / why it is or is not being used, and iterate. If you've shipped early, it'll be crappy so will need more work as you figure out what users want.


Just shipping makes sense when it's very obviously in line with our company strategy (which is generally proven), and you can descope it successfully. This is almost everything that you may ever build here. The key is to manage the rollout carefully.

Products at PostHog generically go through three phases, and considering your phase is important when you ship new features:

1. Pre PMF at PostHog

	We only build things that already have successful competitors with real revenue. The implication is that "just build it" works disproportionately well because other people have already figured out that new product X has product market fit.


	The challenge is therefore figuring out if PostHog's users base will want the new product, as we already know the product is useful.


2. Figuring out PMF at PostHog

	This is where we are getting our very first paying customers.


	The product focus is making sure people are delighted with the above features. Maybe there are bugs or maybe there are too many gaps with competitors still for people to pay. Focus on how happy users are and why / why not. Keep an eye on early revenue data too - are people willing to pay, or are they churning?


3. Post PMF at PostHog

	This is where we're scaling the number of free and paid users.


	Features at this stage either fall into:
	(i) gaps with competitive products that we've not prioritized so far, probably based on feature requests from users, in which case the risk of them not being useful for users is pretty low or...
	(ii) totally innovative things like new UX driven by our take on AI, or a new way to access data (like Hog or SQL), or an integrated experience that no one else can offer because they don't have all the tools in one. In these cases, it is more important to consider how your products are being used as you are more likely to build something that isn't useful (but at this stage, it's fine and encouraged to innovate)


There are plenty of other techniques, that you can do in parallel to get a signal on a new idea:

	Use the public roadmap. If you have a rough idea, create a GitHub issue and create an item on posthog.com/roadmap. This will gauge demand.


	Ask internally for help. There are lots of people that can help you. The CS team talk to users all the time, the support team have a strong sense of pain points, other product engineers have all talked to users, James and Tim have a broader view of how PostHog is doing, the marketing team can help you get usage or validate demand.


	Interviews. Our Product Managers regularly run interviews, ask to be included and give a heads up what you're trying to learn about, or just message users directly! You can even embed your calendar in our surveys app to book your own user interviews. You will need lots of existing potentially relevant customers for this to make sense, since response rates are typically low.


	Listen to the internet. We have a #brand-mentions channel in Slack that monitors for social mentions by customers, or get us to post a question here if you need.


	Seek internal feedback. We dogfood all our own products to grow our company, so ask for internal relevant users.


Ship things iteratively and follow up

	Use staggered rollouts: we have a product designed to help you do this. Depending on how risky a new feature is, start with internal users, or
	Data: check if the thing you just built is being used. Remember to add some events.
	Session replay: watch users using your thing. This can often highlight confusing UX.
	Interviews
	Support
	Listen to the internet


Iterate with users

A note on attitude first - any kind of feedback, bug report, complaint or usage is a gift from users. It's easy to get dismissive or frustrated when people don't "do what we want"! Worst case scenario is that we get ignored.

Handling users well is really important. If we do a good job responding to feedback:

	The product improves because we do a better job at building what users want.
	We get marketing benefits because the user will be impressed and will tell their friends.
	We get more feedback because it teaches people that we listen and that we care.


Tone matters a lot. Whenever you are messaging a user, please consider:

	They're on the internet, so you are competing with cat videos. It better be compelling.
	They receive loads of outreach from people. If you send something generic, it will get auto filtered out by their brain.


So, how do you make yourself compelling to engage with?

The tone is your starting point. Send something informal and human. You are explicitly trying to avoid sounding like a mega corporation that treats users like numbers. You are a human, your users are human. Be friendly, light hearted and fun. Make it clear the message isn't automated if you can.

If you must automate messages for whatever reason, make them quirky and informal and human. "Yo I'm Manoel, my job at PostHog is making sure mobile users are happy. It looks like this includes you! I build X, Y, Z here – is there any chance we could talk about X new thing? Here's my calendar or respond and we'll find time!" sort of vibe. Don't make messages long if you want people to do something – one or two sentences.

The medium matters. The easier something is to spam, the harder it is to get hold of people. For example, email gets ignored far more than Slack or X.

Response times are very important. If you can catch someone whilst you're top of mind, you are likely to get 20x the response rate. That means within a minute or two of receiving a message. There is a huge drop off if you don't respond for 30+ minutes. Obviously this isn't always possible, but take opportunities if you happen to be online at the same time as someone you need feedback from. I once ran a call center – if we phoned someone who made an enquiry within 5 minutes, it was 9x more likely we'd get hold of them.

Closing the loop is the final point. If a user gives feedback or asks for something, you should ultimately respond with:

	A PR (which will likely delight them)
	A roadmap item / issue they can follow (hey this is awesome, I want to do it, this is so you can follow progress)
	A reason why we can't do their thing


Closing the loop with the above shows people we've listened and considered their points carefully, and that we respect their opinion. This means they will continue to give us feedback.

Talk to users

If you're talking to a user, there are some basic principles if you want to be a good product engineer.

Use a lot of open ended questions. Ask things like:

	Do you understand your user behavior? Why / why not?
	What do you want to know about how a feature is used?
	If I could build one thing for you right now, what would it be?


Look for evidence that users have actually done anything about the problems they say they have.

People want to be likable, so they'll often say they want what you're working on, even if they don't. Lots of features or products are nice-to-have versus must have. When something is a nice-to-have, people will act interested but won't get around to actually using it.

Ask things like:

	Have you tried to solve this problem before? What did you do?
	How important is this issue compared to other things you have to work on?
	Has your company spent money trying to solve this before?


Write down every interview [external link]. This helps us come back as the rest of the team, or you, consider other products or features in future.
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As a product engineer, you’re encouraged to visit customers at their offices to gather feedback and ship features or improvements on the spot.

While PostHog is fully remote - we optimize for async work, write things down, and talk to users remotely – the reality is that occasional in-person time with customers is highly valuable. Some products are hard to dogfood properly, and it can be tricky to fully grasp specific workflows or see how high-scale users actually operate.

In-person visits let you notice things that don’t surface on calls: team dynamics, tools they rely on day to day and small but important friction points that get lost in remote conversations. People also tend to hold back or polish their feedback when writing it down – they might dismiss a detail as unimportant, or assume you already know something when you don’t. Seeing it all unfold in real life can surface insights you’d never get otherwise. All of this makes a customer visit time well spent.

Which customer should you visit? Sometimes, when interacting with a customer on Slack, you’ll notice an obvious click with someone. You’ll know when this happens – they’re friendly, proactive with feedback, and genuinely interested in making the product better. They might also be driving heavy usage, with multiple power users, or even adoption across different teams. If you come across a customer like this and feel curious to dig deeper into how they use PostHog, that’s a strong sign they’d be a good candidate for a visit. Of course, this makes the most sense for customers whose teams are at least partly in-office – otherwise you won’t get the real benefit of seeing how they work together day to day.

Here’s one way to organize a great customer visit. None of this is set in stone, so feel free to adapt, and pay attention to what the customer is comfortable with.

1. Identify the biggest areas for improvement

Review the customer's Slack channel and pull together a list of the most pressing issues from the past few months. For larger customers, there may also be lots of context in BuildBetter and past recorded calls, as well as information from their sales or CS person. Focus on understanding what they’re struggling with most and which upcoming features matter the most to them.

2. Lock in dates and the point of contact

Find a single point of contact to help organize the visit. Share with them the list of topics and pain points, and explain that you’d like to meet in person to get a deeper understanding. Don’t underestimate this step – even if the company is very engaged on Slack, people are busy and organizing something optional like this isn’t always their top priority. Having one person on their side makes it much easier to get dates confirmed, which is the main thing you need at this stage. You can sort out the details and a more precise agenda later.

As for the duration, two to three days is usually a sweet spot – enough time to spend quality time with the team without overstaying or being a distraction in their office. Use your best judgment here and agree on the timing with your point of contact. A nice option can be to tie the visit onto a small-team offsite – if the team is already traveling, extending for a couple of days can allow some extra time for this.

For large customers with an account manager assigned, it’s super valuable to bring them along. They often already have a strong relationship with the customer, can ask additional questions you might not think of, and can keep things like scheduling, follow-ups, and expectation-setting smoother.

3. Book the travel

Book flights and tickets as early as possible to avoid high prices. Reach out to the People & Ops team to get a budget approved.

4. Plan the agenda

Work with your point of contact to set the agenda. Aim to get dedicated time with several people who use the product. A one-hour session is usually enough to go deep and uncover useful insights. Also offer other formats, like a company-wide training or Q&A session, and let your POC guide you on what’s most valuable for their team.

5. Deep prep

A few days before traveling, take a deep dive into how their users are actually using the product. Watch session recordings, look at the kinds of records they create, and try to spot patterns. For example, in the case of experiments, check which types of metrics they use most often, how many they create per week, and whether there are obvious points of friction. Alongside this, prepare a list of questions that can help uncover deeper insights during the sessions.

At the onsite

Run the sessions! Let users show you how they use the product in real time and as naturally as possible. Give them space to talk, ask questions to dig deeper, and don’t be afraid to let the conversation go off on tangents, as those often reveal the most interesting insights.

In between the sessions you’ll have opportunities to code. It makes sense to prioritize small improvements you can ship and demo on the same day – this kind of quick turnaround leaves a strong impression. It’s also common for team members to approach you with questions, sometimes even unrelated to your product area. Be ready for this and go out of your way to help. Solving problems in real time is one of the best parts of being there in person.

After the onsite

Revisit the transcripts of all sessions – you should record everything in Buildbetter or a similar tool. Share what you’ve learned with your team and discuss if any quarterly goals need to be re-prioritized based on the learnings. Summarize the features or improvements you shipped during or right after the visit and send a thank-you message to the customer's Slack that lists them clearly.

It's important for visibility to notate on the account that a customer visit took place. We can do this in Vitally, by creating a new note on the account, with the "On-site" category and copying any known people on the account to be aware of the note content. This can be helpful in many ways even if no primary person at PostHog is managing their account today. BuildBetter calls should automatically attach to the account along with any existing email conversations.

Just as important is following up in the weeks after. Customers should feel the visit was worth their time, and a big part of that is quickly actioning the items they raised, even if it’s just small fixes or clear updates on progress. This builds excitement and goodwill, shows immediate impact, and shows them it was worth investing their time with you. Most importantly, you’ll walk away with a much deeper understanding of how your product is really used.
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Got a service change you need to email customers about — an API deprecation, a new quota limit, a breaking SDK change, a migration deadline? Loop in Joe. He owns customer comms and will handle the copy and the send via Customer.io.

All you need to bring:

	A rough draft of what you want to say and why
	The audience: a PostHog cohort or a list of org_ids


Prior art to mirror: the feature-flags quota-limit rollout in product-internal#720 [external link].

For the underlying email infrastructure (Customer.io tags, categories, unsubscribe behavior), see the email comms handbook page [external link]. For incidents specifically, see engineering incidents [external link] — Marketing handles those comms too.
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Product engineers are responsible for writing and maintaining documentation for their products. This page is a guide to help you do this.

Ownership

High-quality docs require the expertise and context of the engineers building them, which is why you own your product's documentation.

Docs are extra important in the age of AI. All of our docs eventually make their way into the training data of newer foundation models. The quality and accuracy of your docs directly affect how people discover your product through LLMs.

AI search is our fastest-growing channel for user signups by far [external link]. So remember to update your docs and keep them up to date.

What about the so-called Docs & Wizard team?

The docs wizard team can help you, but they can't write docs for everyone. They are responsible for improving the docs as a knowledge base. This means:

	Reviewing and improving docs PRs created by product teams
	Shipping docs content based on prioritized feedback and emerging use cases
	Building tools and systems to improve baseline quality and structure
	Creating context services that power agents like the AI wizard
	Working on large scale docs projects


If you want their input, hit them up in #team-docs-and-wizard or tag @team-docs-wizard in GitHub.

They've also created a comprehensive self-serve guide on how to write product docs [external link] for you to use.

When should I start writing product docs?

Three great times to write docs:

	When you ship a new user-facing product or feature. Write docs for big product launches before they release (during early access or beta). Smaller features and updates can wait until after they are shipped.


	When you recognize a confusion or gap in users' understanding of your product. This could be based on support tickets, sales requests, or just user feedback.


	When you update product behavior or interfaces. Check if the docs need to be updated with new information or instructions.


Basically, if users could self-serve and use your product, but aren't, you should write docs to help them do so. Write the obvious docs before users start asking you obvious questions.

What about features behind a feature flag? If you are releasing a product to users, even a small number of them, you should write docs for it. Include what stage the feature is at (private alpha, beta, etc. is fine). This helps ensure users can successfully use it and provides the added benefit of drumming up demand from those who discover it.


What should I write docs about?

Docs should help people:

	Get started with your product or feature. Installing it, setting it up, and finding it in PostHog.


	Understand what your product does, including an as complete as possible list of features and their details.


	Make the most of your product by detailing common use cases, concepts related to your product, answering common questions, and more.


Write the docs you would want to read if you were a user.

The docs wizard team has created a guide on how to write product docs [external link] for you to follow. It walks through how to structure and write your product docs in detail. Start there.

Where do docs live?

Nearly all our docs live on posthog.com/docs. You can find the repo to add and edit docs in the contents/docs directory of posthog.com [external link]. It uses file-based routing, so the folder and file structure is the same as the URL path. You can learn more about developing the website here [external link].

Most docs should go somewhere in your product's section. Product docs usually have sections on installation, basic set up, key features, troubleshooting, common questions, and more. Docs for platform features like SDKs [external link], data types [external link], and PostHog AI [external link] live in the Product OS [external link] section.

Don't know where a doc or feature should go? Ask in #team-docs-and-wizard [external link].


What about internal docs?

If you can make something public, you should. Being open source is a core value of PostHog. We try to avoid "internal" docs as much as possible.

If it deals with private information, like security, customer data, or competitor analysis, use one of our internal repos like product-internal [external link].

You can learn more about this in the communications handbook entry.

How do I document code?

Code should be self-documenting. If it's complicated to figure out, you probably need to make it simpler. This is especially important for APIs and interfaces that other teams will interact with.

For cases where code isn't self-documenting or easy to understand, include a README.md file in the directory that is closest to the entry point of the code.

This README should:

	Describe the general flow of interacting with the functions, but stop where the code starts to become self-documenting.
	Be short. If it's long, then your interfaces should be made simpler.


For an example, see the PostHog AI README [external link].

Further reading

	How to use the content writer agent [external link]
	What nobody tells developers about documentation [external link]
	Docs style guide [external link]
	PostHog style guide
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/handbook/engineering/bug-prioritization

User experience degradation

When bugs are reported it's critical to properly gauge the extent and impact to be able to prioritize and respond accordingly. These are the priorities we use across the entire engineering org, along with the relevant labels to quickly identify them in GitHub.

Please always remember to tag your issues with the relevant priority.


<span> <table> <tr> <td>GitHub Label</td> <td>Description</td> </tr> <tr> <td><span class="tag-label" style="background:#ff0000; color: white;">P0</span></td> <td>Critical, breaking issue (page crash, missing functionality)</td> </tr> <tr> <td><span class="tag-label" style="background:#f0a000;">P1</span></td> <td>Urgent, non-breaking (no crash but low usability)</td> </tr> <tr> <td ><span class="tag-label"style="background:#ffe000;">P2</span></td> <td>Semi-urgent, non-breaking, affects UX but functional</td> </tr> <tr> <td><span class="tag-label" style="background:#1d76db; color: white;">P3</span></td> <td>Icebox, address when possible</td> </tr> </table> </span>

Security issues

Security issues, due to their nature, have a different prioritization schema. This schema is also in line with our internal SOC 2 related policies (Vulnerability Management Policy). When filing security-related GitHub issues, remember to attach label security and the appropriate priority label. More details on filing can be found in the README [external link] of the product-internal repo.

Security issue information should not be made public until a fix is live and sufficiently (ideally completely) adopted.


PostHog security issues include a priority (severity) level. This level is based on our self-calculated CVSS score for each specific vulnerability. CVSS is an industry standard vulnerability metric. You can learn more about CVSS at FIRST.org [external link] and calculate it using the FIRST.org calculator [external link].

security-P0
	GitHub Label
	security-P0
	Priority Level
	Critical
	CVSS V3 Score Range
	9.0 - 10.0
	Definition
	Vulnerabilities that cause a privilege escalation on the platform from unprivileged to admin, allows remote code execution, financial theft, unauthorized access to/extraction of sensitive data, etc.
	Examples
	Vulnerabilities that result in Remote Code Execution such as Vertical Authentication bypass, SSRF, XXE, SQL Injection, User authentication bypass

security-P1
	GitHub Label
	security-P1
	Priority Level
	High
	CVSS V3 Score Range
	7.0 - 8.9
	Definition
	Vulnerabilities that affect the security of the platform including the processes it supports.
	Examples
	Lateral authentication bypass, Stored XSS, some CSRF depending on impact

security-P2
	GitHub Label
	security-P2
	Priority Level
	Medium
	CVSS V3 Score Range
	4.0 - 6.9
	Definition
	Vulnerabilities that affect multiple users, and require little or no user interaction to trigger.
	Examples
	Reflective XSS, Direct object reference, URL Redirect, some CSRF depending on impact

security-P3
	GitHub Label
	security-P3
	Priority Level
	Low
	CVSS V3 Score Range
	0.1 - 3.9
	Definition
	Issues that affect singular users and require interaction or significant prerequisites (MitM) to trigger.
	Examples
	Common flaws, Debug information, Mixed Content
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/handbook/engineering/development-process

Any process is a balance between speed and control. If we have a long process that requires extensive QA and 10 approvals, we will never make mistakes because we will never release anything.

However, if we have no checks in place, we will release quickly but everything will be broken. For this reason we have some best practices for releasing things, and guidelines on how to ship.

How to decide what to build

Set milestones

To start, Product and Engineering should align on major milestones (e.g. Collaboration) which we have strong conviction will drive our success metrics for a feature.

There are two types of goals.

	Moonshots: These are big, scary goals where we expect to fail 50% of the time. If we fail we expect to learn something equally as valuable as if we succeed. Just scraping the goal counts as a success.
	Roofshots: These might also be big, but we expect to achieve them 100% of the time. These can be goals where we cannot afford to fail (e.g. Launch feature to keep us compliant with new regulation), or where we are confident in our approach and don’t foresee unexpected risks or issues.


Goals should be time-bound, but since we primarily use goals for our two-weekly sprint planning we should consider them generally timebound to two weeks.

Use the following principles:

	Clear: Anyone with general context can read it and instantly know what specifically it means to achieve it (i.e. NOT “refactor components”)
	Finite: There should be an obvious end to the goal and cannot go on forever (i.e. NOT “improve dashboards”)
	Assessable: You can validate whether or not you’ve achieved the goal - it doesn’t need to be a metric (e.g. Increased signups by 20% or Events can be ingested in any order)
	Meaningful: If we achieve this goal it will solve a real need for our customers (i.e. a 10x improvement in performance sounds great as a goal - but it's not meaningful if our customers are happy with the current performance)
	Challenging: It should too big for one person to solve on their own and require creativity or brute force to achieve in the proposed time-frame (e.g. ship correlation analysis with a killer feature no one else has)
	Homogenous: The goal should be all about achieving a single meaningful thing and not a collection of unconnected things (i.e. NOT ‘Improve query performance and launch collaboration MVP’)


Assign an owner

A single engineer should be accountable for a milestone partnering closely with other functions to ensure it’s successful.

Think about other teams

Most things won't cause issues for other teams. However, if it will, don't "align teams" or write a huge RFC (unless that'd help you). Do a quick 1:1 with the most relevant person on another team.

Consider:

	The scale of the customer you're building for
	If you can get from your hacky MVP to production-ready easily. It's OK to start with basic, but be mindful of making it harder to fully roll something out in future.
	If you know what you're doing or need someone from another team's expertise to get the right architecture or overall approach. We have lots of experienced people, get their help if you would benefit from it.


If this is a big feature which will need an announcement, content, or other marketing support then it's never too early for the owner to let the Marketing team know. Drop a post in their Slack channel or tagging them on an issue.

Break up goals

The owner turns the ambiguous milestone into a roadmap of ambitious, meaningful, sprint-sized goals, thinking 2 - 3 sprints ahead to give other functions time. Goal principles still apply.

Iterate through the work

We used to have company-wide sprint planning sessions but as we've grown there were so many teams that it started being plan-reading and not planning.

PostHog works in two week iterations. Each team plans their work together and adds their sprint plan to a pinned issue in GitHub [external link]. If the issue for the next iteration doesn't exist when you come to comment on it then you create it.

When planning your work you should also have a retrospective for the previous iteration. Like most things at PostHog this can be a very low ceremony retro and ideally checking the team is working on the right things in the right way is a frequent thing not a once a fortnight thing.

Work in the iteration should:

	be concrete and probably achievable in 2 weeks
	have a clear owner in the team
	have a clear link to the team or company goals


As one of our values is Why not now? [external link], during the iteration you might come across something that should be much higher priority than what was already planned. It's up to you to then decide to work on that as opposed to what was agreed in the planning session.

Evaluate success

Review impact of each major milestone and feedback into the planning process.

When we review the status of goals we classify them as follows:

	Nailed it: We hit the goal spectacularly. High fives all round.
	Scraped it: We almost hit the goal, but we'll need to do a little bit more next sprint to tidy up. We should adjust our workload to have fewer resources on big goals during the next sprint to comfortably get this finished.
	Failed it: We were nowhere near hitting the goal, but we learned some valuable lessons. We're going to go back to the drawing board. Maybe the goal wasn't right or maybe there's a different way to approach it?


What about the small stuff?

Not everything directly contributes to a company level goal. It’s important that the small stuff also gets done for us to succeed. Use the following principles:

	Yes, and: Be encouraging and helpful with others who are innovating. All of our biggest wins have looked like bad ideas early on.
	Dogfooding: Use the product yourself. When you see something that annoys you, fix it.
	Side quests: Smaller projects you are passionate about but may not shoot up our metrics (e.g. turbo mode).
	Support hero: Support hero dedicates all of their time to customers, solving the wild and wonderful issues our customers find each week.


Sizing tasks and reducing WIP

Efficient engineering organizations actively reduce Work In Progress [external link] (WIP) to avoid negative feedback loops that drive down productivity.

Hence, a PR should be optimized for two things:

	Quality of implementation
	The speed with which we can merge it in


PRs should ideally be sized to be doable in one day, including code review and QA. If it's not, you should break it down into smaller chunks until it fits into a day. Tasks of this size are easy to test, easy to deploy, easy to review and less likely to cause merge conflicts.

Sometimes, tasks need a few review cycles to get resolved, and PRs remain open for days. This is not ideal, but it happens. What else can you do to make sure your code gets merged quickly?

	First, start your own day by responding to review requests from colleagues, and unblocking their work. This builds goodwill and encourages them to also review your code in priority. Otherwise, if everybody jumps to implement new features before reviewing WIP, we will end up with three [external link], different [external link], PRs [external link], all for the same thing.
	Test your code. Always read through your PR's changed lines, and test everything yourself, before handing it over for review. Remember that your colleagues are busy people, and you must do what you can to save their time. There's nothing more annoying than an extra 30 min review cycle that starts with "Almost there, just it's all black now, and remove that console.log please".
	Help your reviewer by leaving comments that help them review trickier bits. Better yet, write these directly into the code, either as comments or by clearly labelling your variables.
	It's always good to put new features behind feature flags [external link]. It's even better to develop partial features behind feature flags. As long as it's clear what needs to be done before a flag can be lifted, you can usually get the smallest bit of any new feature out in a day this way.
	Don't be afraid to restart from scratch if the PR gets out of hand. It's a bit of time lost for you, but a lot of time saved for the reviewer if they get a clean PR to review.
	Push your code out as a draft PR early on, so everyone can see the work in progress, and comment on the validity of the general approach when needed.
	Remember that PRs can be reverted as easily as they can be merged. Don't be afraid to get stuff in early if it makes things better. Why not now? [external link].
	Most importantly, really understand why it's paramount to reduce WIP [external link], until you feel it in your bones.


Writing code

We're big fans of Test Driven Development [external link] (TDD). We've tried to create test infrastructure that helps you rather than annoys you. If that isn't the case, please raise an issue! Keeping tests on point is a high priority to keep developer productivity high.

Other than that, you know what to do.

Creating PRs

When you have a piece of code ready to be reviewed, create a PR. Link the PR to the issue it solves, and add a clear description of what the PR does and how to test it. Follow PR templates if they exist for the area you're working on.

All PRs should be attributable to a human author as far as possible, even if they were assisted by an agent.

Fully automatically generated PRs might come from an agent like PostHog Code or from systems like Dependabot. These PRs are fine, but they should be clearly labelled as such and include a clear description of the changes being made and any relevant context about the generation process. These PRs should in turn never be attributed to a human author, as the changes were not directly or indirectly made by a human.

For external contributors, our AI contributions policy [external link] covers expectations around AI-assisted PRs.

To make sure our issues are linked correctly to the PRs, you can tag the issue in your commit.

git commit -m "Closes #289 add posthog logo to website"

Testing code

See: How we review.

Storybook Visual Regression Tests

In our CI pipeline, we use Playwright [external link] to load our Storybook stories and take snapshots. If any changes are detected, the updated snapshots are automatically committed to the PR. This helps you quickly verify whether you've introduced unexpected changes or if the UI has been altered in the intended way.

Check the test-runner.ts file to see how this is configured. We use the @storybook/test-runner package; you can find more details in the official Storybook documentation [external link].

Running Tests Locally

	Start Storybook in one terminal:


`bash pnpm storybook # or pnpm --filter=@posthog/storybook `

	Install Playwright and run the visual tests in debug mode in another terminal:


`bash pnpm exec playwright install pnpm --filter=@posthog/storybook test:visual:debug `

This setup will help catch unintended UI regressions and ensure consistent visual quality.

If you wish to locally run test-runner.ts and output all snapshots:

pnpm --filter=@posthog/storybook test:visual:ci:update

Or if you wish to run one particular story:

pnpm --filter=@posthog/storybook test:visual:ci:update <path_to_story>

# example: pnpm --filter=@posthog/storybook test:visual:ci:update frontend/src/scenes/settings/stories/SettingsProject.stories.tsx

Merge conflicts with visual regression snapshots

It happens often that your PR will show conflics with our snapshots, as our CI pipeline will run test-runner.ts on every push, generating and pushing to your PR any significant visual changes.

Github does not allow for conflict resolution inside their website, so you must do it manually.

The following is done on your branch in question.


	Bring your branch up to date with master.


`bash git fetch origin `

	Rebase master into your branch


`bash git rebase master `

	Rebase your upstream into your local branch


`bash git pull --rebase <your branch> `

In your terminal, it should show you the conflicts mimicking what you see in your Github PR.

warning: Cannot merge binary files: frontend/__snapshots__/<conflicted_file_1>.png (HEAD vs. xxx (Update UI snapshots for `chromium` (1)))
Auto-merging frontend/__snapshots__/<conflicted_file_1>.png
CONFLICT (content): Merge conflict in frontend/__snapshots__/<conflicted_file_1>.png
error: could not apply xxx... Update UI snapshots for `chromium` (1)
hint: Resolve all conflicts manually, mark them as resolved with
hint: "git add/rm <conflicted_files>", then run "git rebase --continue".
hint: You can instead skip this commit: run "git rebase --skip".
hint: To abort and get back to the state before "git rebase", run "git rebase --abort".

If all your conflicts are only snapshots, you can simply skip it.

git rebase --skip

If all conflicts go away, then

git push origin --force <your branch>

Why does this work? As we mentioned earlier, our CI runs test-runner.ts on every push, so we don't really care if these images are conflicted as they are regenerated after you push to your branch.


Deployed Preview

You can spin up a real deployed PostHog instance to test your branch by adding the hobby-preview label to your PR. This uses the hobby (Docker Compose) self-hosted setup under the hood.

How it works:

	Add the hobby-preview label to your PR
	CI creates a DigitalOcean droplet and deploys PostHog with your branch
	A comment is posted to the PR with the preview URL (e.g., https://hobby-pr-12345.posthog.dev)
	The droplet persists across commits so you can iterate
	Remove the label or close the PR to clean up the droplet


When to use it:

	Testing changes in a real deployed environment
	Manual QA before merging
	Verifying Docker Compose or deployment script changes


The workflow also runs a smoke test (health check) automatically on PRs that touch deployment-related files.

Reviewing code

PRs can be written by humans or by agents (like PostHog Code). Either way, every PR needs a review before merging, and a human always merges.

Who should review depends on who wrote the code (see Creating PRs):

	Human-authored PRs can be reviewed by a team member or by Stamphog, our AI approval agent. Stamphog runs deterministic checks first (size, file ownership, tier) and then does an LLM review for approval eligibility and suggestions. If Stamphog approves, a team member can merge.
	Agent-authored PRs always require a human review since we want at least one human in the loop. A team member must review the PR and approve it before merging.


We encourage the use of AI review agents (Codex, Copilot, Greptile, etc.) on PRs. Their comments and suggestions don't count as an approval, but they catch things humans miss and speed up the review process.

When reviewing a PR, we look at the following things:

	Does the PR actually solve the issue?
	Does the solution make sense?
	Will the code perform with millions of events/users/actions?
	Are there tests and do they test the right things?
	Are there any security flaws?
	Is the code in line with our coding conventions [external link]?


Things we do not care about during review:

	Syntax. If we're arguing about syntax, that means we should install a code formatter.


Merging

Merge anytime. Friday afternoon? Merge.

Our testing, reviewing and building process should be good enough that we're comfortable merging any time.

Always request a review on your pull request (or leave unassigned for anyone to pick up when available). We avoid merging without any review unless it's an emergency fix and no one else is available (especially for posthog.com).

Once you merge a pull request, it will automatically deploy to all environments. The deployment process is documented in our charts repository [external link]. Check out the #platform-bots Slack channel to see how your deploy is progressing.

We're managing deployments with ArgoCD [external link] where you can also see individual resources and their status.

Deploy notification bot

After your PR is deployed to an environment, a bot automatically comments on the merged PR with the deployment status. The dev deployment triggers the initial comment. As prod-us and prod-eu finish deploying, the bot updates the same comment in-place rather than posting new ones.

If you don't see a comment on your PR after a deploy, give it a few minutes -- the notification runs after ArgoCD finishes syncing. If it still hasn't appeared, check the deploy workflow [external link] in PostHog/charts for failures.

Verifying your deployment

After merging, your code should deploy automatically. If you need to verify your changes are live (or troubleshoot why they're not), here's how:

1. Check state.yaml (what should be deployed)

The charts repository state.yaml [external link] is the source of truth for what ArgoCD is trying to deploy. Find your service (e.g., ingestion, posthog) and check the commit SHA listed.

2. Check running pods (what's actually deployed)

If you have cluster access [external link], verify what's running:

# Find your service's pods
kubectl -n posthog get pods | grep <service-name>

# Get the image/commit running on a pod
kubectl -n posthog get pod <pod-name> -o jsonpath='{.spec.containers[0].image}'

3. Verify your commit is included

Use git merge-base to check if your commit is an ancestor of the deployed commit:

git fetch origin
git merge-base --is-ancestor <your-commit-sha> <deployed-commit-sha> && echo "Deployed" || echo "Not deployed"

4. Troubleshooting with ArgoCD

If state.yaml shows a newer commit than what's running on pods, check ArgoCD:

	Find the specific app - Don't just look at the parent grouping (e.g., ingestion). Drill down to the specific environment app like ingestion-events-prod-us or posthog-prod-eu.


	Check sync status - Is it "Synced" or "OutOfSync"? When was the last successful sync?


	Check if auto-sync is enabled - Some apps may have auto-sync disabled and require manual syncing.


	Look at the diff - Click "DIFF" to see what's different between desired and live state.


Common deployment issues

	Symptom	Likely cause	Solution
	App shows "OutOfSync"	Auto-sync disabled or sync error	Check if auto-sync is enabled; try manual sync
	state.yaml updated but pods unchanged	ArgoCD hasn't synced yet	Check ArgoCD app status; may need manual intervention
	Pods running old commit	Rollout stuck or image not built	Check deployment rollout status; verify CI built the image
	Can't find your service in ArgoCD	Looking at wrong app grouping	Search for your specific service + environment (e.g., ingestion-events-prod-us)


If a deployment appears stuck, reach out in #team-infrastructure.

Documenting

If you build it, document it [external link]. You're in the best position to do this, and it forces you to think things through from a user perspective.

It's not the responsibility of either website team or content team teams to document features.

See our docs style guide for tips on how to write great docs.

Releasing

There are a few different ways to release code here:

	just release the code change directly
	when you have hign confidence the change is safe
	release it behind a flag and slowly roll it out
	when you don't need to run an AB test but want to be sure you can check the impact of the change
	release it behind a flag and roll it out on demand (we call this a closed beta)
	when you want to slowly release this to people who know they'll likely need to give feedback
	you know it isn't complete and you need early feedback
	release it behind a flag and run it with an AB experiment
	you don't know what impact it will have and want to measure it
	release it behind a flag and put it in a feature preview (we call this an open beta)
	when you want to slowly release this to people who know they'll likely need to give feedback
	you know it isn't 100% and you need feedback
	run old and new at the same time
	sometimes called the strangler fig https://martinfowler.com/bliki/StranglerFigApplication.html
	run both old and new and compare the output / effect
	you can then cut across (sometimes in stages) before removing the old code


Best practices for full releases

Opt-in betas can have rough edges, but public betas and full releases should be more polished and user friendly.

Engineers should apply the following best practices for all new releases:

	Ensure Marketing is aware of the launch, so a launch plan can be created.
	Ensure docs are updated to reflect the new release.
	Ensure all new features include at least one pre-made template (or equivalent) for users.


When to A/B test

There are two broad categories of things we A/B test:

	Changes intended to move a metric (eg. changing CTAs to see if it improves click-through)
	Changes that could impact large swaths of users and their behavior, to make sure there is no negative impact (eg. moving all items in the left nav into a drawer)


The former is an optimization scheme; the latter makes sure we don't break things. Just like we create tests in our codebase to make sure new code doesn't disrupt existing features, we also need to do behavioral testing to make sure our new features aren't disrupting existing user behaviors.

A/B tests make sense when:

	There is sufficient traffic to give results in 1-2 weeks
	The change isn't simply adding a new feature (eg adding a totally new feature and A/B testing if people use the feature isn't exactly informative, though you should be looking at metrics for features you ship to see if anyone uses them)
	If the feature is designed to improve some other metric like retention or stickiness, then test away!
	The change impacts user behavior (eg most backend changes should have code tests - not behavioral A/B tests)


If you're not sure something should be A/B tested, run one anyway. Feature flags (which experiments run on top of) are a great kill-switch for rolling back features in case something goes sidwways. And it's always nice to know how your changes might move the numbers!

It's easy to just think "this makes more sense, let's just roll it out." Sometimes that's okay, sometimes it has unintended consequences. We obviously can't and shouldn't test everything, but running A/B tests frequently gets you comfortable with being wrong, which is a very handy skill to have.

A/B test metrics

Experiment design is a bit of an art. There are different types of metrics [external link] you can use in PostHog experiments. Another benefit of running experiments is forcing yourself to think through what other things your change might impact, which oftentimes doesn't happen in the regular release cycle!

Generally, a good pattern is to set up 1-2 primary metrics that you anticipate might be impacted by the A/B test, as well as 3+ secondary metrics that might also be good to keep an eye on, just in case. If you aren't sure what metrics to be testing, just ask! Lots of people are excited to help think this through (especially #team-growth and Raquel!).

Releasing a new product

We can release alphas and betas both as publicly available, or opt-in. See: Releasing new products and features.

It's always worth letting Marketing know about new betas so they can help raise awareness. The owner should tag them on an issue, or drop a message in the Marketing Slack channel.

Betas are usually announced as milestones on the public roadmap and included in the changelog by Marketing.

Product announcements

Announcements, whether for beta or final updates, are a Marketing responsibility. See: Product announcements.

In order to ensure a smooth launch the owner should tell Marketing about upcoming updates as soon as possible, or include them in an All-Hands update.

It's never too early to give Marketing a heads-up about something by tagging them in an issue or via the Marketing Slack channel.

Self-hosted and hobby versions

We have sunset support for our kubernetes and helm chart managed self-hosted offering [external link]. This means we no longer offer support for fixing to specific versions of PostHog. A docker image is pushed for each commit to master [external link]. Each of those versions is immediately deployed to PostHog Cloud.

The deploy-hobby script [external link] allows you to set a POSTHOG_APP_TAG environment variable and fix your docker-compose deployed version of PostHog. Or you can edit your docker-compose file to replace each instance of image: posthog/posthog:$POSTHOG_APP_TAG with a specific tag e.g. image: posthog/posthog:9c68581779c78489cfe737cfa965b73f7fc5503c
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/handbook/engineering/tech-talks

We encourage engineers to give tech talks on topics they're interested in/knowledgeable about.

Recording links are only accessible by the PostHog team.


Here are our talks so far:

	"PostHog Cloud infrastructure" by James Greenhill [external link]
	"Let's Talk About PyCharm" [external link] by Marius Andra [external link]
	"Approaches to scaling" by Karl-Aksel Puulmann
	"Databases 101" [external link] by James Greenhill [external link]
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/handbook/engineering/product-design

We believe that everyone is a designer. Because we hire generalists, there is no expectation that every project should start by running through design first. It is up to you when to involve our product designers in your work.

You should start by identifying the stage and goals of your project.

v0.1 or v2?

As the feature owner, you should make a choice if you're building a very basic first iteration of something, or if you're improving the experience.

There are two paths for creating the first version of a product: v0.1 or MVP (even earlier).

v0.1

If we're attempting to reach parity on a product or feature with other competitors in the space – and there's a clear path toward how a product should work or look – there's no need to loop in a designer. You should make your best judgement, while leveraging our design system [external link] to build your feature.

MVP

If you're shipping an entirely new feature (i.e. SQL for PostHog), then you should figure out if any users even care (!), which usually means creating an MVP and releasing it behind a feature flag to some friendly users. (Pro tip: make friends by being support hero [external link].)

During both of the above approaches, designers are happy to provide light recommendations that will improve the user experience without becoming a blocker to shipping.

v2

If you're improving an existing feature that is popular, you are probably creating v2. Typically when we decide to ["Nail [a specific feature]"](/blog/product-360#4-we-created-two-very-basic-frameworks), it's worth working closely with design to figure out how we can 10x our product vs. competitors.

However you're building, please communicate to product design what your expectations are!

Feature Complexity

The more complex a feature is to implement, the more likely it is that involving product design will make you faster.

Your design skill

We generally hire full stack engineers, but some people think more like designers than others. This is fine - you should play to your strengths.

The less strong you are at design, the more we'd encourage you to involve a product designer.

If you're unsure about your skill level, ask a product designer for direct feedback. This is a book we'd recommend [external link] if you want to learn the mindset.

Scenarios for looping in product design

If you built something and just need some polish...

Feel free to share a link (or screenshot) of what you've built. We can provide UX or design feedback for your consideration.

If you built something and realize it needs some UX love...

Share a link (or screenshot) of what you've built. Depending on the state of the project, we can either go back to the wireframe stage to rethink some things, or figure out a phased approach to incremental improvement.

If you designed your own wireframes or mocks...

Sometimes if you have domain knowledge or have been thinking about a project for a while, it might make more sense for you to start the design process. Feel free to share with us for a second opinion, or if you think certain UIs or flows are suboptimal.

Need help brainstorming a flow? Pair with a product designer

If you'd like the help of a product designer on an MVP/v0.1-type project, a 30-60 min Zoom working session is a great way to brainstorm and sketch out ideas. Since our design team is small, we try to avoid too much "homework".

Usually during quick syncs like this, it's enough to help an engineer work through complex UX issues. Reach out to Cory if you're interested in a synchronous session like this.

Product design capacity

Sometimes product design may push back if they simply don't have capacity. It's subjective when this may happen, and it'll usually be in cases where they feel they won't be as helpful based on the above.

Read more about how product design works at PostHog - it's very unique!
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/handbook/engineering/product-design-process

No product design within small teams

We encourage engineers to act like feature owners, carrying a project from ideation to completion. We maintain a design system in Storybook [external link], so engineers can build high-quality features independently, as much as possible.

Because engineers choose their sprint tasks near the beginning of a sprint (and product doesn't plan tasks for engineers in advance), our process doesn't allow for us to have a product manager and a designer to work closely together before a task gets selected by an engineer.

In our process of short, 2-week sprints with no pre-planning, design would become a blocker to an engineer quickly iterating on a feature. Thus, engineers don't get support from product designers. Product designers should deliver high quality components. The product teams should have people in them that can ship good-enough quality interfaces using those components. If that's not true, we should hire or move people around.

Learn more about how we decide this in our guide to working with product designers, for engineers.

Requesting artwork and brand materials.

Need some custom artwork? Read the art and branding request guidelines [external link].

Portfolio
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/handbook/brand/overview

The Graphics team focuses on creating all illustration and art work for PostHog. As the team responsible for PostHog's visual identity, they have the final say on all such matters, including in regards to brand.

The Graphics team works closely with all teams at PostHog.

This team does not own product design or website design, which are handled by the engineering teams and the website team respectively.
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Brand matters to us, greatly. It's one of the four major reasons people get recommended PostHog so directly helps us grow. Everyone else is largely terrible at it so it's a massive opportunity to build a long term advantage as a company, and frankly it's fun. It's every interaction we have with our users and comes from how the company itself is designed. It's more than hedgehogs:

	How our pricing [external link] works
	The way we word [external link] our emails
	The vibe on sales [external link] calls
	You get it by now


The harsh truth of cat videos

When it comes to attention on the internet, you are competing with cat videos and TikTok, not B2B SaaS competitors. Be realistic - if it's not actually funny (and it's "corporate try hard") then it's not good enough. At one point we realized we were getting cutesy - "ooh a hedgehog". That's not interesting enough for people outside PostHog, even if we think it's cool.

It is thus encouraged to be rogue / sarcastic / meme-y / unhinged / weird.

Our competitors are (i) more defensive and self-interested in their approach (focused on optimizing revenue growth), and (ii) more boring. Let's keep it that way. If we have fun, we'll stick it out longer and will win in the long term.

Brand first

We should always optimize to not piss users off unless they're being totally, extremely unreasonable, in which case figure out how to be the bigger person. Even when that costs us revenue.

For example, we should refund [external link] customers when they screw up their tracking and get a shock bill.

Pavlovian merch response

Give it out [external link] to people who say nice things about us. That'll create an army of developer warriors fighting for PostHog on the internet!

Breaking bad news

Sometimes you may need to tell customers something they don't want to hear - e.g. "we don't have X planned in our roadmap". Instead of a vague "I'll share this feedback" type response, be specific and give context like "Hey we don't have that planned because we're focused on X, Y, Z at the moment. If you want to suggest it to the wider team, you can do so by X".

Karma

Be helpful to other companies. We are here to increase the number of successful companies in the world – especially those with high potential that are putting in the work, like YC current batch ones. For example, if a YC company reaches out, take them seriously and buy their product (if it's genuinely valuable and safe to do so) or give direct feedback if not.

Hacker News premortem

Hacker News is a very intensely logical and critical place – in a good and bad way. If you are doing something think, "How would this go down on Hacker News?" If the answer is "poorly" then change it. This rule of thumb applies to everything, not just stuff literally getting posted there.

Brand assets

We keep a comprehensive list of brand assets and guidelines for their use on the dedicated brand assets page [external link].
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/handbook/brand/style-guide

This guide explains how the PostHog brand should appear across:

	the website
	the product UI
	documentation
	blog content
	marketing
	external assets


Brand != marketing

It's the sum of how people experience PostHog – from the homepage to documentation to support conversations.

Our goal is simple: earn the trust of developers.

Developers tend to distrust marketing. They prefer tools that feel human, honest, and thoughtfully built, not overly polished corporate brands.

Because of this, PostHog deliberately avoids sounding or looking like typical B2B SaaS companies.

Brand is everyone's job

Every interaction contributes to the brand.

Two ideas shape how we build and present PostHog.

Yes and…

We expand ideas instead of shutting them down. This mindset encourages creativity and experimentation.

It'd be better if we built it ourselves

The best products are built by people who care deeply about what they create.

In practice: everyone who ships something contributes to the brand.

Brand personality

	PostHog should feel	Avoid being
	Opinionated	Corporate
	Human	Generic
	Slightly weird	Overly polished
	Thoughtful	Forced or cheesy
	Direct	
	Honest	


Developers connect with products that feel authentic, not brands trying to sound impressive.

Voice and tone

Write the way you would explain something to a smart friend.

	Be clear and simple
	Avoid jargon
	Avoid buzzwords
	Avoid fluff
	Be conversational
	Be honest


Humor is welcome, but it should never feel forced.

The dating profile test

Most SaaS companies write like they're submitting a résumé. Safe. Formal. Generic.

PostHog writes more like a dating profile: authentic, memorable, slightly weird, showing personality.

Users don't connect with product specs. They connect with people and ideas.

Design philosophy

PostHog design focuses on thoughtfulness and clarity, not looking luxurious.

Taste > polish

Design should feel crafted, not corporate. A thoughtful design builds trust.

Care about the details

Small details communicate quality. Examples: typography, spacing, illustration, layout, visual balance.

Users may not consciously notice them, but they still feel them.

Be intentional

Every design element should serve a purpose. Design should help:

	explain something
	guide attention
	improve readability
	add personality


Avoid decoration without meaning.

Visual identity

The PostHog visual style is intentionally distinctive. It should feel: handcrafted, playful, slightly weird, thoughtful, recognizable.

If something could exist on any other SaaS website, it probably isn't PostHog enough.

Core visual elements

Hedgehogs

Hedgehogs are a core brand element (though not every asset needs one).

Guidelines:

	Bold monoline
	No highlights
	Two tone shadow (one at 100% opacity to be used sparingly, one at 24% for creating depth, shadows always to be #000000 black)
	Playful personality


The hedgehog is a creative vehicle for translating our personality into something expressive and alive.

Illustration

Illustrations help explain ideas and add personality. They should:

	Support the content
	Tell a story
	Feel hand-crafted
	Remain simple


Avoid:

	Stock illustrations
	Trendy SaaS artwork
	Overly complex drawings
	Boring or obvious designs


Simple is usually better.

Typography

Primary fonts:

	IBM Plex Sans – main typography
	Squeak – expressive marketing headlines
	Loud Noises – used for quotes in hedgehog artwork


Typography should prioritize readability, hierarchy, and clarity.

Color

Color should guide attention rather than dominate the page.

General approach:

	Solid backgrounds
	Limited palette
	Illustrations more colorful than the layout


Avoid:

	Gradients everywhere
	Too many colors
	Visual noise


PostHog vs. typical SaaS

		Average SaaS	PostHog
	Headline	Buzzwords	Clear and direct
	Visual style	Gradients and abstract shapes	Custom illustrations
	Tone	Formal	Conversational
	Design goal	Look professional	Look intentional
	Brand	Generic	Distinctive


Common mistakes

Generic SaaS design – Gradients, blobs, and stock illustrations make designs forgettable.

Decoration over clarity – Design should support the content, not distract from it.

Forced humor – Humor should feel natural.

Overly polished designs – Perfect designs can feel corporate.

Copying competitors – PostHog aims to be distinctive, not trendy.

Design checklist

Before publishing something, ask:

	Does this feel like PostHog?
	If you remove the logo, will it still feel on brand?
	Is the message clear?
	Is the design intentional?
	Does it feel human?
	Would someone enjoy looking at this?


If the answer to most of these is yes, you're probably on the right track.

The goal isn't to look expensive. The goal is to make people think: "Someone clearly cared about making this."
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Looking for our brand style guide? Look no further. [external link]


Different ~~by~~ with design

Design at PostHog works differently than most companies. We fundamentally believe that we can differentiate ourselves with design – by thinking outside the box and pushing boundaries. This means we're not structured like a typical design org.

How our customers interact with product analytics (and other tools) has largely remained unchanged since these tools were created over the past couple decades. There's nothing wrong with how they work currently, but people were also very happy with riding horses until cars were widely adopted.

Does that mean we're going to change how everything works? Not necessarily. It just means we have the freedom to try different things and see what sticks.

Our philosophy started with our website

Our first design hire was our graphic designer, Lottie. It's not every day you see a graphic designer in the first 5 hires! This was the result of a belief by our founders that having a bold, yet relatable brand would be a differentiator.

After a year of constant iteration on our website and docs over 2021-2022, we landed in a place where our website is now a reference for many other startups who are looking to do something innovative with their websites.

We're now extending this thinking into our product.
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Want PostHog to be involved in your event? See how we do Community events. Want to start a co-working group for builders? Check out our Community incubator program and submit the form [external link]. If you'd like to add an IRL event to the events page [external link], contact Daniel Zaltsman or Kliment Minchev.


We did 45 events in real life (IRL) in 2025 and we're just getting started. While we’re 100% remote and set up to work asynchronously–we've found real benefits in getting together with users in real life. All our public events are showcased on the events page [external link].

Events have to be focused on and valuable to our ICP [external link]. We prefer not to be a small fish in a big pond, hence we mostly pass on big conferences. And we prefer pull [external link] over push, so we gravitate towards content and formats that educate and activate while avoiding booths, badge-scanning, buying attendee lists, paying to speak, and webinars.

The event formats we prefer (and organize ourselves) fall into one of these:

	Hands-on gatherings that enable our users to build better products for their customers
	Experiences that allow engineers and founders to walk away with unique product engineering insights
	Getting product engineers [external link] together to identify problems and build solutions for users
	AFK time that we ourselves enjoy like hiking, gaming, cycling, cooking classes, etc.


All plans come together – from conception through to final delivery – on our event management tool [external link] which centralizes owners, logstics and feedback in one place.

Community incubator

We connect builders around the world by helping them start IRL micro-communities that gather for recurring co-working sessions. As we know from our own sprints, offsites, and hackathons, we can build a whole lot when we gather in person with other people who have a bias for action.

We have already seen how this format makes a higher impact on communities because of the velocity built over weeks and months of communal work, collaboration, and creativity.

[image: Philadelphia incubator]

Taj leading his builder group in Philadelphia

Geographies

The pilot program [external link] started in tech hubs mostly in North America, UK, and EU. We now have communities in Austin, Philadelphia, Singapore, New York, Barcelona, and Lahore. At this time, we're open to groups starting in any city with a population of more than half of a million people.

Co-working structure

The focus is on weekly, bi-weekly, or monthly gatherings with small groups of ~10 people. Gatherings typically take place during weekday evenings or weekends and go for about 3 hours.

Discuss → Build → Demo

We suggest starting with a roundtable discussion of the latest dev news and trends, then each builder can set their own goals for the session. Allow at least 2 hours for building, and then close out the session with demos to show off what you built. Outside of co-working, the group is encouraged to get together to connect for an AFK activity such as a walk, bike ride, hike, or local sightseeing.

Venues

The ideal venues for the community incubator are free-to-use spaces conducive to a group comfortably working (accessible, quiet, Wi-Fi-enabled.) They are typically held in tech or VC offices that have an available room, libraries, and co-working spaces. If you have a venue and want to host a builder group, reach out to Daniel [external link] directly.

Community events

Community events are in real life (IRL) manifestations of our mission [external link] organized by enthusiastic partners and customers. They usually originate when someone has identified an interesting topic or problem set for an event and want to help people move faster [external link], smarter, and more together.

These are some of the event formats we're most actively pursuing:

	Builder Breakfasts: bringing together 35 engineers for unconference-style discussions of hyperspecific software problem sets they are encountering. Breakfast served.
	AI Talks with Demos: technical meetups for 75 people with live demos, where startups and scaleups demonstrate how they're deploying AI native tools to solve various problems.
	Founder Fireside deep dives with one of our co-founders (Tim Glaser and James Hawkins) for 100 founders and product engineers.


What community events are not for:

	Forcing PostHog or any other product into conversations with people
	Watching or planning things rather than doing them
	Just networking for the sake of chit chat


Formulating a purpose and structure

All impactful event follow the principles of user-driven development which stem from the user problem or requests. Who is the ideal attendee profile for your event? They might be your customers, fellow founders, local engineers or any other collection(s) of people. Talk to them first to validate if the event is worth your time.

Put real effort into this first step. Defining the "what, why and how" of an event beforehand will pay off on event day. Let our shared values [external link] guide you. Don’t submit your event for support until your answer to “Would I attend this?” is a clear “YES!”

Getting support

Financial support: We are happy to support the growing ecosystem of PostHog users and product engineers more broadly through financial sponsorship. We do this often for events that align with everything outlined on this page. Budgetary support typically falls in the range from $500 to $3,500. When we support monetarily, it almost always involves some added level of engagement.

Speakers: Want a speaker in our ecosystem (team PostHog [external link], customers, partners)? We’ll try our best. When considering speakers for your events try to avoid:

	Corporate speak aficionados spewing tedious enterprise marketing nonsense
	People LARPing (live action role-playing) as executives
	Loudest person pretending to know more than they do


Content: If your speaker(s) are unsure of what to talk about, consider going back to the purpose of the event. Otherwise, we [external link] have [external link] plenty [external link] of [external link] material [external link] for [external link] your [external link] inspiration [external link].

Merch: We use the store merch processes [external link] to handle distribution of PostHog-branded merch. We tend to be generous with merch for community events. Outline what you had in mind in the issue.

Co-promotion: Most of the time the help requested is in the form of promotion. As a general rule, we don't promote events we aren't supporting or co-hosting ourselves. We decide when to repost community events on our social media channels and email on a case by case basis.

Venue and catering: Identify the vendors and costs and include them in the GitHub issue. If the event will not be possible without monetary support, make that clear. We may support the cost of venue, food, or beverages but require the paper napkin math.

Feedback: You’ll learn more by doing than planning so don’t worry about having every detail complete before submitting for feedback from our team.

Branding it

Our brand is a reflection of us and how we’re experienced by others [external link], including events.

Words: Naming products is hard. Same goes for naming events and writing their descriptions. As a prerequisite, read our primer on writing for developers [external link]. Try your best to come up with event names that communicate the 'what?' and will attract the 'who?' And then again ask yourself, "would I attend this?"

Pictures: Every event is improved with a flyer or poster that showcases the essence of the experience. We keep a comprehensive list of brand assets and guidelines on the brand assets page [external link]. Share your assets and we’ll give feedback. Depending on the scale and timing of the event, our team may be able to help with branding as well.

Event recaps

Community events are better when organizers share what happened, what you learned, and any follow-up actions. We value feedback and expect the same from event organizers. In addition to what you learned and feedback from attendees, we ask that you share any photos, videos, quotes, data points with our team.

Sponsoring external events

We often get invited to sponsor events - these range in size, location, and audience. We rarely say yes.  For these to be a worthwhile endeavor, the sponsorship should be a win-win primarily for the end user and secondarily for us. Hence, it's important that the audience, content, format, and ethos to all align. Even if we don't sponsor financially, we encourage team members to speak at events and we can support with merch. Ask in the #team-irl-events [external link] channel.

Speaking at events

If you're interested in attending or speaking at a developer conference, consider submitting a CFP (Call for Papers) to one of these events taking place in 2026 [external link]. If you don't see an event you're interested in, please add it directly in the reference sheet [external link].

For first-time yappers, reference the speaker's guide. If you need inspiration for a talk, pretty much any practice we use for actual production code is fair game. This includes integrations and implementations with other products. And at this point people are interested in not just what we build but how we did it.

Sponsoring student organizations

Sometimes students at varying universities ask us if we are interested in sponsoring their career fairs, hackathons, or other student-led initiatives. We don't currently participate in these. Although we don't use specific years of experience as a qualifier for hiring, we rarely hire students straight out of school. If there is a custom partnership you have in mind or it involves an existing employee's alma-mater, ask in the #team-irl-events [external link] channel.
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/handbook/marketing/speaker-guide

You volunteered or have been asked  to speak at a dev meetup, give a demo at a conference, or present PostHog to a virtual or in-person audience. Maybe you said yes before you thought too hard about it. That's fine — good talks happen this way. This guide is for preparing and delivering your talk.

For examples from other speaker, reference slides from previous talks. Have any questions? Ask in #team-irl-events [external link] or ping whoever put you up to this.


1. Know your room before you write a word

Before you build anything, answer three questions:

Who's in the room? A meetup for early-stage founders is different from a Clickhouse conference. Find out: their persona [external link]. Are they product engineers or founders? What sized team do they work at? What stack? What company stage? Also, how many people will be in the room? Ask the organizer — they want your talk to land too.

What format are you filling? Confirm the exact setup:

	Length (20 minutes including Q&A? 45 minutes? Lightning talk?)
	Slides, live demo, or both?
	Will you have reliable Wi-Fi, or should you run demos locally?
	Microphone or projecting your voice?
	Is it recorded?


What else is on the agenda? If you're one of four speakers, you don't want to cover the same ground as the person before you. Get the full lineup.

2. How we talk about PostHog (and how we don't)

No talk should ever be a blatant product or company pitch. Whatever your audience, they didn’t come to this event to receive a pitch (anyone can visit PostHog.com [external link] themselves.)

The PostHog voice in talks:

	Let the work speak. Lead with what you built, what broke, what you learned. PostHog appears naturally because you work here and we love to dogfood.
	Share real lessons. The interesting part of any content is the thing that went wrong, the assumption you had to throw out, the number that surprised you, the unpopular opinion.
	Have opinions. "Here's what I think about this" is more useful than "there are tradeoffs on both sides." Take a position, avoid hedging.
	Be inclusive with language. Avoid jargon that excludes people who aren't already PostHog users. Assume the audience is smart, not that they're familiar.


If you finish writing your talk and the word "PostHog" only comes up three times, that's probably good.

3. Build the talk around one true thing

Kelsey Hightower [external link] — a best in class technical speaker — doesn't use slides as a crutch. He treats his talk like a live demonstration of a belief. Every word moves toward a single point.

Pick your one true thing → build evidence for it → show it working live

That's the whole structure. You don't need five points. One claim and the proof. Good examples of what a "one true thing" sounds like:

	What we learned from pivoting 5 times before reaching PMF
	Lessons from a year of building AI agents in production
	Why we stopped writing unit tests for our data pipeline (and what we do instead)
	How we cut our onboarding drop-off by 60% without a redesign


Notice what these have in common: they're useful to the audience whether or not PostHog exists.

4. Your demo is the talk

Software demos should tell a story, not show features. The biggest mistake we can make demoing PostHog at events is simply narrating the UI instead of showing a problem being solved.

Bad: "So here's the dashboard. You can see we have charts. This one is a trend. This one is a funnel..."

Good: "We shipped a new onboarding flow last Tuesday. By Wednesday I was looking at this drop-off and thinking something was wrong. Here's what I found." Then show that.

Pick one real scenario — something that happened at PostHog related to your work, or something a real user told you. Build the entire demo around it.

Demo setup checklist:

	[ ] Use a demo project, not a live account with customer data
	[ ] Pre-load data that looks real — sparse data makes features look broken
	[ ] Disable notifications on your laptop
	[ ] Silence your phone
	[ ] Bookmark your demo URL — don't type it live
	[ ] Know what happens if Wi-Fi dies (screenshots as backup)
	[ ] Zoom your browser to 125–150% so the back row can read it
	[ ] Test the projector before anyone arrives


If you’re pre-recording your demo, \#team-youtube [external link], has created this helpful guide [external link].

5. Building your slides

A few principles for building out slides:

	Before the slides, start on paper or in a notes app and build out your talk outline
	PostHog talks use our standard slide template [external link] in Figma. Here’s a guide [external link] on how to use it.
	Code on slides: use a large font (24pt minimum), a dark background, and only show the lines that matter. If you're pasting a full file, you've already lost.
	One idea per slide. If you're writing full sentences, you're writing speaker notes, not a slide. If applicable, allow memes to replace text.
	If a slide doesn't support the one true thing you identified in step 3, cut it.
	Speaking of speaker notes, you will save yourself time and head space if you always have notes.


For feedback on design or help with navigating the PostHog brand assets [external link] (Hoggies [external link] included), stop by \#team-marketing [external link]

6. Practice out loud. Twice minimum.

Reading your talk in your head doesn't count. Your mouth is slower than your brain. The VM Brasseur public speaking guide [external link] has a useful rule: practice until the words feel boring to you. If they still feel fresh and interesting when you say them, you haven't done it enough.

Two run-throughs, out loud, at speaking pace, with your actual demo running.

The “cut” rule: If you stumble on a section more than twice in practice, that section is probably bad. Rehearsal reveals structural problems — stumbling usually means the logic isn't clear, not that you need to practice more. Stop, figure out why it's hard to say, and fix the content.

7. The first 60 seconds are everything

Open with something that makes the room lean in:

	An uncomfortable question: "How many of you are flying blind on what users do after signup?"
	A specific number: "We had 847 session replays from one user in a single session. Here's why."
	A short story: "A customer emailed us asking why their funnel had 0% conversion. The button said 'Sumbit'."


Don't introduce yourself first. The host does that. You start with the thing. Then you can re-introduce yourself to set the context of why you’re the person qualified to speak on this subject.

8. Prepare to not know something

We always want to encourage Q&A after our talks as it builds conversation and connection. Someone will ask a question you can't answer. Don't bullshit. The right response: "I don't know — but here's how I'd find out, and I'll follow up with you." Then actually follow up.

If you receive a question that you believe is off-topic or unfitting for the setting, you can let the asked know this and express an interest in moving on to the next one.

9. After the talk

	Express an willingness to keep the conversation going - by letting the audience know that you (and any other team members in the room) are sticking around to chat more.
	Write down the questions you couldn't answer — do this right away so you don't forget and can focus on interacting with attendees the remainder of the event.
	Tell the marketing team — a 2-line Slack in #team-irl-events [external link] with the event recap, approximate audience size, and any interesting take-aways.
	Share your slides — Share them on social, QR code, email, path of least resistance. Don't make people hunt.


---

Examples from previous talks:

	Feb 2026 - Emanuele Capparelli - Lisbon SaaS Founders Presentation [external link]
	Feb 2026 - Michael Matloka - 10 learning from launching an agentic AI product at scale [external link]
	Nov 2025 - James Hawkins - How to build a cult [external link]
	Oct 2025 - Joshua Snyder - Code that fixes itself [external link]
	Oct 2024 - Michael Matloka - Parsing at the speed of light [external link]
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Have something you want to announce? Let the Marketing team know! If it's an iterative update, you can also demo it in the all-hands, or post in the #tell-posthog-anything Slack channel.


Product marketers take responsibility for coordinating and publicizing news about PostHog, including product announcements. We also help with incident [external link] and maintenance announcements, if needed.

Types of announcement

We classify announcements using the general guidelines below, with full discretion for doing something different.

Minor announcements

Minor announcements involve changes which have no noticeable impact on the experience of most users. They can involve small visual changes, such as UI tweaks, but are more often small bug fixes or back-end changes. They do not require action from users and pose no known risk.

We may typically support minor announcements by:

	Including them in the weekly changelog update.
	Writing a short Twitter and/or LinkedIn post.


An example of a minor announcement is the UUID format change [external link].

Medium announcements

Medium announcements involve changes which have a noticeable impact on the experience of some users, but not the majority. They are likely to involve visual or functional changes, such as adding a chart type, but do not introduce wholly new features. They do not require action from users and pose no known risk.

We may typically support medium announcements by:

	Including them in the weekly changelog update and related emails.
	Creating an in-app changelog notification.
	Writing a Twitter and LinkedIn post.


An example of a medium announcement includes the launch of the NPS app [external link].

Major announcements

Major announcements involve changes which have a noticeable impact on the experience of most users, or require specific action from affected users. They may introduce new features, require product downtime, or include opt-in betas for upcoming work.

We might do anything and everything for a major announcement.

Examples of major announcements include the surveys beta [external link] or the analytics pricing change [external link].

New product announcements

New product launches are major announcements. They have their own GitHub template: Launch Plan [external link]. Product marketers should always create a launch plan for new product announcements.

For new product announcements we generally apply the following best practices:

	Ensure the product has a product page added to the website.
	Ensure the product team has implemented intent [external link] and activation [external link] signals for the product.
	Ensure the product has at least one customer story created for it within 3 weeks of launch. example [external link]
	Ensure we publish best practice content for the product and link to it from docs. example [external link]
	Ensure the product has at least one tutorial created for it at launch. example [external link]
	Ensure launch activities (such as changelog) link clearly to the docs.
	Ensure the product is added to email and in-app onboarding flows.
	Ensure the product is added to the pricing page [external link] (this is typically owned by the product team's PM and the billing team)
	Submit an art request [external link] for any creative assets needed for the email campaign, blog post, social media posts etc...


Comms should also be aware of the engineering best practices for product launches, so we can be sure that features launch well.

If the product is moving from free beta to paid general availability (GA) you might also want to choose a reward for beta users. Examples of this include giving PostHog AI beta users 30 extra days of unlimited free usage, or giving Workflows beta users a discount code for merch.

PR announcements

We do not typically do public relations for anything other than company-level news. We have separate processes and guides for managing press announcements.

Maintenance communications

Occasionally, we have to conduct scheduled maintenance. When this happens, it's important that we tell users about it in advance if they would experience any disruption.

If you're aware of any upcoming maintenance which would cause disruption, please inform the Support, Marketing, and Customer Success teams as soon as possible. Marketing will ensure that users are notified as the work is planned and completed. Customer Success may wish to inform specific users at the time.


Typically, Product Marketers take responsibility for informing users about maintenance work beforehand by telling users who will be impacted through email and other channels.

When informing users about maintenance, it is important to answer all of the following points:

	When will the maintenance occur?
	How long will it take?
	Who will be impacted?
	Will any data be lost?
	Do users need to take any sort of action?
	How will feature flags and experiments be impacted?
	What will the impact be? Will insights, etc., still function?
	Why is the maintenance being done, and what benefit will there be for users?


We typically notify users of upcoming maintenance by email, so the Marketing team will need a way to target the correct users before they can update them. For smaller maintenance updates which will not cause any user updates, engineering teams can also update our status page.

Incidents communications

When an incident is declared [external link] the Brand team should join the incident channel as observers, and monitor to make sure that customer comms are handled correctly.
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How do we name things?

Here's a typical flow:

	engineer builds cool thing
	engineer gives it a name
	design thinks it should be called something else
	um


So, how do we name things:

	engineer builds cool thing
	sometimes James or Tim realize it's happening and get the positioning right first time around
	but if they don't / or don't spot it...
	engineer gives it a name
	design iterates the name (and adds it to the all hands so we can get everyone else to realize this has happened)
	everyone - reinforce the name if people are calling things the wrong thing


This has a downside - it's messier from a user perspective, but the upside is that design / "execs" aren't a blocker to getting work out the door. In practice, we rarely push hard on marketing a new thing to users anyway (usually we soft launch stuff) so we think the downside is pretty minimal.

Picking a good name

By default, everything should be positioned as something a user is familiar with, not what is necessarily the most technically accurate description.

For example, when we build new products, we often name them based on what the major competitors are calling themselves.

This means users get it way faster, so we grow more quickly, and it encourages us to build the basic features that a given product needs versus trying to innovate before we hit product market fit with a new product in our platform.

What positioning actually means

Positioning is more than just picking a name. It's about understanding how users will encounter, understand, and use what we're building.

It also means being clear about what problem we're solving and who it's for. Are we building this for someone debugging an issue right now, or for someone planning next quarter's roadmap? The same feature might be positioned differently depending on the context.

We also think about how new capabilities fit into the broader PostHog story. Every new product should reinforce our core positioning: one platform that gives engineers everything they need to build successful products.

Positioning is dynamic

The reality is that positioning changes as products mature. Early on, we might position something narrowly to get feedback from a specific user segment. As it grows and we understand usage patterns, we can broaden or refine that positioning.

We're comfortable with this iterative approach because it means we're not overthinking positioning before we know what users actually want, and how the product fits into the broader market.
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Press enquiries

Any press-related enquiries should be directed to press@posthog.com - this includes any emails you receive personally. Only Joe, James, Tim or Charles should be talking to the press on PostHog's behalf.

With the exception of occasional major press releases (see below), PR is purely a reactive activity at PostHog. We do not invest in proactive PR yet, as we believe other channels are a higher priority.

Managing press releases

From time to time, we may have significant company news that we want to release via the press, in addition to our usual channels. This is usually for significant company milestones such as funding rounds.

We have a simple process to ensure that any press releases go smoothly.

First steps

	[ ] Write up objectives and comms strategy - what is the purpose of the press release? What key message(s) are we trying to get across?
	[ ] Set an approximate target date


Two weeks before release

	[ ] Confirm key messages and write first draft press release
	[ ] Finalize target date
	[ ] Pitch and secure a media exclusive - our investors can help with this
	[ ] Secure approval for any third party involvement, e.g. quotes we want to use


We currently prefer working with a single media partner on an exclusive basis, as we believe a single, high-quality story is more impactful than taking a broad approach, given our current early stage.

One week before release

	[ ] Finalize press release and share with exclusive media partner
	[ ] Any media prep if interviews have been scheduled


On the day of release

	[ ] Wait for the media partner's story to go live first! Check it carefully and ask for any errors to be amended before proceeding with the below...
	[ ] Push out the press release via BusinessWire
	[ ] Submit via YC's social media request from
	[ ] James to post on his personal LinkedIn (and tag all relevant people)
	[ ] Post in our PostHog Users Slack
	[ ] Post in YC Slack
	[ ] Write post on our blog about the news
	[ ] Post on PostHog Twitter (and tag all relevant people)
	[ ] Share links to all of the above to the PostHog team so they can share
	[ ] Update any relevant online company profiles; Crunchbase, Pitchbook, Glassdoor.


Press release template

Include media and quotes from James, Tim or influential people.

# Headline

News

## About PostHog

PostHog is an open source developer platform. PostHog enables software teams to understand user behavior – auto-capturing events, performing product analytics and dashboarding, enabling video replays, and rolling out new features behind feature flags, all based on their single open source platform. The product’s open source approach enables companies to self-host, removing the need to send data externally.

Founded in 2020 by James Hawkins and Tim Glaser, PostHog was a member of Y Combinator’s Winter 2020 batch, and has subsequent raised $12m in funding from GV, Y Combinator and notable angel investors including Jason Warner (CTO, GitHub), Solomon Hykes (Founder, Docker).

## About Y Combinator Continuity Fund

YC Continuity is an investment fund dedicated to supporting founders as they scale their companies. Our primary goal is to support YC alumni companies by investing in their subsequent funding rounds, though we occasionally invest in non-YC companies as well.

Like YC’s early-stage partners, the entire YC Continuity team has strong operating experience. We work to create opportunities for founders to continue their personal growth and scale their companies successfully.

We also run the YC Growth Program, which brings together founder-CEOs who are leading rapidly growing companies.
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Want to apply for our startups program? Sign-up here [external link], or apply on Bookface if you're in Y Combinator [external link].


We run two special programs for early-stage teams. The primary place for discussing both programs is the #project-startups-and-yc [external link] channel in Slack.

	Feature	Startups	Y Combinator
	Eligibility	<2 years old, <$5M raised, not acquired	Must be in YC, <$25m raised
	Credit	$50,000 for 12 months	$50k per year, whilst eligible
	Can use credit for add-ons?	⚠️ Yes, but cannot use credit for BAA in Boost add-on	✅ Yes, and can use credit for BAA in Boost add-on
	Founder merch	Welcome pack (max 1)	Different welcome pack (max 4)
	Community	—	Tim's Whatsapp, priority support
	Apply via…	Startup page [external link]	Secret YC page [external link]


PostHog for Startups

Any company that is <2 years old and has raised less than $5M in funding is eligible to apply and claim the following:

	$50,000 in PostHog credits (valid for 12 months)
	One unique welcome pack for founders
	Partner benefits with Speakeasy, Incident.io, and Chroma
	A monthly newsletter for founders


❗Credits cannot be used toward a BAA under the Boost plan.


⭐ Small open source projects without corporate backing and less than $200k annual revenue can contact support to have the 12-month credit expiry waived.


All applications are automatically approved, then manually reviewed for eligibility.

We track all PostHog for Startups applications in this Zapier table [external link] and this Zap [external link].

PostHog for Y Combinator

This program is similar to our startup program but has some key differences for YC teams. Teams can be in any YC batch, with any amount of funding raised, and can claim the following:

	$50,000 per year - they only need to register once and it will renew automatically while they're eligible (<$25m raised)
	If they previously registered for the old deal and it expired, they need to re-register
	Up to 4 unique founder merch packs (different from the startup program)
	Access to HogPatch for the duration of their time in the batch
	Partner benefits with Speakeasy, Incident.io and Chroma


You can find the copy for the latest deal on Bookface in this doc [external link]. To post updates, you need to ask James or Tim to do it.

This deal is not available to YC alumni, who started another company - if they're eligible, they can apply for PostHog for Startups instead


✅ Credits can be used to claim a BAA under the Boost plan.


YC teams must apply via our secret YC page [external link], where we ask for a screenshot from Bookface to prove their eligibility.

We track all PostHog for YC applications in this Zapier table [external link].

What happens after companies apply?

	Application A company signs up to PostHog, adds billing details, and applies via the startup form [external link].


	Credit If they meet the basic criteria, we automatically apply the correct amount of Stripe credit.


	Welcome + merch Shortly after, they receive an automated email [external link]) from Joe Martin, in which we


	Confirm their acceptance, welcome them and explain perks
	Provide unique code(s) to claim founder kit(s) from the merch store [external link] (orders are fulfilled by Micromerch, merch questions can go in the #merch Slack channel)


	Milestones When teams reach 50%, 75%, or 100% of their credit usage — or when credits expire — they receive milestone emails. These come from Customer.io and are managed by Joe Martin.


	Post-credit Once credit is fully used or expired, teams are moved to a standard paid plan automatically. We automatically email users to let them know and offer a one-time $500 credit bonus to help soften the transition.


Reviewing applications

Applications are automatically enriched with Clearbit and Clay, then approved. We then manually review all emails to ensure eligibility. If there's a mismatch (e.g. on founding date or funding raised), we’ll email the founder. If we don’t hear back in a week or confirm ineligibility, we remove the credits.

Merch

All merch is fulfilled through the PostHog store [external link] by Micromerch.

	Founders receive unique codes via email to claim merch.
	They can request up to 4 merch packs for co-founders during signup.
	If a team has more than 4 founders, they can submit a support ticket [external link] to request more.
	Additional merch is occasionally granted at our discretion.


Issues? Reach out in #merch Slack [external link]. Founders can also email merch@posthog.com [external link].

Monthly Newsletter

We send a short, founder-focused newsletter once per month to all program participants. This is handled as a Customer.io broadcast using a prebuilt template [external link].

Credit usage

Credits can be used for almost all PostHog products and add-ons, including platform packages [external link].

	Startups: ❌ Cannot use credits toward a BAA due to legal risk.
	YC teams: ✅ Can use credits for a BAA under the Boost plan.


Credits are valid are not transferable, and don’t carry over or convert to cash. They are valid for 12 months and that timer begins at application. Once expired or fully used, teams are moved to standard billing.

Partners

We currently partner with:

	Incident.io — $1,500 off a teams plan
	Speakeasy — 50% off for 6 months
	Chroma - $5,000 of credit


Discount codes are sent in the welcome email after signup.

If users run into issues with redemption, we can help liaise — though all offers are ultimately at partner discretion.

Contacts:

	Incident.io: Zain Mobarik
	Speakeasy: Nolan Di Mare Sullivan
	Chroma: Philip Thomas


We previously offered DigitalOcean credits ($25k) and a Mintlify partnership, but these were retired in Q2 2025.

Program extensions

We don’t usually extend credits — the 12-month window is intended to be firm and fair. However, we’re open to requests in exceptional cases.

Founders must clearly explain why they couldn’t use the credit in time and provide evidence of recent progress or changes. Requests are reviewed manually by the Customer Success team.

Reporting

We have a dashboard for this. [external link]

Troubleshooting

If the Slack invite isn't sent or you discover founders did not receive it, you can manually invite users [external link] to the #posthog-founders-club [external link] channel. Make sure to select that they are "An external organization" when prompted right after adding their email address. A Slack admin will need to approve them before they're fully added to the channel.

If they did not receive an automated coupon to order the YC Kit from the merch store, you can generate a new coupon code manually in the Shopify admin view [external link]. The easiest way to do that is to duplicate an existing coupon, regenerate the coupon code, and save it. You'll have to repeat the process for every founder.

Credentials for Zapier, Shoify, etc. are available in the shared 1Password account.
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Social reviews on G2

We collect reviews from users on G2 [external link], both to act as social proof and to collect feedback on our product. After a process of trialling incentives, messaging and processes throughout 2022 we have established that:

	Reviews are best sought from users who have had a meaningful experience with the product (see below)
	Direct gift card incentives work better than other incentives, including charitable donations
	Batching reviews into monthly sends is imprecise and a non-trivial amount of work


As such, we have automated our review request process using Customer.io.

The automation currently invites users to leave an honest review in exchange for a $25 gift card, if they match the following criteria.

OR

OR

OR

AND

AND

	User has completed the insight analyzed event at least 3 times in the last 30 days
	User has completed the recording analyzed event at least 3 times in the last 30 days
	User has completed the feature flag created event at least 1 time in the last 30 days
	User has completed the experiment launched event at least 1 time in the last 30 days
	User has a valid email address and is in the Valid Email Address segment
	User has not previously been asked to review PostHog and is not in the Historic G2 Requests segment


This process is handled in Customer.io using the G2 Review Requests segment and the G2 Review Requester campaign workflow. Users are only asked to review PostHog once, with a 2-day delay after the targeting confirms a match. This is important so we can avoid bombarding users with emails and do not nag users for reviews after the initial request.

More information about the G2 review process is available in the initial G2 automation RFC [external link].

New reviews are automatically collected for team members in the internal #posthogfeedback Slack channel.

Testimonials

We speak to our users regularly and are often fortunate enough that they say nice things about our product or our way of working. Other times users talk about us in public, such as on social media or on review platforms and forums.

Not all of the feedback we receive can be used publicly. We don't assume that comments from product feedback calls can be used without explicit approval, for example, though approved customer stories [external link], public reviews and social media comments certainly can.

If feedback can be used publicly then we collect it here, so that we can use it elsewhere to enhance our website or docs.

Interactive website component omitted from this ebook
Component: TestimonialsTable
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What makes a good case study?

Case studies should make our users look smart, our products look useful, and PostHog look like a company people actually want to talk to.

Things we don't care about:

	if they pay us or not (most customers don't)
	if they use every tool in the box (they might be a power user of only one product)
	if they have a recognizable brand (big logos are nice, but more frequent, smaller stories often beat enterprise red tape)


Things we do care about:

	that PostHog has helped them achieve meaningful results
	that they represent who we build for [external link]
	that someone else might benefit from reading their story


Case studies are typically owned by the marketing team. They live in /contents/customers/ and appear on posthog.com/customers [external link]. If you have a suggestion for who we should interview, let us know in the marketing channel [external link].


Creating a case study

1. Identify the right customer

Start by asking the PM for that product. PMs do lots of user interviews and can suggest warm leads. You can also post in company Slack channels, but give some context for what you're looking for.

2. Make contact

Got a lead? Before reaching out, search for the company in Vitally. If they already have an assigned Account Executive or CSM, give that person a heads-up — they might already be working on something with the customer or have extra context on what to ask them about.

If there’s no one assigned in Vitally, you’re clear to go ahead and reach out directly.

Some customers have a dedicated Slack channel. If they do, that’s usually the fastest way to coordinate. Otherwise, send an email.

3. Lay the groundwork

Someone agreed to chat? Hooray! Make a GitHub issue to draft some questions, tag any relevant sales/CS people, and note if you’ll need artwork later.

4. Schedule the interview

Who you talk to for interviews doesn’t really matter. Speak to engineers, founders, PMs, or anyone who seems keen to chat. If you’re unsure who to interview, email a few people at the company and see who bites.

We use Calendly for scheduling external meetings, such as demos or product feedback calls. If you need an account, ask Charles [external link] to invite you to the PostHog team account.


How to be a good interviewer:

	Do some preliminary fact-finding (don't waste time asking general info about the interviewee's company and role)
	Come prepared with good, open-ended questions [external link]
	Relax and have a nice chat (30 minutes is plenty)


5. After the call

Trust your gut — if it feels like a good story, it probably is. Worst case, it’s still user feedback to pass on to other small teams [external link].

If it is worth turning into a case study, draft a PR right away while it's still fresh. Ask at least one teammate to review it to catch any grammar mistakes (or really bad jokes).

Best practices:

	Be specific - Use real numbers and measurable outcomes where possible
	Use quotes - Let the customer's voice come through
	Keep it concise - Aim for between 700-1400 words including quotes


6. Review and approval

PR looking good? Tag the customer in Github for review. You're not asking for copy edits – just a quick fact check. Legal and PR teams will sometimes want to be looped in for approval as well. They might also request using Google Docs instead of GitHub.

Do what you need to do. The goal is to get the rubber stamp.

If your draft might include anything private such as screenshots of customer dashboards, keep it in an internal repo like requests-for-comments-internal [external link] just to be safe.


7. Publish!

Most people are excited to be featured and will sign off quickly. If you need artwork to go with the case study, use the art or brand request template [external link]

Once the case study is merged and live on the website, the last step is to send a merch credit to the participants as thank you.

That's it - you did it!
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The website is owned by Cory Watilo and Eli Kinsey. For general questions or quick updates, the best place to start is the #posthogdotcom Slack channel.

For most pieces of work, like blog posts and copy updates, you can ship without needing a review from the website team. However, for larger pieces of work — a new product page, a significant copy overhaul, a new landing page — there's a more structured process to follow.

Why can't I vibecode? You can, but vibecoded stuff tends to be harder for the website team to review and has a tendency to not work well with some existing systems.


Requesting large website changes

1. Draft the content in a Google Doc

Start with words, not designs. Write out the full copy, structure, and any specific requirements. This gives the website team something concrete to work from, and keeps early-stage feedback focused on what matters: the message.

2. Submit it to the website team as a GitHub issue

Open an issue in the posthog.com repo [external link] using the Website Request template and link your Google Doc. Include:

	A brief description of what you're trying to achieve and why
	A link to your Google Doc
	Any relevant context or references
	Your timeline and deadline, if there is one


3. The website team builds from that and opens a PR

Once the issue is picked up, the website team will build the page. They'll open a PR and tag you when it's ready for review so you can give feedback on changes.

4. Review and give feedback from the PR

Review the PR, leave comments, and iterate from there. This is the right moment to give design and layout feedback — not before, when things are still just ideas.

Why this process

This approach is designed to stop time being spent on designs that don't get used. It also keeps the dynamic clear: the PMM team hands off, the website team builds, and everyone can feedback.

We don't want to overbake or complicate this process. This is as simple as it can be and as complex as it needs to be.
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PostHog has a product-minded engineering organization [external link]. Engineers own sprint planning and spec'ing out solutions.

So, what is the role of product managers at PostHog? PMs set context across multiple products for how products are being used, what the competitive landscape is like, what users are feeling about PostHog, and how they're using things.

Among other things, they

	run growth reviews for products that have product-market-fit
	organize user interviews
	coach product engineers on "how to do product"


For a more in-depth look at the product role at PostHog, see What product managers do at PostHog.

How PMs work

Small team membership

Each PM belongs to a small number of our small engineering teams, so that all teams have a strong sense that the PM is there to support them equally. This also ensures that the PM has the time to dive deep into issues that require it. PMs join small team standups and planning whenever it makes sense, but they are not required to attend all team meetings. This is up to the PM to decide when it makes sense to join these, and when their time is better spent elsewhere.

Here is a overview that shows which of our PMs currently works with which team:

Anna Szell
	data modeling team
	data tools team
	managed warehouse team
	warehouse sources team


Annika Schmid
	posthog ai team
	posthog code team
	signals team


Cory Slater
	error tracking team
	replay team
	surveys team
	website team
	Cross-product growth reviews


Abe Basu
	batch exports team
	llm analytics team
	logs team
	workflows team


Mike Warren
	analytics platform team
	product analytics team
	web analytics team


Product teams with no PM currently
	conversations team
	experiments team
	feature flags team
	flags platform team


Product goals

Product managers primarily support their teams in reaching their goals. The top two priorities of each PM are to run a growth review at the beginning of every month for each of their products, and to organize regular user interviews. (Our rule of thumb is 1 interview per week per PM).

The quarterly per-product planning typically highlight the biggest blind spots a team or product has (e.g. what metrics or parts of the product do we think have potential, but we don't have enough context yet). Teams are encouraged to include their "biggest unknown" as a research goal for the PM to own as part of their quarterly goals. Findings should be shared asynchronously via a GitHub PR in the product-internal repo [external link], and in the growth reviews or team standups where applicable.

To keep track of their projects across teams, PMs should track their personal quarterly goals transparently somewhere, for example in the public PostHog Meta repo [external link].

As the PM team, we are usually also pursuing a couple of side projects each quarter with the goal of leveling up how we do Product at PostHog.

In Q2 2026, we are working on the following themes:

	Ensure our metrics definitions are mature enough for our scale (e.g. inconsistencies in activation & product intent) -> Annika
	Investigate ways to make updates to activation definitions sustainable & consistent -> Mike
	Figure out information flows between product, growth and marketing, so that we get the right exposure for new and mature products -> Abe
	Make sure our products & tracking are set up for a agent-first world
	Tracking human vs agent actions, and defining success for each -> every PM
	Make sure each product has use cases and a “reason for being” in an agent-first world -> every product team
	Think about ideas how to fix the “accountability gap” in growth reviews -> Cory
	From product teams, expect more accountability
	From PMs, get growth reviews done early in the month


“Business-as-usual” themes:

	Make sure we standardise best practices & share knowledge as a group of 5 (soon to be 7) without central leadership, and without adding bureaucracy & friction
	Use our PM brownbags to share how we use AI to be more effective
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We track a short list of metrics in each per-product growth review. The idea of a standardised list of metrics is that each product team has roughly the same metrics they care about, and we can compare metrics across products and across time, such as revenue growth, to see how we compare.

Our growth review metrics strike a balance between depth, efficiency and "measuring what matters". We want to make sure our metrics alert us of potential negative (or positive!) developments, giving us enough signal to dive deeper into lower-level metrics.

If as a new product manager or team lead you want to look at a wider range of metrics, please do! These can either be incorporated in the growth reviews, or in ad-hoc metrics reviews you or your team are doing.

Metrics we use in growth reviews

Revenue

These queries are written and owned by the billing team. They are standardised across products, and match the combined PostHog revenue queries. If you are intending a change, please chat to the billing team first.

	Link to combined revenue dashboard [external link]
	Link to per-product revenue dashboard [external link]


Note that currently, refunds are not removed from per-product revenue, which is something to note in a growth review if there is a sizable refund that month.

Monthly recurring revenue (MRR)
	Metric
	Monthly recurring revenue (MRR)

Annual recurring revenue (ARR)
	Metric
	Annual recurring revenue (ARR)

MoM growth rate
	Metric
	MoM growth rate
	Notes
	For more mature products, we want this to be over 9%, for newer products between 15-20% on average

New revenue growth rate
	Metric
	New revenue growth rate

Revenue expansion rate
	Metric
	Revenue expansion rate

Revenue contraction rate
	Metric
	Revenue contraction rate

Revenue churn rate
	Metric
	Revenue churn rate

Revenue retention rate
	Metric
	Revenue retention rate

Total paying customers count
	Metric
	Total paying customers count

Paying customers growth rate
	Metric
	Paying customers growth rate

Quarterly net revenue retention (NRR)
	Metric
	Quarterly net revenue retention (NRR)
	Notes
	Instead of a rolling metric, we use the quarterly values and report on it once a quarter. The rolling metric is available on the dashboard too, as it can be helpful for debugging

Annualised NRR
	Metric
	Annualised NRR
	Notes
	Same as above

Revenue share
	Metric
	Revenue share
	Notes
	For revenue products like data pipelines or product analytics, it makes sense to calculate CDP/batch exports/anonymous-only share of revenue, to understand individual product contribution better


Usage

Product usage metrics are defined by the PM or small team lead. When setting up metrics for a new product, it’s recommended to start with a longer list and trim it once user behavior is better understood. We recommend adding all relevant product metrics to one dashboard that is accessible, kept up to date and reviewed by the whole small team. For better discoverability, some of us use the appendix ™ to mark the primary usage dashboard.

This dashboard can also include NPS & support metrics (see below).

	Link to session replay usage metrics dashboard (example) [external link]


Unique monthly users - count
	Metric
	Unique monthly users - count
	Notes
	As defined by a key product action we also use in the activation definition, such as “flag created” or “recording analyzed”

Unique monthly users, growth rate
	Metric
	Unique monthly users, growth rate

Unique monthly organizations - count
	Metric
	Unique monthly organizations - count
	Notes
	Same definition as unique monthly users

Unique monthly organizations, growth rate
	Metric
	Unique monthly organizations, growth rate

Activation
	Metric
	Activation
	Notes
	Guide how to define activation for a new product [external link]; Dashboard that contains all per-product activation queries [external link]

Usage retention (1, 3, 6-month)
	Metric
	Usage retention (1, 3, 6-month)
	Notes
	Report on it once a quarter. Retention changes slowly, it will be easier to see changes zoomed out


NPS

We have a NPS survey set up for each product. They need regular updates due to some survey limitations. If you want to set up a new NPS survey, speak to the Surveys PM (Cory Slater), he can help you set one up and keep it updated.

We track a 4-week NPS score, but we don’t have the volume of responses we need to get reliable results. This is why we include the open-ended feedback in the growth reviews, as this is usually more actionable.

	Link to session replay NPS survey (example) [external link]
	Link to session replay 4 week NPS score insight (example) [external link]
	Link to session replay list of feedback insight (example) [external link]


	Metric	Notes
	NPS score - last 4 weeks	Include constructive feedback as a comment in the spreadsheet for context


Support

Similar to our revenue metrics, we are reusing queries the support team has set up, broken down by product. If you need to make a change or want to understand how SLA reporting works in detail, speak to the support team.

	Link to overall support dashboard [external link]
	Link to per-product ticket count insight [external link]
	Link to per-product SLA insight [external link]


	Metric	Notes
	Created tickets	
	Escalated tickets	
	Escalated tickets - SLA	The insight also tracks non-escalated tickets SLA, which is useful to be aware of, but we don’t need to report on it in every growth review
	Ratio no. of users vs. no. of tickets	Formula dividing no. of tickets / unique monthly users


Metrics outside of growth reviews

If there are any other metrics you want to track to understand how well your product is doing, or which areas need improvement, go for it! Just make sure you are not tracking too many metrics, causing you to lose sight of what matters.

Tips for increasing metrics awareness in a small product team

If you are a PM at PostHog, you will be more successful if your whole team is aware and keeps track of your per-product metrics, instead of just you summarising growth review insights once a month. Here are some tips we found are working well:

	Speak to your team what they care about and are interested in tracking, and add those metrics to your dashboard
	Link the revenue & usage dashboards in your team’s Slack channel, so they are easy to find for your team
	If your team has shipped a new feature, encourage them to set up an event, and track the new feature’s usage on the usage dashboard. For example you could have a “feature usage” section on the dashboard that tracks multiple features
	Some teams do a “metrics Monday” where they review the usage dashboard together in the Monday standup, looking for trends and anomalies that may help you make "mid month adjustments". These sessions are usually led by an engineer, not the PM
	You will likely have to try a bunch of things to find what sticks with your team. Ultimately, you want to make sure you and your team are looking at the same metrics, and everyone in your team knows how to find the relevant dashboards. It’s a team effort!
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😍 Want to share feedback? File a GitHub issue [external link] or reach out directly [external link]. We're always happy to hear from you!


We actively seek (outbound) input in everything we work on. In addition to having multiple channels to continuously receive inbound feedback, we generally do active outbound feedback requests for:

	General product and experience feedback. Continuous effort to gather general feedback on the product and their holistic experience with PostHog are led by the PMs supporting the team.
	Usability tests. We generally run these for new big features the Engineering team is working on. Run by the engineer building that feature.


Feedback call process

Recruiting users

Ways to invite users for an interview:

	PostHog Surveys [external link]. We even have a template for user interviews [external link].
	We recommend to create a cohort first (with a static copy), and use that as a display condition.
	We have more and more surveys running, therefore it's best if a survey wait period is applied. We recommend 14 days.
	If your cohort is large (>1,000 users), it's best to not roll it out to 100%, as you might get overwhelmed by the amount of interviews in a short period of time. Start with 20-30% and increase if you need more interviews.
	PMs use cal.com for scheduling interviews, but you can choose a different tool as well.
	If a customer has requested a feature through Slack, then message them directly.
	Email customers who have subscribed to the feature on the roadmap [external link].
	Email a slice of users, e.g. top users of your product, or conversely, people who churned.


Email writing inspiration

When crafting user outreach, just put yourself in the shoes of the person about to receive the message. How can you help each other by getting on that quick call?

Here's an example of an email from a real project, crafted by Michael Matloka to learn about the problems of top users of the PostHog AI beta:

Subject: Quick chat about your PostHog AI experience?

Hey $FIRST_NAME, Michael from PostHog engineering here!

I'm focused on improving PostHog's AI features, and I saw you've been using our AI assistant. I want to make PostHog AI 10x better for you – and it'll be a gamechanger to hear about your personal experience with it. What do you say about a 30min chat about your product-building workflow, this week or in a couple of weeks? I promise in return you'll get a better tool for your job, plus $40 of PostHog merch. :)

Feel free to pick any time that suits you in my calendar at $CAL_DOT_COM_LINK, or send me your own calendar! I'm excited to hear from you.

$GMAIL_SIGNATURE


Scheduling

	Add all feedback calls to the User interviews calendar [external link]. If the invite was created from your own calendar, you can simply add "User interviews" as an invitee.


During the call

	We recommend recording interviews using BuildBetter [external link]. Please, always ask and make sure the user is comfortable with being recorded before doing so.
	Once the user confirms they are okay with this, you can easily trigger the recording by clicking on Join a call on the BuildBetter homepage and copy-pasting the call URL.
	If you do not have access to BuildBetter yet, drop a message in the #pm Slack channel.
	If you have any feedback, bug to report or feature request for BuildBetter, we have a shared Slack channel [external link] with them, feel free to directly message their team there.
	Do a quick round of intros if you haven't met previously.
	If this is the first interview with the user, ask them for context about their company, their role, if they're technical.


After the call

	If you used BuildBetter, the tool will automatically generate a summary for you under the recording. We recommend checking this, and adding any additional thoughts, because the AI can sometimes pick up things incorrectly. You can also generate a doc using the platform, where you can give very specific prompts for the outline of the summary.
	We also want to keep recordings easily identifiable, therefore please rename the recording to [topic of the interview] user interview with [first name of the user], e.g. Web analytics user interview with Joe.
	In case recording wasn't possible, add the notes to the Google Doc [external link].
	Share a short summary of the user interview in the #posthog-feedback Slack channel.
	If the user reported specific bugs or requested specific features, open the relevant issues in GitHub. Be sure to link to their person profile in case our engineers needs more context when scoping/building.
	Generate the reward for the user (see below).
	Most of the time, the reward will be a gift card for the PostHog merch store [external link]. If it's the case, create the gift card in Shopify.
	Follow-up with the user. Send any applicable rewards, links to any opened GitHub issues, and answers to any outstanding questions.


Rewards

We strongly value our users' time. As such, we usually send a small gift of appreciation. We have the following general guidelines, but just use your best judgement.

	As a thank you for a call, we send users a gift card to the PostHog merch store [external link] with around $40 of value (great for a swanky T-shirt plus stickers).
	If the user wasn't up for a call, but nevertheless replied with a bunch of useful feedback async, it's good vibes to send them smaller gift card, with $20 of value.
	When merch isn't an option (e.g. user has received some already), we can offer the user an equivalent-value gift card with Open Collective [external link].


Instructions on how to create gift cards can be found in the merch store customer section [external link].

Repositories of information

We keep a log of user feedback in the following places:

	BuildBetter. Starting 2025, we keep track of all user interviews (recordings & notes) in BuildBetter [external link].
	Feedback notes. Feedback notes are mainly kept in this Google doc [external link].
	Old recordings. All older recordings are kept in this folder [external link] in the Product shared drive.


Wherever feedback happens, share it

Any PostHog team member may receive feedback at any time, whether doing sales, customer support, on forums outside of PostHog or even friends & family. If you receive feedback for PostHog, it's important to share it with the rest of the team. To do so, just add it to the #posthog-feedback [external link] channel.

To ensure feedback durability and visibility, the #posthog-feedback channel should not be used as the primary source of storage. Please add the feedback to the main Google doc.


We strongly recommend that everyone joins at least one user call per month. Regardless of your role, you will always benefit from staying in the loop with our users and their pain.
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Right now, PMs conduct a lot of remote interviews with customers about their specific products to bring context to their teams. As the number of PostHog products grows, and as customers increasingly use multiple products together, small teams risk developing a siloed view of how our customers actually use PostHog.

This matters because:

	We lose context on how customers use multiple products together to complete their “job to be done”.
	Teams optimize locally (their feature, their metric) and can accidentally degrade the cross-product experience.
	We miss expansion opportunities because we don’t see how multiple PostHog products are used in the wild.
	We miss important context on how to make a whole organization successful with PostHog, not just a single user or use case.


One partial solution is to go meet customers in person.

The following is a guide to share what has worked, and what hasn't for others who might want to try this out.

Setting up meetings

	Create an open flexible script. Develop a small, flexible set of questions related to your product area, but keep them broader than your typical product interview. Leave space to understand organizational dynamics, team workflows, and feedback across PostHog’s full product suite.


Feel free to use interview time to watch customers use PostHog directly, and ask them questions about why they take specific approaches as they navigate around the product.

	Pick a metro hub, and research potential customers. Choose a city with a good number of PostHog customers. Aim to identify ~12–15 customers across different sizes and maturity levels in that region. 15 may sound like a lot but you'll likely only be able to talk to 30% of these customers in the end.


You should do deep research on each account - take notes of which products, and features our customers are using Vitally (and of course PostHog). Who at those companies is using specific features and have a look a few session recordings. You should refer back to these notes before meeting the customer in person so you are informed.

	Coordinate with Sales and Customer Success. Post in the relevant Sales and Customer Success Slack channels about your plans. Tag the account owners for the customers you’d like to visit. Ask if it’s a good time to reach out, whether they have additional context, or if there are other relevant customers or prospects to reach out to as well.


>  Hey @[sales/cs members] I’m visiting [City] in 2 weeks and would love to meet some of our customers in person. I was thinking of reaching out to [customer a], [customer b], [customer c] Is now a good time to chat with them? Any other company who uses [product] a good company to go visit?

	Join customer Slack connections. Introduce yourself in each shared channel. A good intro might look like:


> 👋 Hey everyone! I’m [Your Name] from the PostHog product team — I’m visiting [City] next week and would love to meet some of our customers in person. If you’re up for a chat over coffee or lunch to share feedback on how you use PostHog please let me know

	Have your Sales owner tag relevant people within the customer org in that Slack thread. When the account owner directly tags people, the response rate increases significantly. Here are some examples of what worked:


> @[relevant customer member] any ideas on who from [customer] may be around and interested in this? We find this kind of thing to be pretty mutually beneficial for us to learn about your needs, but also to help shape our offering as well

> @[relevant customer member], [Your Name] from the product team is visiting [City] next week. They can visit and help your team better get better set up with [products]

> cc @[relevant customer member]

	Schedule meetings. Send calendar invites to everyone who responds positively. (We have typically found about 30% of outreach resulted in a meeting.)


	Remind participants. Post a friendly reminder in the thread a day before each meeting.


Conducting meetings

	Be flexible. Some meetings will last 30 minutes, others 2 hours. Lunch-time slots often work well, you can grab food together, build rapport, and then dig in. If other posthog team members are free and local in the area and want to come along, feel free to bring them too.


	Bring merch. Small things like hats or shirts go a long way. Drop a message in #merch [external link] and Kendal can help you place an order.


	Structure the time. An effective structure we found was:


	20 min casual lunch or intro conversation
	30 min “enablement session” — A place and time for as many of the customers's employees to come ask any PostHog-related questions they’ve been holding onto
	20 min focused discussion — Your prepared questions and reflections. If you have a enablement session you can often sneak these questions in while working with customers.


After the meetings

	Follow up. Thank them for their time, and if the customers had questions you could not immediately solve in your in person meetings, message and tag employees at PostHog who could help.


	Reflect and Share. You should walk away with a much clearer view of PostHog from your customer’s perspective — not just how they use your product, but why they use PostHog, what types of questions or jobs they are trying to complete with PostHog, and how they use PostHog as a whole.


Share this in the posthog-feedback channel or somewhere similar. Feel comfortable sharing a longform write up and tag people and teams that are relevant. Here's an abbreviated example:

> I had the opportunity to meet multiple customers in person over the last few weeks. I went in with the intention of focusing on data pipelines and messaging. However, I was open to receiving feedback on our entire product suite. > Two interesting customers were [customer a] [customer b] > [customer a] does xyz, and currently uses product analytics, session replay, data pipelines, and feature flags. I was able to talk to [customer employee name], who is the head of engineering, as well as another employee who ran a business unit. They were the power users. > They use product analytics in two main ways: > 1. Business review. They had a high-level dashboard that was setup earlier and the leadership team would view it every single week, tracking changes in things like MAUs and other business critical product KPIs. > 2. Ad hoc product insights. If the GM of one of the product lines had a question that popped up in his mind, he would go to PostHog to try to answer it first. > They used insights and dashboards and were pretty comfortable with breakdowns and some of the more advanced features. However, interestingly, they did not use sql queries and they were not aware that you could even use sql either. > Data pipelines was used to inform colleagues of high-value customer interactions in the product. This was done via a Slack destination. This is a very specific job to be done that I've seen in a number of other companies as well. > They were particularly interested in organization-level views, specifically: > - Organizations who have completed key events > - Organizations who have not completed key events > The primary complaint and frustration that they had with PostHog product analytics was that it was very difficult to search for people who have not done things or organizations where things have not occurred. > I was surprised that both [customer a] and [customer b] did not know you can use sql insights with product analytics @product-analytics-folks > One other thing to note was both customers also did not know where they could find a list of all events, and definitions (I showed them the data management tab). One customer commented it would be good if AI added a description automatically of what each event actually signified, and if there were easy ways to delete old events. Data governance came up a lot even with this mid sized companies
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This guide walks you through the full lifecycle of releasing new products and features at PostHog, from initial planning to general availability.

For complete step-by-step checklists when creating a new product, use the new product RFC template [external link].

Overview of the product lifecycle

New products at PostHog go through four phases:

	Setting up - Initial planning and alpha development behind a feature flag
	Alpha - Slowly adding customers you've spoken with to the feature flag
	Beta - Opening up to all users who want to opt-in
	General availability (GA) - Full launch with pricing and marketing


PostHog includes a variety of early access features in the feature previews section of a users' settings page [external link], as well as a roadmap of feature previews which are coming soon.

Items in the feature previews section can be toggled on or off if users want to try a feature out. Items in the coming soon section enable users to register their interest so that we can contact them with updates. Both sections work only at the user-level and not at the org or project level.

Please refer to the RFC for what the actual steps are. Duplicating them here would cause them to go out-of-sync extremely quickly. We'll simply explain the rationale behind each of the stages.

Phase 1: Setting up a product

Adding items to the coming soon menu early offers several advantages. It enables us to gauge interest in a new feature via sign-ups, equips our marketing teams with news they can promote to users, and ensures that betas can have sample users ready from the moment they launch.

Coming soon features can either be large or small, so use your judgement about what is of interest to users, but it should be something that you expect to work on in the next 3-6 months.

Phase 2: Alpha

During alpha, you're testing with a small group of customers you've specifically invited. It's fine to have bugs and your testers know that's the case. You're also actively working on fixing all known bugs before we can move this on to an opt-in scenario.

Phase 3: Beta

Beta is when you open up the product to all users who want to opt-in. Betas do not need to have been in concept stage first.

Moving from Concept to Beta
Once you are ready to move an item from the coming soon roadmap to a beta which users can interact with, update the stage from concept to beta (or alpha). This triggers an automatic notification to all subscribed users letting them know that the beta is available. Users who registered interest during the Concept stage can then opt in to enable the feature. Make sure your early access feature flag includes a product_key on the payload field to give people access to the product in their sidebar. Check the new product RFC for more details.


Beta requirements

A beta doesn't need to be perfect, but it should provide value to the user and have base elements of functionality. It doesn't need to be feature complete, but it should provide more than a mocked up front end. We aim not to leave items in beta unless they are in active development. All betas should be clearly documented.

Betas do not need to be performant for high-volume users and can have big bugs, but should be clearly marked as such in the UI.

[image: An example of a good beta]
[image: An example of a good beta]
Betas should include a title, description, feedback button, payload with product_key and link to basic docs

All betas should follow the best practices below in order to provide a minimum amount of information and usability for customers.

	Betas in the feature preview menu should include a title and short description
	Betas in the feature preview menu should include a 'Give feedback' button
	Betas in the feature preview menu should have documentation (marked as beta) linked to them
	Betas should have a feature owner [external link]
	Betas should have a product_key


Product teams are responsible for writing documentation, but the content team can help, if needed. Titles, descriptions, and links can be added using the early access menu [external link].

Launching a new beta?
It&#39;s helpful to let the Marketing teams know when new betas are added. They&#39;ll then add the beta to the changelog [external link], organize any marketing announcements, plan a full announcement [external link] for full release, create an email onboarding flow to help you collect user feedback, and anything else you need. You can let them know via the Marketing Slack channel [external link].

Collecting beta feedback

Teams are encouraged to collect feedback from users in current betas so that they can build better products and we have some automations in place to facilitate this.

After a week in any new beta, users will trigger an automatic email from the beta-feedback@posthog.com Google Group. This email will ask them, essentially, for any suggested changes to the beta. By default, all team leads and exec team members are in this Google Group and will get daily digests of responses. Others are invited to add themselves to the group, or change their notification settings.

Regardless, emails to this Google Group will sync to the PostHog Feedback Slack channel for general awareness. Team leads are encouraged to respond to beta feedback emails.

Teams can collect additional feedback if needed and the website team is able to help with creating feedback emails or funnels.

Phase 4: Launching to general availability

Once a beta is mature enough, you may want to launch it into general availability (GA).

If you're planning to launch your product in a specific quarter, you MUST let the Marketing team know at the start of the quarter.

Smaller features which don't require major announcements should be announced internally via the Tell PostHog Anything channel [external link] so other teams are aware.

You can set the feature flag to release to 100% of users BEFORE the Marketing launch, you don't need to wait for it.

See product announcements for marketing requirements during launch.

How do I work with marketing and billing teams? The short version here is to try and give other teams as much notice as possible when starting a launch cycle. Marketing and billing teams typically ask for two weeks of notice before a major launch, as a minimum. It's the responsibility of the team lead to ensure these teams are aware of upcoming launches.


Who's responsible?

The Team Lead is typically responsible for:

	Creating and managing the RFC
	Keeping Marketing and Billing teams informed about product progress
	Ensuring timely communication (at least 2-3 weeks notice before a major launch)


Team members can be assigned specific tasks within the RFC checklist.

Related resources

	Deciding which products we build
	Small teams and launching products
	Product announcements
	Per-product activation [external link]
	Writing ClickHouse queries for new products [external link]
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For products that have product-market fit and are generating revenue, we are doing monthly per-product growth reviews. We recommend to do the growth reviews at the start of the month, to review the previous month. Most growth reviews happen asynchronously with the PM reviewing key metrics, analysing anomalies and sharing an overview with the team in Slack.

Objectives

The objective of the growth review is to review key product metrics and understand changes that have occurred over the preceding four weeks. By reviewing metrics on a schedule, we can spot issues faster than when reviewing them only sporadically.

Looking at the same metrics regularly will increase our understanding how they relate to each other, whether metric changes are expected or exceptions, and will make efforts to improve them more successful.

The growth reviews should focus on analysing anomalies instead of expected metric behavior, especially as teams become more familiar with their data.

Outside of the regular monthly reviews, it’s the job of the Product Manager to regularly monitor these metrics, becoming an expert in their nuances. Should a metric deviate from the norm, they are responsible for presenting a well-researched explanation during the review.

Contents

Recurring analysis

During these reviews, we assess both input and output metrics. Input metrics, serving as leading indicators, significantly impact output metrics like revenue and retention.

Here are some examples:

	Input Metrics: Things customers care about and factors in our control, like onboarding, key product actions (such as recording analyzed), and performance
	Output Metrics: MRR, retention (revenue & usage), NPS score


As mentioned before, we aim to analyse the same set of metrics month over month, so we can see trends and anomalies. However, there can be cases where we decide to change a metric if it’s a better indicator of long-term success, particularly for product activation and key product actions.

We’ve found that the best way to review what is a quite long list of metrics is to combine all numbers (revenue as well as usage) in one spreadsheet with a new column for each month, and only open individual graphs where required. Below is a screenshot that shows a part of our growth review document. View the internal growth review spreadsheet [external link] for internal users.

[image: Growth review template]

Monthly focus areas

To make growth reviews more actionable, each of the three growth reviews per quarter should have a slightly different angle:

First growth review of the quarter (1 week in):

	Review the product / research goal planned as part of the team's quarterly planning
	If we have answered this, have we answered the biggest unknown for the product?
	Are there any other topics / research we could work on as a secondary priority?


Second growth review of the quarter (5 weeks in):

	Has our research yielded anything useful so far? What do we need to focus on understanding before planning in a few weeks?
	From the things we've shipped so far this quarter, did we learn anything?
	The outcome should be a list of open questions we should answer before the next quarterly planning


Third growth review of the quarter (9 weeks in):

	What impact did the things we have shipped this quarter have on our metrics, and overall success of the product?
	Looking back over the quarter so far, was growth healthy or are there issues we should address in the next quarter?
	This session will be the least actionable, since it is happening around the same time as the quarterly planning, so it's a good time to do an overall health check


Deep dives

In each growth review, we usually do a couple of deep dives. Topics can be proposed in a preceding growth review, by team members, or it is simply something the Product Manager finds worthwhile. Here are a couple of examples:

	Why was churn so high last month? Can we identify any reasons?
	Where in the onboarding funnel do new users struggle?
	Can we find leading indicators that predict long-term product usage? (e.g. Facebook’s 7 friends in 10 days)
	Are there any difference between high ICP [external link] and non ICP customers in how they use the product?
	Are our 10 biggest customers happy users of the product?


In-sync or async?

While monthly metrics reviews are important, they are not always actionable. Or, sometimes a metric might be suboptimal, but we decide not to focus on it, because we have more important topics to work on. Since PostHog's culture leans towards no meetings by default, we are not meeting every month to review the metrics in-sync. For in-sync growth reviews, the following guidelines apply:

	1 quarterly in-sync growth review for existing products & PMs
	3 monthly in-sync growth reviews in a row for a new product or new PM
	In-sync growth review any time a PM spots an issue in the metrics they would like to discuss
	Additionally, the team lead and the responsible exec can also ask for a in-sync growth review


In-sync growth reviews are usually joined by the PM, the team lead and the responsible exec. Team members usually don't join the growth reviews, but a summary and the full analysis is accessible to everyone and shared via Slack.

Structure of the in-sync growth reviews

During the meeting

	Metrics walkthrough
	Led by PM
	Participants note questions/comments they have
	Review of questions/comments that were made before or during the metrics walkthrough
	Walkthrough + discussion of deep dives
	If required: Ad-hoc analysis of questions that came up
	Agree on to dos for the next meeting


Before the meeting

	PM prepares growth review
	PM shares summary + links to analysis as well as the growth review document with the participants as well as the small team, so everyone has the chance to review the document and add notes before the meeting


After the meeting

	PM shares summary of meeting discussion + outcome with the small team
	PM makes sure all to dos are completed by the next growth reviews


Structure of the async growth reviews

Very similar to the above, except that the metrics walkthrough doesn't happen in a meeting. The PM shares a summary of the full growth review they prepared (key metrics, deep dives, anomalies and follow-ups) in the team's Slack with the team lead and responsible exec tagged. The whole team is encouraged to read up on the full notes & numbers that are linked, and ask follow-up questions.

Useful material (internal links)

	Main growth review document [external link] (Session Replay example)
	Metrics overview spreadsheet [external link]
	PostHog notebook with relevant usage graphs [external link] (Session Replay example)
	Metabase dashboard for per-product revenue [external link]
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There's no golden rule or perfect framework for prioritization. Here are a few things we should keep in mind when building mature products (products with substantial revenue and usage).

	Always prioritize our ICP (Ideal Customer Profile)
	As products mature, we start to get more and more users who are not strictly within our ICP. Building for these users is great - but only if we've satisfied the core needs of our company-wide ICP first.
	Should different products have different ICPs?
	The very first ICP should always be the same. However, some products will fill their needs sooner than others.
	Prevent churn before capturing growth
	Not all churn is preventable - some customers' businesses don't make it. These customers are usually in our smallest revenue bucket and shouldn't really impact prioritization - unless the question is about how to make them more successful (which is a good question for sure, but not always relevant).
	Preventable churn usually comes from:
	Lots of bugs or particularly bad bugs
	Missing features that competitors offer
	Pricing
	Not proving value often enough (eg. lack of use because it doesn't fit into their workflow)
	Churn should be roughy equivalent across products - if yours is high, figure out why and fix it. Growth is less effective when you have a leaky bucket.
	Use metrics as a guide, not the end-all-be-all
	Trust your instincts and your convictions. If you just know that something is the right thing to build, then build it.
	Use metrics to help point you in the direction of what general area to focus on if you don't have conviction elsewhere.
	Reprioritize enterprise feature requests when it makes sense
	Larger enterprises will sometimes make esoteric requests. Other times their requests are totally valid - but we're busy with other things.
	If the following are true, you should prioritize their needs immediately:
	The customer represents a large churn risk
	The feature has been requested by multiple customers and will be widely used
	The lack of the feature prevents them from using the core product
	Don't put off the hard things
	If something seems important but difficult, and another thing seems easy, don't just do the easy things. Teams that do the difficult things will pull ahead. (assuming doing the difficult thing is possible - usually we want to see some evidence that it is)
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This page explains what product managers do at PostHog: How the role works, what PMs are responsible for, and how they collaborate with their teams.

If you're looking for what we value in PMs and how we hire them, see What we look for in product managers [external link].


The role at a glance

At PostHog, product managers (PMs) exist to bring clarity and context to their teams. They do not own roadmaps or dictate what to build next. Instead, they ensure the team deeply understands its users and its product’s performance, so that the right decisions happen naturally.

A PM owns the following three areas for their product and team:

Systems for user discovery & product thinking

	Ensure a system is in place for the PM and engineers to hold discovery calls with users regularly.
	Have a process for storing customer feedback so that it’s retrievable if we ever decide to use it (but not putting it “in the backlog.”)
	Organize interviews, lead metrics reviews, or host Replay watch parties.


Team metrics

	Always know how the product is performing, both in usage and revenue.
	Be aware of key trends, areas of concern, and emerging opportunities.
	When metrics move in the wrong direction, create a plan or hypothesis for where to dig deeper next.


We are following a defined format for growth reviews to make sure it's easy to compare performance across products. See Per-product growth reviews for more information.


Pricing

	Regularly review whether pricing aligns with the value users get from the product.
	Identify when pricing or packaging creates friction for adoption, retention, or expansion.
	If we decide to make a pricing change, work on a new pricing model taking into account our pricing principles, and involve the billing and marketing teams at the right time to get the changes live.
	Track the impact of pricing changes on revenue, conversion, and churn to understand what worked and what didn’t.


---

A PM shares ownership of the following areas with their product team. This doesn’t mean it's a lesser priority for a PM to own projects here. It simply means product engineers are equally expected to contribute.

User understanding

	Understand who users are, what problems they face, and how they feel about the product. This context should be sourced through any relevant channel: user interviews, surveys, PostHog, support tickets, GitHub issues, BuildBetter recordings, or other data sources.
	Refine the product’s target persona(s) as the product matures, including their needs / jobs to be done, and track this information on the team page.


Monitoring of the competitive landscape & industry trends

	Research best-in-class competitors and identify the biggest gaps between our offering and theirs.
	Facilitate input from Sales, Support, and users, who are often acutely aware of the features we’re missing — especially if they’re about to cause someone to churn.
	Keep an eye on new product launches and industry shifts to ensure we’re not missing emerging opportunities — see The Innovator’s Dilemma [external link] for reference.


---

A PM supports the following areas for their product and team. In consultation with the team, they might own projects in these areas:

	Launching a new product in beta or in general availability
	Deciding on what we should be building next
	Providing feedback on UX for features


Everything else in the PM role builds on these foundations.

---

The product lifecycle and the PM's focus

The PM’s work evolves with the product. While the principles stay constant — context and clarity — the emphasis shifts by stage of the product.

Note on the table below: Especially in the early stages (1 & 2), a team usually doesn’t have a PM yet — product engineers own all product decisions. Review this table with the context from “The role at a glance” (own/share/support) and “Deciding when to add a product manager to a team.”


1. Idea → Beta
	Stage
	1. Idea → Beta
	Goal
	Get a first version of the product into users’ hands
	Key PM questions
	- Who are we building for?
- What is the 80/20 of features?
- What needs to happen to get this into beta as quickly as possible?
	Typical PM work
	- Lead or synthesize early user research
- Define MVP scope and launch criteria
- Shape initial positioning → who the product is for and why it matters
- Coordinate beta launch activities and internal comms (beta program, website copy, docs)
	Example projects
	—

2. Beta → General Availability
	Stage
	2. Beta → General Availability
	Goal
	Launch a product that users want to pay for
	Key PM questions
	- What’s missing in the product to start charging for it?
- How do we charge for it?
	Typical PM work
	- Lead or synthesize early user research
- Decide pricing model
- Coordinate launch activities and internal comms (beta program, website copy, docs)
	Example projects
	PostHog AI pricing, renaming “Max AI” to “PostHog AI” for clearer positioning

3. General Availability → Growth Stage
	Stage
	3. General Availability → Growth Stage
	Goal
	Strengthen and expand adoption
	Key PM questions
	- Are users truly getting value?
- Where are they dropping off or getting stuck?
- What drives retention and revenue growth?
	Typical PM work
	- Regularly review usage data, churn patterns, and feedback loops
- Run interviews and other user research to understand user sentiment and evolving needs
- Research “best in class” competitors to highlight gaps
- Identify the biggest opportunities for improvement or expansion
- Frame problems clearly so the team can decide autonomously what to build next
- Collaborate on pricing adjustments or repositioning as understanding deepens
	Example projects
	User interviews on error tracking, Surveys pricing change, Research into needs of data engineers after re-positioning of Data Warehouse / Data Stack

4. High Revenue / Mature Product
	Stage
	4. High Revenue / Mature Product
	Goal
	Sustain growth and manage complexity
	Key PM questions
	- What’s limiting growth now?
- What new segments, features, or pricing models allow us to sustain a 9% MoM revenue growth rate?
	Typical PM work
	- Track advanced revenue and usage metrics (activation, retention, revenue retention)
- Share context and opportunities in identified problem areas with the team
- Run “conviction sprints” to refresh understanding of ICP and persona(s) as they relate to the product
- Ensure product strategy stays grounded in real user and business outcomes
	Example projects
	—


---

Deciding when to add a product manager to a team

Because most engineers at PostHog have strong product skills, many early-stage products don’t need a PM right away (stages 1 & 2).

At this stage, it’s typically the team lead’s job to decide:

	What to build
	When to release the first version
	How to charge for it


...with feedback and guidance from the Blitzscale team.

There are a few exceptions: When a team is working on an infrastructure-heavy product, it’s more important that the team lead has strong engineering and infra skills than product skills. In that case, it can make sense to add a PM early who can focus on product direction, positioning, and user research while the lead focuses on technical execution.

In most cases, though, we add a PM after a product has launched and started generating revenue (stage 3). Once a product is live, product opportunities multiply, and it becomes the PM’s job to surface what matters most, connect user feedback with metrics, and ensure the team’s effort goes where it has the biggest impact.

Ultimately, it’s up to the Blitzscale team to decide when adding a PM will help the team ship faster and focus more effectively. When that becomes true, it’s time to bring in a PM.

---

Collaboration and decision-making with the team

PostHog is an asynchronous and autonomous organization. PMs do not “own” the roadmap or feature priorities. The closest thing we have to a “product owner” at PostHog is the team lead.

Instead:

	Engineers choose what to work on next based on shared context.
	The PM’s job is to provide that context: articulate problems, surface data, and make trade-offs visible.
	When major calls (like positioning, pricing, or launch scope) need to be made, the PM and team lead collaborate closely to select an informed captain: One person who makes the decisions and sees them through. The other can provide feedback when requested, but focuses elsewhere.
	A PM typically chooses their own projects, but the team and team lead can “assign” them tasks when needed.
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AKA our Value Proposition, these are some of the things we've found useful to share when chatting to customers about why PostHog is different and better than our competitors. As a company, the primary user persona we are building for are Product Engineers, so we focus on them first. We then provide messaging for the other roles we may encounter in an inbound sales cycle, and still want to be successful when selling to them.

Product Engineers

One-liner

We help you debug and ship your product faster.


Summary

By integrating PostHog into your app, you’ll be able to track and diagnose errors, roll out and test new features and gain a better understanding of your user behavior.  With that greater understanding, you'll then be able to take action on it and respond to your user needs quickly and effectively.  Getting all of these capabilities through one SDK means you reduce the overhead of maintaining your app and can focus on shipping your product.

Use cases

	Automated error tracking [external link] for front and back end, coupled with other capabilities like product analytics and session replay lets you understand where the biggest issues are in your app, see them happening in real time and then diagnose and fix them.
	Target new features [external link] at a segment of your user base, see them experiencing them in real time and get feedback via surveys on what’s working and what’s not.
	Test out new features [external link] by splitting old and new experiences between users - PostHog’s statistical model will help you understand which variant of a feature to choose and then safely roll that out to all of your users.
	Understand and debug [external link] how your users consume AI in your product and monitor performance and cost when using different models.
	Respond to churn [external link] by triggering a survey when a subscription is canceled to understand what went wrong for them and how you can improve your product.


Product Managers

One-liner

Self-serve analytics without needing to ask your engineers or data team for help.


Summary

After your engineers integrate the PostHog SDK, you’ll be able to self-serve analytics without asking your data team for insights.  We automatically track user interactions with your app and then let you tag key events for use in analytics.  You’ll also be able to navigate from the data to individual user interactions to see how users interact with your app and make informed product decisions, and then finally use behavioral triggers to send feedback surveys and more all without engineering effort.

Use cases

	Create trends, funnels and other insights [external link] without asking your engineers to instrument events.  We automatically track pageviews, clicks, rageclicks etc and then make it easy to visualize these with insights Product Managers will be familiar with.
	Easily uncover user friction [external link] by following the drop-offs in a funnel to replays to understand what the user experiences.  Surface any errors to your engineering team via issue assignment to get your user problems solved quickly.
	Enrich your product data [external link] with revenue and other data to gain a deeper understanding of what drives revenue growth in your product.  It’s only a few clicks to integrate most data sources and then you’ll be able to enrich your user data with additional metrics without a data team.  We do the heavy lifting for you.
	Ask questions of your product [external link] - We create the insights for you, all you need to do is ask PostHog AI questions about your product.
	Respond to churn [external link] by triggering a survey when a subscription is canceled to understand what went wrong for them.
	Create event-driven workflows [external link] to automatically reach out to customers who hit a certain point in your product journey.


Marketing

One-liner

A familiar analytics experience with all of the integrations you need to decide where to focus your marketing efforts.


Summary

By deploying our simple JavaScript snippet on your website you’ll capture all of the data you need to measure channel performance, and then visualize that data in a familiar format without any additional report writing.  Optionally hook up Stripe or other revenue sources to measure revenue attribution.

Use cases

	Replace Google Analytics [external link] to get a view on your marketing data which is familiar to experienced marketers.  Recent updates to GA4 have not sat well with that persona so folks are looking for something more familiar.
	Define conversion funnels [external link] to understand which content drives your users to sign up to your product.
	View aggregated page engagement [external link] with heatmaps and scroll depth tracking understanding what’s popular in your content.
	Easily connect revenue data [external link] with a few clicks to get a deeper understanding of which marketing efforts drive the most revenue.
	Ad platform connection [external link] provides pre-built insights to help you understand your campaign performance and associated costs.


Data Engineers

One-liner

A complete developer platform which fits into your existing data stack.


Summary

Using PostHog's CDP [external link] lets you aggregate data from multiple technologies and platforms.  It takes a few clicks to set up exports of that data to your data warehouse, and your product and engineering teams can self-serve their own analytics from within PostHog.

Use cases

	Aggregate your user and error data from web and mobile apps, backend systems, ad platforms and others into your data warehouse via our simple to set up batch exports [external link].  Avoid needing to set up ETL jobs from disparate sources and figuring out APIs.
	Let your engineers and product team self-serve analytics and error tracking from within a familiar platform.


General talking points for all roles

	By having all of the products you need in one place [external link], you reduce the burden of navigating and paying for different tools on all of your teams.
	We only build products which we know people use today already (e.g. have product market fit) but provide them in an integrated and cost-effective manner.
	Analytics is an after-the-fact passive activity, but your events in PostHog can be so much more than that. You can use PostHog events to react to customer behaviors, without investing engineering time to make those workflows.
	Our usage-based pricing means that you’ll only pay for what you use and have full control of those costs, unlike opaque software contracts, where the prices go up every year with zero innovation attached.
	Plus, the way we do sales is different [external link].


Per-product sales enablement

The product marketing team has created sales enablement materials, covering some product information and general objection handling for specific products. These exist as Google Docs as they are living documents, but are listed below.

	Managed data warehouse (DuckDB) [external link]


If there are additional products you'd like to see this sort of material for, let the team know in the #team-marketing Slack channel.
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What is the job to be done?

"Help me understand what users do, why they do it, and what to build next."

	Understand how users navigate your product and where they get stuck
	Identify which features drive retention and which are ignored
	Get qualitative context for quantitative patterns (the "why" behind the numbers)
	Validate product hypotheses with experiments before committing engineering resources
	Collect direct user feedback at key moments in the product experience
	Track business outcomes (revenue, expansion) tied to product usage
	Act on insights by guiding users through onboarding and feature adoption directly inside the product


This is our bread and butter. Most accounts start here. The risk is they stay here as a single product analytics customer and never expand. The opportunity is that Product Intelligence naturally creates demand for the other use cases once teams start acting on what they learn.

What PostHog products are relevant?

	Product Analytics [external link] (core) — Funnels [external link], retention [external link], cohorts [external link], lifecycle [external link] analysis, trends, user paths. The quantitative foundation for understanding what users do.
	Session Replay [external link] — The qualitative layer. Watch what users actually do when the numbers say they're dropping off. Bridges the gap between "40% drop at step 3" and "oh, the button doesn't render on mobile Safari."
	Surveys [external link] — Direct feedback loop at key moments. NPS after onboarding, CSAT after support, "why did you cancel?" on churn. Ties qualitative signal to quantitative behavior data.
	Revenue Analytics [external link] — Business outcome tracking. Connect product usage to MRR [external link], expansion revenue, LTV, and churn. Lets PMs prove that the feature they shipped actually moved the revenue needle. (Dashboard [external link])
	Experiments [external link] — Validate hypotheses with statistical rigor before committing to a full build. A/B test changes against real metrics, not gut feel. Requires Feature Flags [external link] for implementation.
	Workflows [external link] — Onboarding sequences, activation nudges, lifecycle engagement. The action layer: once you've identified a drop-off in analytics, Workflows lets you do something about it automatically. (Email drip campaigns [external link])
	Product Tours [external link] alpha — In-app guided onboarding, feature adoption prompts. The in-product complement to Workflows' out-of-product engagement. Guide users through the right path at exactly the right moment. (Creating tours [external link])
	AI Evals — For products with AI features: proactively surface where users are struggling based on AI output quality. This is product intelligence driven by AI observability. A bridge product to the AI/LLM Observability [external link] use case.
	PostHog AI [external link] — Natural language querying and insight discovery. Lowers the bar for non-technical product stakeholders to self-serve. A PM asks "why did retention drop last week?" instead of building a custom query. (Example prompts [external link])


Adoption path and expansion path

Entry point

Usually Product Analytics. Customer starts tracking events, builds dashboards, creates their first funnel. Then they hit the ceiling of quantitative data alone: "I can see that users drop off, but not why."

Primary expansion path

Product Analytics → + Session Replay → + Surveys → + Experiments → + Revenue Analytics → + Workflows / Product Tours

The logic of each step:

	Product Analytics → Session Replay: They know what is happening (40% drop at step 3). They need to see why. Session Replay gives them the qualitative context that numbers can't.
	Session Replay → Surveys: They're watching replays and forming hypotheses about why users struggle. Surveys let them ask users directly at the moment of friction, then tie responses back to behavior data.
	Surveys → Experiments: They've identified the problem through analytics, replay, and feedback. Now they want to test a fix. Experiments require Feature Flags, which gets engineering involved (multithreading moment).
	Experiments → Revenue Analytics: They've validated changes with experiments and want to prove business impact. Revenue Analytics connects product usage to MRR, expansion, and churn.
	Revenue Analytics → Workflows / Product Tours: They've identified what drives value. Now they want to guide users toward those high-value behaviors automatically, through in-app tours and behavior-triggered engagement sequences.


Alternate expansion paths

B2B accounts with Group Analytics: B2B SaaS companies almost always need company-level analytics alongside user-level. If they're B2B and not using Group Analytics [external link], that's a significant upsell opportunity. Group Analytics lets them answer "which companies are most engaged" not just "which users."

Starting from Session Replay: Some accounts come in through Session Replay first (debugging, QA, customer support use cases). They realize they need Product Analytics to quantify what they're seeing qualitatively. The expansion path reverses: Replay → Analytics → Surveys → Experiments.

Product teams that ship AI features: If the product has AI components, AI Evals can proactively surface where users are struggling based on output quality. This bridges Product Intelligence into AI/LLM Observability.

Business impact of solving the problem

This is the use case with the largest existing install base. Most PostHog accounts start with Product Analytics. The expansion opportunity isn't convincing them to adopt PostHog. It's convincing them to go beyond a single product and use the full Product Intelligence stack.

The Workflows and Product Tours close-the-loop story is powerful. You identify a drop-off point (analytics), you understand why users leave (session replay, surveys), and now you can actually fix it by guiding users through the right path (product tours) or re-engaging them when they disengage (workflows). That's a complete insight-to-action cycle that no competitor offers in one platform.

Product Intelligence creates demand for other use cases. Once the product team is deep in PostHog, they pull in the growth team (Growth & Marketing use case) for acquisition and activation. Once they're running experiments, engineering gets involved in rollouts (Release Engineering). This is the gateway use case.

Personas to target

	Persona	Role Examples	What They Care About	How They Evaluate
	Product Manager	PM, Senior PM, Head of Product	Feature adoption, retention, user journeys, proving impact to leadership	"Can I see which features drive retention and prove ROI to my VP?"
	Product Engineer	Full-stack eng on a product team	Fast instrumentation, reliable data, not maintaining a data pipeline	"How fast can I instrument this and how reliable is the data?"
	UX Researcher	UX Researcher, Design Lead	User behavior patterns, qualitative + quantitative, session-level detail	"Can I watch real user sessions filtered by the cohort I'm studying?"
	Designer	Product Designer, UX Designer	How users interact with new designs, A/B testing UI changes	"Can I see the before/after impact of my design changes?"
	Founder (early stage)	Founder, CTO at seed/Series A	All of the above. Finding product-market fit. Speed.	"Does this help me figure out what to build next?"


Signals in Vitally & PostHog

Vitally indicators this use case is relevant

	Signal	Where to Find It	What It Means
	Product Analytics is the only paid product	Product spend breakdown	Classic single-product account. Full expansion path available.
	High insight/dashboard creation per active user	Engagement metrics	Product team is actively using PostHog for analysis. They're ready for deeper tools.
	Session Replay is free-tier only or not used	Product usage data	They're doing quantitative analysis without qualitative context. Session Replay is the obvious next step.
	B2B company without Group Analytics	Company type + product spend	Major upsell opportunity. B2B companies need company-level analytics.
	Multiple PM or design roles in the user list	User list in Vitally	Product team is in PostHog, not just engineering. This use case is live.


PostHog usage signals

	Signal	How to Check	What It Means
	Funnels and retention insights being created regularly	Saved insights	Product team is actively measuring conversion and retention. Ripe for Experiments.
	Session Replay enabled but low viewing rate	Replay settings vs. replay views	They've turned it on but aren't using it. Needs onboarding or a nudge to connect it to their analytics workflow.
	No experiments running despite active analytics	Experiments list	They're identifying problems but not testing solutions. Experiments is the next conversation.
	Dashboards shared across multiple users	Dashboard sharing settings	They're collaborating on insights. Good health signal and potential for team expansion.
	High event volume, low survey usage	Product usage metrics	They have the traffic to run surveys but haven't started. Low-hanging cross-sell.


Command of the Message

Discovery questions

	How does your product team decide what to build next? What data informs that decision?
	When you see a drop-off in a funnel, how do you figure out why users are leaving?
	How do you measure whether a new feature is successful after launch?
	Do you collect direct user feedback inside the product? How is that connected to your analytics?
	When you have a hypothesis about user behavior, how do you validate it? Do you run experiments?
	How do you prove to leadership that a product investment drove business results (revenue, retention)?
	How many tools does your product team use to understand users? (Analytics, replay, surveys, experiments — how many vendors?)
	Can your PMs answer their own questions, or do they depend on data/engineering for every query?


Negative consequences (of not solving this)

	Product decisions are based on gut feel or incomplete data because the team can't connect behavior to outcomes
	PMs can see that users drop off but not why, leading to guesswork about what to fix
	Experiments are rare or nonexistent because the tooling is disconnected from analytics, so every test requires a separate setup
	User feedback (surveys) lives in a separate tool, disconnected from behavior data, so you can't answer "what happened right before this user gave us a 3/10?"
	Product team can't prove business impact, making it hard to justify investment or prioritize
	Insights are identified but never acted on because there's no automation layer to guide users or re-engage them


Desired state

	One platform for the full cycle: measure behavior → watch sessions → collect feedback → test changes → measure revenue impact → act on insights
	PMs can self-serve answers without waiting for a data team
	Every product change is measured against real retention and revenue metrics
	Onboarding and feature adoption are guided automatically based on user behavior
	Product team and engineering share the same platform, reducing tool fragmentation


Positive outcomes

	Faster product decisions: cycle time from "we see a problem" to "we've validated a fix" drops significantly
	Higher retention from catching and addressing drop-off points systematically
	Better resource allocation: experiments prove what works before engineering commits to a full build
	Product team can demonstrate revenue impact to leadership, strengthening their influence
	Tool consolidation: replace separate analytics + replay + survey + experimentation vendors with one platform


Success metrics

Customer-facing:

	Feature adoption rates improve for targeted features
	Retention curves flatten or improve for key cohorts
	Experiment velocity increases (more hypotheses tested per quarter)
	Time from insight to action decreases


TAM-facing:

	Customer expands from Product Analytics-only to multi-product (Session Replay, Surveys, Experiments)
	Multiple product team members (PMs, designers) are active, not just engineers
	Experiment usage grows (indicates the product team is using PostHog for decisions, not just reporting)
	Workflow or Product Tour usage starts (they're closing the insight-to-action loop)


Competitive positioning

Our positioning

	Quantitative + qualitative in one platform. Product Analytics and Session Replay together. No switching between Amplitude and Hotjar. Filter replays by funnel drop-off, cohort, or event.
	Insight to action, not just insight. Most analytics tools stop at the dashboard. PostHog lets you act on what you find with Workflows [external link], Product Tours [external link], and Experiments [external link].
	Experiments built into the analytics workflow. See a drop-off in a funnel, right-click to create an experiment, measure the result in the same tool. No separate experimentation platform.
	PostHog AI [external link] makes analytics accessible. PMs who aren't comfortable with SQL can ask questions in plain English.


Competitor quick reference

	Competitor	What They Do	Our Advantage	Their Advantage
	Amplitude	Product analytics, cohorts, experiments	Broader platform (replay, flags, surveys, workflows); better pricing; open source	More mature ML features (predictions, audiences); larger enterprise install base
	Mixpanel	Product analytics, funnels, retention	Broader platform; no sampling; replay + surveys + flags included	Some teams prefer the UX; strong mobile analytics
	Hotjar	Session replay + basic surveys	Engineering-grade analytics alongside replay; experiments; flags	Simpler UX for non-technical users; purpose-built for UX research
	Heap	Auto-capture product analytics, session replay	Also auto-capture, plus flags, experiments, surveys, workflows	Retroactive analytics (virtual events) is a strong pitch
	Pendo	Product analytics + in-app guides	Deeper analytics; experiments; open source; better pricing	More mature in-app guides; stronger enterprise PM workflow features


Honest assessment: Our strongest position is the breadth of the platform. No competitor offers analytics + replay + surveys + experiments + workflows + product tours in one tool. We're weaker against Amplitude in very large enterprises where their ML features and enterprise sales motion are more mature. We're weaker against Hotjar/Pendo for non-technical product teams who want a simpler, more opinionated UX. Our sweet spot is technical product teams at companies with engineers who value depth, flexibility, and not paying for 5 separate tools.

Pain points & known limitations

Product Tours is alpha, limited customization
	Pain Point
	Product Tours is alpha, limited customization
	Impact
	Teams with complex in-app onboarding needs may hit walls
	Workaround / Solution
	Position as the integrated option. For advanced tooltip/modal UX, keep a dedicated tool (Appcues, Pendo) and use PostHog for analytics + experimentation.

Workflows is new, less mature than dedicated engagement tools
	Pain Point
	Workflows is new, less mature than dedicated engagement tools
	Impact
	Teams expecting Braze-level email sequencing will find gaps
	Workaround / Solution
	Position as behavior-driven automation, not a full lifecycle marketing replacement. Complement with existing tools via Data Pipelines [external link].

No built-in heatmaps
	Pain Point
	No built-in heatmaps
	Impact
	Some UX teams expect heatmaps as part of the qualitative toolkit
	Workaround / Solution
	Session Replay provides more context than heatmaps (full session vs. aggregated click positions). Toolbar [external link] provides some click-map functionality.

Learning curve for non-technical PMs
	Pain Point
	Learning curve for non-technical PMs
	Impact
	PMs used to Amplitude's guided UX may find PostHog's flexibility overwhelming initially
	Workaround / Solution
	Lead with PostHog AI [external link] for querying. Build pre-configured dashboards during onboarding. Start with simple funnels and retention, not HogQL.


Getting a customer started

What does an evaluation look like?

	Scope: Instrument their core product flow: signup → key activation event → retention-defining action → conversion/upgrade. Build the primary funnel and retention analysis. Enable Session Replay on key flows.
	Timeline: 1 to 2 weeks to see value from analytics and replay. Experiments need enough traffic for statistical significance, so timeline varies.
	Success criteria: Can you answer: "Where do users drop off in our core flow, and why?" Can you see the full retention curve by cohort? Can you watch a replay of a user who dropped off?
	PostHog investment: Product Analytics free tier covers 1M events. Session Replay free tier covers 5K recordings. Surveys, Experiments have generous free tiers.


Onboarding checklist

	[ ] Install PostHog SDK with autocapture enabled (getting started [external link])
	[ ] Define and instrument core conversion events (signup, activation, key feature usage, upgrade)
	[ ] Build the primary conversion funnel [external link]
	[ ] Set up retention analysis [external link] for key activation events
	[ ] Enable Session Replay [external link] on production (configure sampling if needed)
	[ ] Watch 5+ replays filtered by funnel drop-off to get qualitative context
	[ ] Build a "Product Health" dashboard for the product team (funnels, retention, trends)
	[ ] Introduce PostHog AI [external link] to PMs for self-serve querying
	[ ] Set up one Survey [external link] at a key friction point (post-signup NPS, feature feedback)
	[ ] Plan first Experiment [external link] targeting a known drop-off point


Cross-sell pathways from this use case

	If Using...	They Might Need...	Why	Conversation Starter
	Product Analytics only	Session Replay	They see the numbers but not the why	"You can see 40% drop off at step 3. Want to watch what's actually happening?"
	Product Analytics + Session Replay	Surveys	They're forming hypotheses from replays and want direct user input	"You're watching sessions and seeing confusion. Want to ask users directly what's tripping them up?"
	Product Analytics + Surveys	Experiments	They've identified problems and want to validate fixes	"You know the problem. Let's test whether your proposed fix actually works before building it fully."
	Experiments running	Revenue Analytics	They're testing changes but measuring proxy metrics, not revenue	"Your experiment improved conversion by 15%. But did it actually increase MRR?"
	Analytics + Experiments mature	Workflows + Product Tours	They know what works and want to operationalize it	"You proved the new onboarding flow works. Now let's guide every new user through it automatically."
	Product team in PostHog	Growth & Marketing (for the growth team)	Product team is in PostHog. Growth team should be too.	"Your PMs are using PostHog for product decisions. Has the growth team seen what they can do with funnels and experiments for conversion optimization?"
	B2B account, no Group Analytics	Group Analytics add-on	B2B companies need company-level analytics	"You're tracking individual users. But do you know which companies are most engaged and which are at risk?"
	Product team using flags for experiments	Release Engineering (for the eng team)	Engineering is implementing flags for experiments. They can use them for releases too.	"Your engineers are already deploying feature flags for experiments. Have they considered using the same infrastructure for all their releases?"


Internal resources

	Product Analytics docs: Funnels [external link] · Retention [external link] · Lifecycle [external link] · Cohorts [external link] · User paths [external link] · SQL [external link]
	Session Replay docs: Session Replay [external link]
	Surveys docs: Creating surveys [external link]
	Experiments docs: Experiments [external link] · Exposures [external link]
	Revenue Analytics docs: Getting started [external link] · Dashboard [external link]
	Workflows docs: Getting started [external link] · Email drip campaigns [external link]
	Product Tours docs: Getting started [external link] · Creating tours [external link]
	Feature Flags docs: Getting started [external link]
	PostHog AI docs: Enable PostHog AI [external link] · Example prompts [external link]
	Group Analytics docs: Group Analytics [external link]


Appendix: Company archetype considerations

AI Native — Early
	Archetype + Stage
	AI Native — Early
	Framing
	Product Intelligence looks different here. There's no UX researcher. A GTM engineer or founding PM is looking at funnels, activation rates, and conversion. Frame it as "understand what makes users stick" not "deep behavioral research."
	Key Products
	Product Analytics (funnels, retention), Session Replay, Experiments, PostHog AI
	Buyer
	Founder, founding PM, GTM engineer

AI Native — Scaled
	Archetype + Stage
	AI Native — Scaled
	Framing
	Starting to formalize the product function. May have a dedicated PM. AI Evals becomes relevant as a bridge: evaluating AI output quality is product intelligence for AI products.
	Key Products
	Product Analytics, Session Replay, Surveys, Experiments, AI Evals, Revenue Analytics
	Buyer
	PM, Head of Product, AI Product Lead

Cloud Native — Early
	Archetype + Stage
	Cloud Native — Early
	Framing
	First real analytics investment. They need to find product-market fit. Speed matters. Don't overwhelm with features. Start with funnels and retention, add replay and surveys as they mature.
	Key Products
	Product Analytics, Session Replay, PostHog AI
	Buyer
	Founder, first PM, product engineer

Cloud Native — Scaled
	Archetype + Stage
	Cloud Native — Scaled
	Framing
	Dedicated product team with PMs, designers, maybe UX researchers. They want depth: cohort analysis, retention by feature, experiment velocity. Workflows and Product Tours become relevant for operationalizing insights.
	Key Products
	Full Product Intelligence stack. Group Analytics if B2B.
	Buyer
	Head of Product, VP Product, UX Research Lead

Cloud Native — Enterprise
	Archetype + Stage
	Cloud Native — Enterprise
	Framing
	Multiple product teams, multiple workloads. The play is expanding PostHog from one team to many. Standardization and governance matter. RBAC (Enterprise package) becomes relevant.
	Key Products
	Full stack + Group Analytics + Enterprise package
	Buyer
	VP Product, CPO, product ops
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Observability

/handbook/growth/use-case-selling/observability

What is the job to be done?

"Help me know when things break, understand why, and fix them fast."

	Catch exceptions and regressions before users report them
	See the user's actual experience when an error occurred, not just a stack trace
	Understand the business impact of incidents (which users were affected, what revenue was at risk), not just the technical impact
	Centralize log collection and search alongside error data
	Triage incidents faster with natural language queries


This is where our roadmap is heading and where significant market opportunity exists. The long-term vision is a full observability stack that competes with Datadog and Sentry on their home turf, but with the massive advantage that our observability data is connected to product analytics data. No other vendor can tell you "this API endpoint is slow AND here's the business impact in terms of user drop-off and revenue loss."

Separating this from Release Engineering is important because the buyer is often different (SRE/platform team vs. product engineering), the competitive landscape is different (Datadog/Sentry vs. LaunchDarkly), and the expansion path is different.

What PostHog products are relevant?

	Error Tracking [external link] (core) — Track exceptions, get alerts, resolve issues. Automatic grouping of similar errors, stack traces, affected user counts. The starting point for most Observability adoption.
	Session Replay [external link] — User impact of errors, visual reproduction. When an error fires, click through to the user's session and see exactly what happened. This is the killer differentiation vs. Sentry: you don't just see the stack trace, you see the user's actual experience.
	Product Analytics [external link] — Error correlation with user behavior and business impact. Answer "how many users hit this error?" and "did this error cause drop-off in our conversion funnel?" Connect technical incidents to business outcomes.
	PostHog AI [external link] — Natural language incident triage. "What errors spiked in the last hour and which users were affected?" without writing a query. Faster mean time to understanding during incidents. (Example prompts [external link])
	Logging beta — Centralized log collection and search. Logs are table stakes for any observability stack. Having logs alongside errors, replays, and analytics means the full debugging context lives in one place.
	Roadmap: APM, API tracing — Not shipped yet. When these arrive, the observability story becomes complete: errors + logs + traces + replay + analytics in one platform.


Adoption path and expansion path

Entry point

Usually Error Tracking. Team wants to catch exceptions and regressions. Common entry scenarios:

	Sentry replacement: They're paying for Sentry and want to consolidate into PostHog (which they're already using for analytics or flags). Error Tracking is the direct replacement.
	First observability tool: Early-stage company that hasn't invested in error tracking yet. PostHog's free tier (100K exceptions/month) lets them start without a new vendor relationship.
	Session Replay → Error Tracking: They're already using Session Replay for debugging and discover that errors surfaced in replays could be tracked systematically with Error Tracking.


Primary expansion path

Error Tracking → + Session Replay (error context) → + Logging → + Product Analytics (impact analysis)

The logic of each step:

	Error Tracking → Session Replay: They can see the error and the stack trace. But they can't see what the user was doing when it happened. Session Replay lets them click from an error event directly to the user's session and watch the full context. This is the single most differentiated feature in our Observability story.
	Session Replay → Logging: They're seeing errors and user sessions. They need the backend context: what was the server doing when this error fired? Centralized logs complete the debugging picture.
	Logging → Product Analytics: They're debugging individual errors. Now they want to understand the aggregate impact: how many users are hitting this error? Is it correlated with a specific funnel step? Did this bug cause a revenue drop? Product Analytics connects technical incidents to business outcomes.


Future expansion (roadmap dependent)

As APM and tracing ship, the path extends: Logging → APM → Tracing, completing the full observability stack. Position this honestly: name the vision, be transparent about what's available today vs. what's coming.

Business impact of solving the problem

Observability data connected to product analytics is a moat. Every other observability tool (Datadog, Sentry, New Relic) can tell you "this endpoint threw an error." Only PostHog can tell you "this error affected 500 users, 30 of whom were in the middle of checkout, resulting in an estimated $15k in lost revenue this week." That's a fundamentally different conversation with engineering leadership.

Session Replay as error context is a killer feature. Sentry shows you a stack trace. PostHog shows you the user's actual experience. For frontend and full-stack debugging, this is dramatically faster for reproduction and resolution.

Consolidation play for accounts already using PostHog. If they're already on PostHog for analytics or flags, adding Error Tracking and Logging means one fewer vendor (Sentry, Datadog) to manage. The consolidation saves money and reduces context-switching.

This use case has the highest growth ceiling. The observability market is enormous (Datadog alone is $25B+). Our story gets stronger with every product we ship in this space.

Personas to target

	Persona	Role Examples	What They Care About	How They Evaluate
	SRE / Platform Engineer	SRE, Platform Eng, Infrastructure Eng	Reliability, alerting, mean time to resolution, not getting paged at 3am	"Will this catch issues before users report them? How fast can I triage?"
	Backend Engineer	Backend Eng, API Engineer, Server-side Eng	Stack traces, log correlation, reproducing bugs efficiently	"Can I see what happened on the server when this error fired?"
	Product Engineer	Full-stack Eng, Frontend Eng	User-facing bugs, reproduction, understanding the user impact of errors	"Can I see the user's session when this error happened?"
	Engineering Manager	EM, VP Eng, Director of Eng	Team velocity, incident metrics (MTTR, error rates), cost of observability tooling	"How does this reduce our incident response time? What does it cost vs. Sentry/Datadog?"
	Founder (early stage)	CTO, first engineer	Catching bugs before users complain, not paying Datadog prices	"Does this work out of the box and is it affordable?"


Signals in Vitally & PostHog

Vitally indicators this use case is relevant

	Signal	Where to Find It	What It Means
	Error Tracking is active but low product count	Product spend breakdown	They've started with errors. Full Observability expansion path available.
	Customer mentions Sentry or Datadog in notes	Vitally notes / conversations	Competitive displacement opportunity. Consolidation pitch.
	High Session Replay usage with error-related viewing patterns	Product usage data	They're using replay for debugging already. Error Tracking formalizes this.
	Engineering-heavy user base, no PM users	User list in Vitally	Engineering-first account. Observability and Release Engineering are the primary use cases.


PostHog usage signals

	Signal	How to Check	What It Means
	Error tracking exceptions growing week over week	Product usage metrics	They're instrumenting more of their stack. Good adoption signal.
	Session Replay filtered by error events	Replay usage patterns	They're connecting replay to error debugging. The integration is clicking.
	High error volume but no alerting configured	Error tracking settings	They're collecting errors but not acting on them. Help them set up alerts.
	Product Analytics queries referencing error events	Saved insights	They're starting to connect errors to business impact. Encourage this.


Command of the Message

Discovery questions

	When something breaks in production, how long does it take your team to find out? From users? From monitoring?
	How do you currently track and prioritize errors? Do you have a tool for this, or is it ad hoc?
	When you see an error, how do you reproduce it? How long does reproduction typically take?
	Can you tell which users were affected by a specific error? Do you know the business impact?
	What does your current observability stack look like? (Sentry? Datadog? New Relic? How many tools?)
	How much are you spending on observability tooling today?
	When an incident happens, how many tools does your team switch between to understand what happened?
	Do you have centralized logging? Where do your logs live today?


Negative consequences (of not solving this)

	Errors are discovered through user complaints, not proactive monitoring
	Stack traces exist but reproduction is guesswork because there's no user session context
	Engineering can quantify "how many errors" but not "how many users affected" or "what revenue was lost"
	Multiple observability tools (Sentry for errors, Datadog for APM, separate logging) with no connection between them
	Incident triage is slow because context is spread across 3+ tools
	Observability costs are high and growing (Datadog pricing, Sentry pricing) without clear ROI


Desired state

	Errors are caught proactively with alerts before users report them
	Every error links to the user's actual session, so reproduction takes seconds, not hours
	Error impact is measured in business terms: affected users, affected revenue, affected funnels
	Errors, logs, and user sessions live in one platform alongside product analytics
	Incident triage is faster because all context is in one place


Positive outcomes

	Reduced MTTR (mean time to resolution) from instant session replay access on errors
	Fewer user-reported bugs (proactive error detection + alerting)
	Better incident prioritization based on business impact, not just error count
	Observability cost reduction through consolidation (replace Sentry + separate logging)
	Engineering leadership gets business-impact reporting on reliability, not just technical metrics


Success metrics

Customer-facing:

	Mean time to resolution for user-facing bugs decreases
	Percentage of errors caught proactively (via alerting) vs. user-reported increases
	Error rate trends downward as bugs are prioritized by impact and fixed systematically


TAM-facing:

	Error Tracking exception volume grows (instrumenting more of their stack)
	Session Replay usage increases with error-filtered viewing (integration is working)
	Logging adoption starts (filling out the observability stack)
	Product Analytics queries reference error data (connecting to business impact)


Competitive positioning

Our positioning

	Errors + replay in one platform. See the stack trace and the user's actual session. No other error tracking tool offers this depth of user context. Sentry shows you the error. PostHog shows you the experience.
	Business impact, not just error count. Connect errors to user behavior and revenue with Product Analytics. "This error caused 200 users to abandon checkout" is a different conversation than "this error fired 500 times."
	Consolidation for existing PostHog users. If they're already using PostHog for analytics or flags, adding Error Tracking means one fewer vendor. Same data platform, one less tool to manage.
	Logging completes the picture. Errors, user sessions, and backend logs in one place. No switching between Sentry, Papertrail, and Amplitude to understand an incident.


Competitor quick reference

	Competitor	What They Do	Our Advantage	Their Advantage
	Sentry	Error tracking, performance monitoring, session replay	Deeper product analytics integration; business impact context; flag/experiment connection; better pricing	More mature error tracking features; broader language support; larger install base; dedicated performance monitoring
	Datadog	Full observability: APM, logs, metrics, errors	Product analytics integration; session replay depth; much cheaper	Complete observability stack (APM, traces, metrics); enterprise-grade; massive ecosystem
	New Relic	Full observability: APM, logs, errors, distributed tracing	Product analytics integration; session replay; simpler pricing	Complete observability stack; mature enterprise features


Honest assessment: Our Observability story is credible but incomplete. Error Tracking + Session Replay + Logging is a meaningful starting point, and the connection to product analytics is genuinely differentiated. But we don't have APM or tracing yet. We can't position PostHog as a full Datadog replacement today. The honest pitch is: "For error tracking, we're better than Sentry because of the user context. For full observability, we're building toward it, and in the meantime, the product analytics connection gives you something no other observability tool offers." Be transparent about what's available today vs. what's on the roadmap.

Pain points & known limitations

No APM or tracing yet
	Pain Point
	No APM or tracing yet
	Impact
	Can't replace Datadog for teams that need full backend observability
	Workaround / Solution
	Be honest about the roadmap. Position PostHog as complementary for now: errors + replay + analytics in PostHog, APM in their existing tool. The consolidation play gets stronger as we ship more.

Logging is beta
	Pain Point
	Logging is beta
	Impact
	Teams expecting production-grade centralized logging may find gaps
	Workaround / Solution
	Set expectations on maturity. For teams with existing logging (ELK, Papertrail), PostHog logging complements rather than replaces initially.

Error Tracking language/framework support may lag Sentry
	Pain Point
	Error Tracking language/framework support may lag Sentry
	Impact
	Sentry supports a very wide range of languages and frameworks
	Workaround / Solution
	Check Error Tracking docs [external link] for current support. For unsupported frameworks, generic exception capture via the API may work.

No built-in on-call/incident management
	Pain Point
	No built-in on-call/incident management
	Impact
	Teams wanting PagerDuty-style incident workflows won't find it here
	Workaround / Solution
	PostHog alerts can trigger webhooks to PagerDuty, Slack, etc. Error Tracking is about detection and context, not incident management workflows.


Getting a customer started

What does an evaluation look like?

	Scope: Enable Error Tracking on their primary application. Connect Session Replay to error events. Set up alerts for critical error spikes.
	Timeline: 1 to 3 days to start capturing errors. 1 week to have meaningful error data and session replay context.
	Success criteria: Can you see errors grouped by type with affected user counts? Can you click from an error to the user's session replay? Can you get alerted when a new error type spikes?
	PostHog investment: Error Tracking free tier covers 100K exceptions/month. Session Replay free tier covers 5K recordings.
	Key requirement: They need to integrate the PostHog SDK or connect their existing error capture to PostHog's Error Tracking. If they're already using PostHog's SDK, Error Tracking may just need to be enabled.


Onboarding checklist

	[ ] Enable Error Tracking [external link] in the PostHog SDK configuration
	[ ] Verify errors are being captured and grouped correctly
	[ ] Connect Session Replay [external link] to error events (verify you can click from error → replay)
	[ ] Set up alerts for critical error types or spike detection
	[ ] Build an "Error Health" dashboard: error trends, top errors by affected users, error rate by release
	[ ] Review the top 5 errors with the team, using session replay context to prioritize fixes
	[ ] If applicable, enable Logging (beta) for backend log context
	[ ] Create a Product Analytics query that correlates errors with funnel drop-off or business metrics


Cross-sell pathways from this use case

	If Using...	They Might Need...	Why	Conversation Starter
	Error Tracking only	Session Replay	They see stack traces but can't reproduce the user experience	"You can see the error. Want to see exactly what the user was doing when it happened?"
	Error Tracking + Session Replay	Logging	They have frontend error context but need backend logs	"You can see the user's session. But what was happening on the server at the same time?"
	Error Tracking + analytics correlation	Product Intelligence (for the product team)	They're connecting errors to user impact. The product team would benefit from the same analytics.	"You're measuring error impact on users. Has your product team seen what they can do with funnels and retention in the same platform?"
	Error Tracking (engineering in PostHog)	Release Engineering (same engineering team)	Engineering is in PostHog for errors. Feature flags for safe releases is a natural add.	"You're tracking errors after releases. What if you could gate features behind flags and roll back without a deploy?"
	Error Tracking for AI features	AI/LLM Observability	Traditional error tracking misses AI quality regressions	"You're catching exceptions, but are you catching when your model starts giving worse answers? That's a different kind of 'error.'"


Internal resources

	Error Tracking docs: Error Tracking [external link]
	Session Replay docs: Session Replay [external link]
	Product Analytics docs: Product Analytics [external link]
	PostHog AI docs: Enable PostHog AI [external link] · Example prompts [external link]
	Competitive battlecard: To be added: Sentry / Datadog competitive positioning


Appendix: Company archetype considerations

AI Native — Early
	Archetype + Stage
	AI Native — Early
	Framing
	"You're shipping fast and breaking things. PostHog catches errors and shows you the user's experience when they hit a bug. No Sentry bill required." Error Tracking + Session Replay is the sweet spot.
	Key Products
	Error Tracking, Session Replay
	Buyer
	CTO, founding engineer

AI Native — Scaled
	Archetype + Stage
	AI Native — Scaled
	Framing
	"Your AI features have failure modes that traditional error tracking misses: hallucinations, slow responses, quality regressions. PostHog catches the technical errors AND lets you evaluate output quality." Bridge to AI/LLM Observability.
	Key Products
	Error Tracking, Session Replay, Logging, AI Evals
	Buyer
	VP Eng, Platform Lead, SRE

Cloud Native — Early
	Archetype + Stage
	Cloud Native — Early
	Framing
	"Stop finding bugs from user complaints. Error Tracking catches exceptions automatically, and Session Replay lets you see exactly what happened. 100K exceptions/month free."
	Key Products
	Error Tracking, Session Replay
	Buyer
	CTO, founding engineer

Cloud Native — Scaled
	Archetype + Stage
	Cloud Native — Scaled
	Framing
	"Your team is juggling Sentry, Papertrail, and Datadog. PostHog consolidates error tracking, logging, and user context into the platform you already use for analytics." Consolidation pitch.
	Key Products
	Error Tracking, Session Replay, Logging, Product Analytics
	Buyer
	VP Eng, SRE Lead, Platform team

Cloud Native — Enterprise
	Archetype + Stage
	Cloud Native — Enterprise
	Framing
	"Multiple teams, multiple services, and incident context spread across 5 tools. PostHog gives you errors + logs + user sessions + business impact in one platform. No more switching between Sentry, Datadog, and Amplitude during an incident."
	Key Products
	Full Observability stack + Enterprise package
	Buyer
	VP Eng, Director of SRE, Platform leadership
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Growth & Marketing

/handbook/growth/use-case-selling/growth-and-marketing

What is the job to be done?

"Help me understand what drives acquisition, conversion, and revenue, and automate actions based on user behavior."

	Know which channels and campaigns actually drive signups and revenue, not just clicks
	Build and optimize conversion funnels from first touch through activation and monetization
	Attribute revenue back to marketing spend and understand true ROAS
	Automate engagement based on user behavior: onboarding nudges, re-engagement, lifecycle campaigns
	Get conversion and behavior data into ad platforms, CRMs, and marketing tools without building custom pipelines
	Run experiments on landing pages, pricing, onboarding flows, and activation sequences
	Collect on-site feedback (exit intent, NPS, CSAT) and tie it directly to user behavior
	Let non-technical marketing users ask questions about their data without waiting for an analyst


Guidance: This is probably the most underserved use case in our current motion. We have the products — Web Analytics [external link], Marketing Analytics [external link], Workflows [external link], Product Tours [external link], Pipelines [external link], Revenue Analytics [external link], Surveys [external link] — but we rarely lead with this story. Marketing teams are spending $10k+/month on Segment, Mixpanel, GA4, and various CDPs to do what PostHog can do in one place. Don't sell individual products here. Sell the consolidation of their marketing data stack.


What PostHog products are relevant?

	Web Analytics [external link] (core) — Traffic, referrers, UTM tracking [external link], page performance, bounce rates. The replacement for GA4 that doesn't require a PhD to configure. First-party data collection that actually works with ad blockers. (Dashboard overview [external link])
	Marketing Analytics [external link] beta — Ad campaign attribution, channel performance, ROAS tracking. Connect ad spend to actual product signups and revenue events. Multi-touch attribution across channels.
	Product Analytics [external link] — Conversion funnels [external link], retention [external link] curves, cohort [external link] analysis, activation metrics. The layer that connects "they visited the site" to "they became a paying customer." Lifecycle [external link] analysis to understand where users are in the journey.
	Workflows [external link] — Automated engagement sequences triggered by user behavior. Lifecycle emails, re-engagement campaigns, onboarding drips, churn prevention. Act on what analytics reveals instead of just reporting on it. (Email drip campaign guide [external link] · Configure channels [external link])
	Product Tours [external link] alpha — In-app guided onboarding, activation nudges, feature adoption prompts, conversion nudges. The in-product complement to Workflows' out-of-product engagement. (Creating tours [external link])
	Data Pipelines [external link] — Push conversion events and user data to ad platforms (Google, Meta, LinkedIn), CRMs (HubSpot, Salesforce), and data warehouses. Close the loop on campaign optimization by feeding real conversion data back to where it's used. (Realtime destinations [external link] · Batch exports [external link])
	Revenue Analytics [external link] — Track revenue by cohort, plan, feature, and channel. Understand LTV, MRR [external link], expansion revenue, and churn at a user and account level. (Dashboard [external link])
	Surveys [external link] — On-site feedback, exit-intent surveys, NPS, CSAT, post-purchase surveys. Capture qualitative signal at key moments in the funnel and tie responses to user behavior data.
	Experiments [external link] — A/B test landing pages, pricing pages, onboarding flows, checkout experiences, and activation sequences against real conversion and revenue metrics. This is a key stickiness driver: once a growth team is running experiments, they need engineering to implement the variants, which pulls engineering into PostHog and creates a cross-team dependency.
	Feature Flags [external link] — The implementation layer for experiments. Growth/CRO defines the test; engineering implements it via feature flags. Also used for targeted rollouts to specific user segments, geo-targeting, and progressive delivery of growth initiatives. Feature Flags are the bridge product that connects the growth team's use case to the engineering team's workflow, and opens the door to the Release Engineering [external link] use case.
	PostHog AI [external link] — Natural language querying for non-technical marketing users. "Which campaign drove the most signups last month?" without needing HogQL or analyst support. (Example prompts [external link])


Adoption path and expansion path

Entry point

Usually Web Analytics, Product Analytics, or Experiments. Three common patterns:

	Marketing-first: Marketing team wants to replace GA4 or understand channel attribution. They start with Web Analytics for traffic and referrer data, then quickly want to connect that to downstream conversion events (Product Analytics) and campaign spend (Marketing Analytics).
	Growth-first: A growth engineer or product-led growth team is already using PostHog for product analytics — building funnels, tracking activation, measuring retention. They want to connect the top of funnel (how users found us) to the bottom (did they convert and retain). Web Analytics and Marketing Analytics extend their existing setup upstream.
	CRO / Experimentation-first: A Growth PM or CRO specialist wants to run A/B tests on signup flows, pricing pages, or onboarding sequences. They come in through Experiments, which requires Feature Flags, and Feature Flags require engineering to implement. This is a natural multithreading play: the growth team defines the experiment, engineering implements the flag, and now both teams are in PostHog.


Primary expansion path

Web Analytics → Marketing Analytics → Product Analytics (funnels/retention) → Experiments + Feature Flags → Data Pipelines (to CRM/ad platforms) → Workflows / Product Tours → Revenue Analytics → Surveys

The logic of each step:

	Web Analytics → Marketing Analytics: They can see traffic and referrers but want to connect that to actual ad spend and ROAS.
	Marketing Analytics → Product Analytics: They know which channels bring users, now they need to know which channels bring users who convert and retain.
	Product Analytics → Experiments + Feature Flags: They've identified drop-off points and want to test fixes. Experiments require Feature Flags, which require engineering to implement. This is the key multithreading moment: the growth team defines the hypothesis, engineering implements the flag, and both are now active in PostHog.
	Experiments → Data Pipelines: They've validated what works, now they need to feed real conversion events back to ad platforms and push user data to their CRM.
	Pipelines → Workflows / Product Tours: They've been reporting on drop-offs and now want to actually do something about them. Automated re-engagement when a user goes cold. In-app nudges to complete onboarding.
	Workflows → Revenue Analytics: Engagement is automated, now they want to measure the revenue impact. LTV by channel, revenue attribution to specific campaigns and workflows.
	Revenue Analytics → Surveys: They're measuring revenue impact and want to add a qualitative layer. "Why did you cancel?" exit surveys. Post-purchase NPS.


Alternate expansion paths

Starting from Product Analytics (growth engineering): A growth team already deep in PostHog funnels and experiments. They expand upstream into Web Analytics and Marketing Analytics for channel attribution, and downstream into Workflows and Product Tours for activation automation.

Starting from Surveys: A product or CX team is running NPS or CSAT surveys. They want to connect low scores to actual behavior (what happened right before someone gave a 3/10?), which pulls in Product Analytics and Session Replay. The growth team then sees the survey infrastructure and wants to use it for exit-intent and post-signup feedback.

Starting from Experiments (CRO / Growth PM entry — the engineering bridge): A CRO specialist or Growth PM wants to A/B test their signup flow. They come in through Experiments, which creates a Feature Flag under the hood. The flag needs to be implemented in code, so engineering gets pulled into PostHog. This is high-value for three reasons: (1) it makes the account sticky — once feature flags are in the codebase, they're not easy to rip out; (2) it creates a multithreading opportunity — you now have both the growth team and engineering as active users; and (3) it's a bridge to Release Engineering — once engineering is using flags for experiments, they often realize they can use the same infrastructure for progressive rollouts and kill switches.

Business impact of solving the problem

The buyer is different from other use cases. Growth and Marketing targets growth engineers, marketing leads, demand gen managers, CRO specialists, and GTM engineers. In most organizations, these are separate from the product analytics buyer (PM) and the engineering buyer (EM/platform). They often have their own budget and their own stack. Winning this buyer opens a parallel revenue stream within the same account.

Marketing stack consolidation is a real, quantifiable cost savings. Companies routinely spend $10k+/month across GA4, Segment, Mixpanel, Amplitude, CDPs, and various point solutions. The consolidation argument is concrete: fewer vendor contracts, fewer integrations to maintain, one source of truth for conversion data.

This use case gives newer products a reason to exist. Workflows, Product Tours, Marketing Analytics, and Revenue Analytics are all relatively new PostHog products with lower attach rates. Without a use case frame, they're standalone features looking for a buyer. Within Growth and Marketing, each one has a clear role and a natural "next step" in the conversation.

Growth and Marketing creates demand for other use cases. Once a marketing team is in PostHog and sees the depth of product analytics, they pull in the product team (Product Intelligence). Once the growth team is running experiments, engineering gets involved (Release Engineering). This use case is a wedge into broader platform adoption.

Experiments and Feature Flags are the stickiness and multithreading lever. When a CRO or Growth PM starts running A/B tests, feature flags get embedded in the codebase. That's a fundamentally different level of integration than a marketing team viewing dashboards. Flags are in production code, maintained by engineers, and not easy to remove. More importantly, it gives TAMs a natural path to multithread: you now have a growth/marketing champion and an engineering champion using the same platform.

Personas to target

Growth Engineer
	Persona
	Growth Engineer
	Role Examples
	Growth Eng, PLG Engineer, GTM Engineer
	What They Care About
	Conversion funnels, activation metrics, experiment velocity, pipeline reliability
	How They Evaluate
	"Can I build a full-funnel view from ad click to paid conversion in one tool?"

Marketing Lead
	Persona
	Marketing Lead
	Role Examples
	Head of Marketing, VP Demand Gen, Marketing Ops
	What They Care About
	Channel attribution, ROAS, campaign performance, cost per acquisition
	How They Evaluate
	"Can I see which campaigns actually drive revenue, not just clicks?"

CRO / Growth PM
	Persona
	CRO / Growth PM
	Role Examples
	Growth PM, CRO Specialist, Head of Growth
	What They Care About
	Conversion rate optimization, experiment velocity, activation rates. Needs engineering to implement experiments, making this persona the key multithreading catalyst.
	How They Evaluate
	"Can I run experiments on our signup flow and measure revenue impact? How fast can engineering implement a test?"

Founding Growth
	Persona
	Founding Growth
	Role Examples
	Founder, first growth hire at early-stage startup
	What They Care About
	All of the above. Wearing all hats. Speed, simplicity, not paying for 5 tools
	How They Evaluate
	"How fast can I set this up and how many tools does it replace?"

Marketing Analyst
	Persona
	Marketing Analyst
	Role Examples
	Marketing Analyst, Data Analyst (Marketing)
	What They Care About
	Data accuracy, attribution modeling, cohort analysis, reporting
	How They Evaluate
	"Can I trust this data? Can I build reports without engineering help?"


Signals in Vitally & PostHog

Vitally indicators this use case is relevant

	Signal	Where to Find It	What It Means
	Web Analytics is active but no other products adopted	Product usage data	They came in through the marketing door — there's a full expansion path waiting
	Customer mentions GA4, Segment, or CDP in notes	Vitally notes / conversations	They have marketing stack pain and may be open to consolidation
	Multiple marketing/growth team members invited	User list in Vitally	The growth team is in PostHog, not just engineering — this use case is live
	Low Pipelines / Workflows usage despite high analytics usage	Product spend breakdown	They're analyzing but not acting — Workflows and Pipelines are natural next steps
	Experiments or Feature Flags usage initiated by growth/marketing team (not engineering)	Product usage data + user roles	The CRO/Growth PM persona is active — this is the engineering bridge moment


PostHog usage signals

	Signal	How to Check	What It Means
	UTM parameters appearing in event properties	Event property explorer	They're tracking acquisition sources — Marketing Analytics is a natural add
	Funnels built around signup/checkout/activation	Saved insights	Growth team is active and measuring conversion — ripe for Experiments and Workflows
	Experiments created but low flag evaluation volume	Experiments list + flag usage	Growth team is trying to experiment but engineering hasn't implemented the flags yet — TAM opportunity to facilitate the handoff
	Feature flags being used primarily for experiments (not releases)	Flag list + experiment linkage	Growth-driven flag usage — explore whether they'd also use flags for progressive rollouts (Release Engineering cross-sell)
	Web Analytics pageview volume growing	Product usage metrics	Marketing is driving more traffic — they'll want attribution and ROAS soon
	Batch exports configured to ad platforms or CRM	Pipeline configuration	They're already trying to close the data loop — deeper Pipelines usage is the play


Health score implications

	Event volume: Growing web analytics and pageview volume means marketing is scaling. Flat or declining volume may mean they've stalled or are sending traffic data elsewhere.
	User engagement: Watch for non-engineering users actively building dashboards and insights. If only engineers use PostHog, the marketing team hasn't been onboarded — that's both a risk and an opportunity.
	Product count: Growth and Marketing touches the most products of any use case. Low product count with this persona is a sign there's major expansion headroom. If they're using analytics but not Experiments + Feature Flags, that's the next natural move.


Command of the Message

Discovery questions (current state)

	How do you track which channels and campaigns drive signups today? Can you tie that all the way through to revenue?
	What does your current marketing/growth tool stack look like? (GA4? Segment? CDP? How many vendors?)
	When you run a paid campaign, how do you measure whether it actually worked? How long does it take to get that answer?
	Do you send conversion events back to your ad platforms? How is that pipeline built and maintained?
	How do you currently onboard new users? Is it automated or manual? What triggers the onboarding flow?
	When someone drops off your signup or checkout funnel, can you see why? Do you have any automated re-engagement?
	How does your growth team decide what to experiment on? How do you measure experiment results?
	Are you running A/B tests on your signup flow, pricing page, or onboarding today? What tool are you using? Who implements the variants, the growth team or engineering?
	When an experiment wins, how do you roll it out to 100% of users? Is that process smooth or does it require a separate deploy?
	Can your marketing team answer their own questions about performance, or do they depend on engineering/data for every query?
	How do you attribute revenue to specific campaigns, channels, or touchpoints?
	What's your biggest frustration with your current analytics or attribution setup?


Negative consequences (of not solving this)

	Marketing spend is optimized against proxy metrics (clicks, impressions) instead of actual conversions and revenue
	Attribution is broken or incomplete — nobody trusts the numbers, so decisions are gut-driven
	Conversion data doesn't flow back to ad platforms, so campaign optimization is flying blind
	Growth team builds custom ETL pipelines to move data between tools — fragile, expensive to maintain
	Onboarding and re-engagement are manual or time-based instead of behavior-driven
	Marketing and product teams use different tools with different numbers, leading to misalignment
	Growth team can't run experiments because they depend on engineering for every test, or they use a separate tool that isn't connected to their analytics
	New users drop off and nobody acts on it because there's no automation layer


Desired state

	One platform that tracks the full journey from ad click to paid conversion to revenue
	Marketing team can self-serve answers about channel performance, ROAS, and conversion without waiting for analysts
	Conversion events automatically flow to ad platforms and CRMs — no custom pipelines to maintain
	Onboarding, re-engagement, and lifecycle campaigns fire automatically based on real user behavior
	In-app nudges guide users through activation at exactly the right moment
	Every experiment is measured against real business metrics, and the same feature flags used for experiments can be reused for progressive rollouts
	Growth and engineering collaborate through a shared platform: growth defines the hypothesis, engineering implements the flag, both see the results
	Revenue is attributable to specific channels, campaigns, and user cohorts


Positive outcomes

	20-40% reduction in marketing tool spend through consolidation (GA4 + Segment + CDP + point solutions → PostHog)
	Higher ROAS from feeding real conversion data back to ad platforms
	Faster experiment velocity — growth team runs more tests because the tooling is integrated
	Experiments + Feature Flags create a shared workflow between growth and engineering, reducing silos and making the account harder to churn
	Increased activation and retention from behavior-driven onboarding (Workflows + Product Tours)
	Marketing and product aligned on the same data, same source of truth
	Non-technical marketing users can query data in natural language via PostHog AI


Success metrics

Customer-facing:

	Conversion rate from visitor → signup → activation → paid improves measurably
	ROAS on paid channels increases after feeding real conversion events back to ad platforms
	Time-to-first-value for new users decreases (measured via activation funnel)
	Marketing stack vendor count decreases (consolidation)
	Growth team experiment velocity increases (more experiments shipped per quarter)


TAM-facing:

	Customer expands from Web Analytics-only (or Product Analytics-only) to multi-product
	Non-engineering users (marketing, growth) are active in PostHog
	Engineering users are active alongside growth users (multithreaded account)
	Feature Flags are embedded in the codebase (stickiness indicator)
	Experiments velocity increases (more experiments created per quarter)
	Pipeline volume grows (more data flowing out to ad platforms and CRMs)
	Workflow and Product Tour usage grows (automation is active, not just analytics)


Competitive positioning

Our positioning

	Full-funnel in one platform. No other tool connects web traffic [external link] → channel attribution [external link] → conversion funnels [external link] → user behavior → revenue [external link] → automated engagement [external link] in a single product. GA4 stops at the website. Segment stops at the pipe. Amplitude stops at the dashboard. PostHog goes from first click to lifetime revenue and lets you act on it.
	First-party data collection that works. PostHog's first-party tracking isn't blocked by ad blockers the way GA4 and third-party pixels are. More accurate data, better attribution, higher match rates when syncing conversions to ad platforms.
	Analytics + automation in the same tool. Most analytics platforms show you the drop-off. PostHog lets you fix it with Workflows [external link] (re-engage users) and Product Tours [external link] (guide users in-app). The insight-to-action loop is closed.
	Marketing stack consolidation = real cost savings. Replace GA4 + Segment + CDP + survey tool + experimentation tool with one platform.
	PostHog AI [external link] lowers the adoption bar for non-technical users. Marketing users who will never learn SQL or HogQL can ask questions in natural language.


Competitor quick reference

	Competitor	What They Do	Our Advantage	Their Advantage
	GA4	Web analytics, basic attribution, Google Ads integration	Full-funnel beyond the website; first-party data; product analytics depth	Deepest Google Ads integration; free tier is very generous; universal adoption
	Segment	CDP — collects events and routes them to destinations	We're the analytics platform and the pipe; no need for a separate CDP layer	More destination integrations; more mature data governance
	Amplitude	Product analytics with some marketing analytics features	Broader product coverage (flags, replay, surveys, workflows); better pricing	More mature marketing-specific features (audiences, campaign impact)
	Mixpanel	Product analytics focused on funnels and retention	Broader platform (web analytics, flags, replay, workflows); no sampling	Deeper mobile analytics; some marketing teams prefer the UX
	HubSpot Marketing Hub	Marketing automation, email, CRM, basic analytics	Engineering-grade analytics; deeper funnel analysis; experiments	Native CRM integration; better email deliverability; non-technical UX
	Heap	Auto-capture product analytics	We also auto-capture, plus flags, experiments, replay, surveys, workflows	Retroactive analytics (virtual events) is a strong pitch for non-technical teams


Honest assessment: Our strongest position is against teams using 3+ tools to do what PostHog does in one. The consolidation pitch is genuine. We're weaker against teams deeply embedded in the Google ecosystem (GA4 + Google Ads + Looker) where switching cost is high. We're also weaker against HubSpot where marketing automation is the primary need. Our sweet spot is technical growth teams and PLG companies where the growth engineer is the buyer.

Pain points & known limitations

Marketing Analytics is beta — feature set is still maturing
	Pain Point
	Marketing Analytics is beta — feature set is still maturing
	Impact
	Some customers may expect parity with GA4 or dedicated attribution tools
	Workaround / Solution
	Set expectations during onboarding. Position as "growing fast" and highlight the advantage of attribution data living alongside product analytics.

Workflows is new — not as feature-rich as mature marketing automation
	Pain Point
	Workflows is new — not as feature-rich as mature marketing automation
	Impact
	Teams expecting advanced email sequencing, lead scoring, or complex branching may find gaps
	Workaround / Solution
	Position as behavior-driven automation, not a full HubSpot replacement. For heavy email automation, PostHog complements an existing tool via Data Pipelines [external link].

Product Tours is alpha — limited customization
	Pain Point
	Product Tours is alpha — limited customization
	Impact
	Teams with complex onboarding needs may hit walls
	Workaround / Solution
	Position as the integrated option. For advanced tooltip/modal UX, keep a dedicated tool and use PostHog for analytics + experimentation.

Pipeline destination coverage may not match Segment's breadth
	Pain Point
	Pipeline destination coverage may not match Segment's breadth
	Impact
	Some niche destinations may not be supported
	Workaround / Solution
	Check available destinations [external link] before promising. Data Warehouse + Batch Exports [external link] covers the most common needs. Webhook destination [external link] can bridge gaps.

Non-technical marketing users may find the UI intimidating
	Pain Point
	Non-technical marketing users may find the UI intimidating
	Impact
	Adoption risk: marketing team tries PostHog, finds it too "engineering-y," and reverts to GA4
	Workaround / Solution
	Lead with PostHog AI [external link] for querying. Build pre-configured dashboards during onboarding. Web Analytics [external link] UI is intentionally simpler — start them there.


Exceptions / edge cases:

	Enterprise demand gen teams with complex lead scoring and email nurture: If the primary need is marketing automation, PostHog is not the right primary tool. Recommend keeping HubSpot/Marketo and using PostHog for analytics, attribution, and experimentation. Data Pipelines [external link] bridges the two.
	Teams deeply embedded in the Google ecosystem: If they run Google Ads, use GA4, and report in Looker, switching cost is very high. Position PostHog as a complement for product analytics [external link] and conversion funnel depth, not a full GA4 replacement. Over time, as Marketing Analytics matures, the replacement conversation becomes easier.


Getting a customer started

What does an evaluation look like?

	Scope: Instrument their primary acquisition funnel: landing page → signup → activation event → first conversion/payment. Add UTM tracking [external link] and connect web analytics [external link]. If they have paid campaigns, set up Marketing Analytics [external link].
	Timeline: 2 to 4 weeks to see meaningful data. Channel attribution and funnel insights start showing value within the first week if traffic is decent. Experiments [external link] need enough traffic for statistical significance, so timeline varies.
	Success criteria: Can you answer: "Which channel drives the most activated users (not just signups)?" Can you see the full funnel [external link] from first visit to conversion? Can you tell which campaigns are worth the spend?
	PostHog investment: Web Analytics and Product Analytics free tiers cover a substantial evaluation. Marketing Analytics (beta) is included. Surveys and Experiments have generous free tiers.
	Key requirement: They need to instrument key conversion events (signup, activation, purchase/upgrade) with proper UTM parameters [external link]. If they want Pipelines, they need API credentials for their ad platforms or CRM. See the performance marketing tutorial [external link] for a step-by-step walkthrough.


Onboarding checklist

	[ ] Install PostHog snippet on marketing site and product (web analytics installation [external link] + autocapture)
	[ ] Verify UTM parameters [external link] are being captured on key landing pages
	[ ] Define and instrument core conversion events: signup, activation, first purchase/upgrade
	[ ] Build the primary conversion funnel [external link] in Product Analytics
	[ ] Set up Web Analytics dashboard [external link] with traffic, referrers, and top pages
	[ ] Connect Marketing Analytics [external link] to ad platforms (if running paid campaigns)
	[ ] Configure at least one Data Pipeline destination [external link] (CRM or ad platform conversion sync)
	[ ] Build a pre-configured "Growth Dashboard" for the marketing team
	[ ] Introduce PostHog AI [external link] to non-technical marketing users (example prompts [external link])
	[ ] Set up one Workflow [external link] or Product Tour [external link] for a key drop-off point


Objection handling

"We already use GA4 and it's free."
	Objection
	"We already use GA4 and it's free."
	Response
	GA4 is great for basic web traffic. But can it show you which channels drive users who activate and pay, not just visit? Can it send real conversion events back to your ad platforms? PostHog starts free too, and it goes all the way to revenue. (Web Analytics [external link] · Funnels [external link])

"We need Segment for our data pipelines."
	Objection
	"We need Segment for our data pipelines."
	Response
	What destinations are you sending to? PostHog has built-in Data Pipelines [external link] for the most common ones. You may not need a separate CDP layer if PostHog is already collecting the events. Let's look at your current destinations [external link] and see what's covered.

"Our marketing team isn't technical enough for PostHog."
	Objection
	"Our marketing team isn't technical enough for PostHog."
	Response
	That's exactly why we built PostHog AI [external link] — your marketing team can ask questions in plain English. Web Analytics [external link] is also designed to be simple and familiar. We'll set up dashboards during onboarding so they have value from day one.

"Marketing Analytics is beta — can we trust it?"
	Objection
	"Marketing Analytics is beta — can we trust it?"
	Response
	Fair concern. The core data infrastructure is built on the same battle-tested PostHog platform that handles billions of events. The beta label means we're still adding features, not that the data is unreliable. And your feedback directly shapes the roadmap.

"We'd need to rip out our whole marketing stack to use PostHog."
	Objection
	"We'd need to rip out our whole marketing stack to use PostHog."
	Response
	You don't have to rip out anything on day one. Start by adding PostHog alongside your existing tools. Once you see the value of having attribution, funnels, and automation in one place, the consolidation happens naturally. Data Pipelines [external link] keeps your existing tools fed.

"Workflows seems basic compared to HubSpot/Braze."
	Objection
	"Workflows seems basic compared to HubSpot/Braze."
	Response
	It is newer. The trade-off is that PostHog Workflows [external link] is triggered by real product behavior data, not just email opens and form fills. If you need complex email nurture sequences, keep your email tool and use PostHog for behavior-driven automation. They complement each other via Data Pipelines [external link].

"Our growth team wants to experiment but engineering is too busy to implement flags."
	Objection
	"Our growth team wants to experiment but engineering is too busy to implement flags."
	Response
	That's actually a common starting point. The first experiment is the hardest because engineering needs to set up the Feature Flag SDK [external link]. But once the SDK is in place, subsequent experiments are much faster. Most teams find that after the first 2 to 3 experiments, the loop is smooth. And engineering now has flag infrastructure they can use for their own releases too.


Cross-sell pathways from this use case

	If Using...	They Might Need...	Why	Conversation Starter
	Web Analytics + Marketing Analytics	Product Analytics (funnels, retention)	They can see traffic and channels but need to connect it to actual user behavior and conversion	"You know which channels bring traffic — but do you know which channels bring users who retain?"
	Product Analytics (funnels)	Experiments + Feature Flags	They've identified drop-off points and want to test fixes	"You've found the drop-off. Want to test whether a new flow actually improves conversion?"
	Product Analytics + Experiments	Workflows + Product Tours	They know what works from experiments and want to operationalize it	"You proved the new onboarding works in an experiment. Now let's roll it out as a Product Tour for everyone."
	Experiments + Feature Flags (growth-driven)	Release Engineering (for the eng team)	Engineering is already implementing flags for experiments — they can use those same flags for progressive rollouts	"Your engineering team is already using feature flags for growth experiments. Have they considered using the same infrastructure for all their releases?"
	Web Analytics + Product Analytics	Data Pipelines	They're analyzing conversion but not feeding it back to ad platforms or CRM	"You're measuring real conversions — are you sending those back to Meta and Google so their algorithms can optimize?"
	Funnels + Workflows	Revenue Analytics	They're driving and automating conversion but need to measure the revenue impact	"You've automated re-engagement. Now let's see which cohorts and channels drive the most LTV."
	Any Growth & Marketing products	Session Replay	They see a funnel drop-off but don't know why	"Your checkout funnel drops 40% at step 3. Want to watch what users are actually doing at that step?"
	Growth & Marketing stack established	Product Intelligence (for the product team)	Marketing/growth is in PostHog — the product team should be too	"Your growth team already uses PostHog for funnels and experiments. Has the product team seen what they can do with cohorts and retention analysis?"


Internal resources

	Web Analytics docs: Getting started [external link] · Dashboard [external link]
	Marketing Analytics docs: Marketing Analytics [external link]
	Product Analytics docs: Funnels [external link] · Retention [external link] · Lifecycle [external link] · Cohorts [external link]
	Workflows docs: Getting started [external link] · Email drip campaigns [external link] · Configure channels [external link]
	Product Tours docs: Getting started [external link] · Creating tours [external link]
	Data Pipelines docs: CDP overview [external link] · Realtime destinations [external link] · Batch exports [external link] · HubSpot destination [external link]
	Revenue Analytics docs: Getting started [external link] · Dashboard (MRR/ARR) [external link]
	Surveys docs: Creating surveys [external link]
	Experiments docs: Experiments [external link] · Exposures [external link]
	Feature Flags docs: Getting started [external link]
	PostHog AI docs: Enable PostHog AI [external link] · Example prompts [external link]
	UTM tracking: UTM segmentation [external link]
	Tutorial: How to track performance marketing [external link]
	Competitive battlecard: To be added: GA4 / Segment / CDP competitive positioning
	Product team: To be added: Slack channels for Web Analytics, Marketing Analytics, Workflows, Product Tours, Pipelines, Revenue Analytics teams


Appendix: Company archetype considerations

AI Native — Early
	Archetype + Stage
	AI Native — Early
	Framing
	"You need to get users to your AI product, get them activated, and understand what channels work, all without hiring a data team." Speed matters. Experiments are high-value early.
	Key Products
	Web Analytics, Product Analytics (funnels), Experiments, Feature Flags, PostHog AI
	Buyer
	Founder, first growth hire, GTM engineer

AI Native — Scaled
	Archetype + Stage
	AI Native — Scaled
	Framing
	"You're scaling acquisition and need to optimize spend, automate onboarding, and connect marketing data to product engagement."
	Key Products
	Web Analytics, Marketing Analytics, Product Analytics, Experiments, Feature Flags, Pipelines, Workflows, Revenue Analytics
	Buyer
	Head of Growth, Growth Engineering Lead

Cloud Native — Early
	Archetype + Stage
	Cloud Native — Early
	Framing
	"You're investing in growth for the first time and want to build it right. One tool for attribution, funnels, experiments, and engagement."
	Key Products
	Web Analytics, Product Analytics, Experiments, Feature Flags, Surveys
	Buyer
	Founder, first PM, growth engineer

Cloud Native — Scaled
	Archetype + Stage
	Cloud Native — Scaled
	Framing
	"Your marketing stack is fragmented and expensive. Consolidate attribution, conversion analytics, engagement automation, and experimentation into one platform." Experiments + Feature Flags are the multithreading lever.
	Key Products
	Web Analytics, Marketing Analytics, Product Analytics, Experiments, Feature Flags, Pipelines, Workflows, Product Tours, Revenue Analytics
	Buyer
	VP Growth, Head of Growth, CRO, Marketing Ops

Cloud Native — Enterprise
	Archetype + Stage
	Cloud Native — Enterprise
	Framing
	"Multiple teams, multiple products, multiple markets, and none of them agree on the numbers. PostHog gives you a single source of truth for acquisition, conversion, and revenue across all properties."
	Key Products
	Full stack. Pipelines and Revenue Analytics are especially important.
	Buyer
	VP Marketing, CMO, Head of Growth, Marketing Ops
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What is the job to be done?

"Help me understand how my AI features perform, what they cost, and how users interact with them."

	Track model performance: latency, cost per query, token usage, error rates across providers and models
	Evaluate AI output quality and detect regressions after prompt or model changes
	Understand how users actually interact with AI-generated output (not just whether the model responded)
	A/B test prompts, models, and parameters against real user behavior metrics, not just model-level metrics
	Monitor cost attribution by user, organization, or feature so you know where your OpenAI bill is going
	Catch model failures, hallucinations, and timeouts alongside traditional application errors


This is the fastest growing segment of our customer base. AI-native companies are adopting PostHog at a high rate, but often only for LLM Observability or only for Product Analytics. The cross-sell opportunity is significant because AI products have unique observability needs that span multiple PostHog products.

The buyer persona is distinct: AI engineers care about model-level metrics (latency, cost, token usage, accuracy) first, user-level analytics second. Leading with the AI story opens the door to everything else.

What PostHog products are relevant?

	LLM Observability [external link] (core) — Model performance, cost tracking, latency monitoring. Trace individual LLM calls with inputs, outputs, token counts, latency, and cost. Aggregate views by model, provider, feature, user, or organization.
	AI Evals — Score and evaluate AI outputs, proactively surface quality issues and user struggles. Run automated evaluations after prompt or model changes to catch regressions that look "fine" from an error rate perspective but degrade user experience. This is a bridge product: its primary home is AI/LLM Obs, but it unlocks value in Product Intelligence (surface where users struggle based on output quality) and Release Engineering [external link] (catch quality regressions after prompt/model changes).
	Product Analytics [external link] — User behavior around AI features. How do users interact with AI-generated output? Do they accept suggestions, reject them, regenerate? Which users/organizations drive the most AI usage (and cost)? Funnels and retention for AI-powered flows.
	Experiments [external link] — A/B test prompts, models, and parameters against real user behavior metrics. "Does GPT-4o produce better outcomes than Claude for this use case?" measured not by model benchmarks but by user conversion, retention, and satisfaction.
	Error Tracking [external link] — Catch model failures, hallucinations (if detectable), timeouts, rate limit errors. Traditional error tracking applied to the AI layer. When combined with LLM Observability, you get both the exception and the model-level context.
	Session Replay [external link] — See the user experience of AI features. Watch how users interact with AI-generated content: do they read it? Copy it? Regenerate? Leave? This qualitative layer is especially valuable because AI feature UX is hard to quantify with events alone.
	PostHog AI [external link] — Query model performance data in natural language. "Which prompts have the highest latency and cost?" or "Show me the error rate by model this week." Useful for AI engineers who want fast answers about their own AI infrastructure. (Example prompts [external link])


Adoption path and expansion path

Entry point

Usually LLM Observability or Product Analytics. Two common patterns:

	Model-first: AI engineer wants to understand model performance: latency, cost, token usage. They start with LLM Observability for tracing and cost attribution, then realize they need to understand how users interact with the output (Product Analytics), whether the output is actually good (AI Evals), and how to test improvements (Experiments).
	Product-first: AI product team is building a product with AI features and starts with Product Analytics to track user behavior. They realize they need model-level metrics alongside user metrics, which pulls in LLM Observability. From there, they want to evaluate quality (AI Evals) and test prompt/model changes (Experiments).


Primary expansion path

LLM Observability → + AI Evals → + Product Analytics (user behavior) → + Experiments (prompt/model testing) → + Error Tracking → + Session Replay

The logic of each step:

	LLM Observability → AI Evals: They can see model performance metrics (latency, cost, tokens). They need to know if the output is actually good. Evals score quality and detect regressions after changes.
	AI Evals → Product Analytics: They know the model is performing well technically. But are users actually getting value from the AI features? Product Analytics tracks how users interact with AI output: acceptance rates, regeneration rates, downstream conversion.
	Product Analytics → Experiments: They've identified differences in AI feature performance. Now they want to test improvements: different prompts, different models, different parameters. Experiments lets them A/B test with real user behavior as the success metric, not just model benchmarks.
	Experiments → Error Tracking: They're iterating on AI features. Error Tracking catches model failures, rate limit errors, and timeouts. Combined with LLM Observability, they get the full picture: exception + model context.
	Error Tracking → Session Replay: They're catching errors and measuring metrics. Session Replay shows them how users experience AI features, especially in ambiguous cases where the model didn't error but the output wasn't helpful.


Alternate expansion paths

Starting from Product Analytics: An AI product team already using PostHog for product analytics. They add LLM Observability to get model-level metrics alongside their user behavior data. From there, AI Evals and Experiments are natural adds.

Starting from Error Tracking: Team catching model failures with Error Tracking. They realize traditional error tracking misses quality regressions (model responds but with worse output). AI Evals fills this gap, pulling in LLM Observability for the full model-level context.

Business impact of solving the problem

AI-native companies are the fastest growing customer segment. Getting in early with LLM Observability means PostHog becomes the default platform as these companies scale. AI-native startups that adopt PostHog at seed stage often grow into significant accounts.

The cross-sell opportunity is uniquely strong. AI products sit at the intersection of multiple PostHog use cases: model observability (AI/LLM Obs), user behavior analytics (Product Intelligence), release management for prompt/model changes (Release Engineering), and error tracking for model failures (Observability). One AI customer can reasonably adopt products from 4+ use cases.

No one else has this combination. Langfuse and Helicone do LLM tracing. Amplitude does product analytics. Sentry does error tracking. No one connects model performance → output quality → user behavior → business outcomes in one platform. That's PostHog's pitch.

AI Evals is the bridge product. For any account building AI features, AI Evals connects AI/LLM Observability to Product Intelligence (are users struggling based on output quality?) and Release Engineering (did a prompt change cause a quality regression?). It's a natural entry point into multiple use cases from a single product.

Personas to target

	Persona	Role Examples	What They Care About	How They Evaluate
	AI Engineer	ML Engineer, AI Engineer, Applied AI	Model performance, cost optimization, latency, quality	"Can I see cost per query by model, trace individual calls, and detect quality regressions?"
	AI Product Manager	AI PM, Product Lead (AI features)	User experience of AI features, adoption rates, business impact	"Can I see how users interact with our AI features and whether they drive retention?"
	AI Founder	Founder, CTO at AI-native startup	All of the above. Cost control. Speed. Not paying for 5 tools.	"How fast can I set this up and how much does it replace?"
	AI Product Engineer	Full-stack engineer building AI features	Instrumentation, debugging, prompt iteration cycle time	"How easy is it to instrument? Can I see trace-level detail for debugging?"


Signals in Vitally & PostHog

Vitally indicators this use case is relevant

	Signal	Where to Find It	What It Means
	LLM Observability is active	Product usage data	AI/LLM Obs use case is live. Full expansion path available.
	Company tags include "AI" or "LLM" or "ML"	Company info / tags	AI-native or AI-building company. This use case is likely relevant even if they haven't adopted LLM Observability yet.
	High Product Analytics usage + AI company	Product usage + company type	They're using analytics but haven't connected model-level metrics. LLM Observability is the add.
	Customer mentions Langfuse, Helicone, or "LLM costs" in notes	Vitally notes / conversations	Direct signal. They're thinking about AI observability and may be using a competitor or building it in-house.


PostHog usage signals

	Signal	How to Check	What It Means
	LLM-related custom events (e.g., llm_generation, ai_response)	Event property explorer	They're tracking AI events in Product Analytics. LLM Observability would give them model-level detail.
	High LLM Observability trace volume	Product usage metrics	Active AI instrumentation. Ripe for AI Evals and Experiments.
	Experiments on AI-related features	Experiments list	They're already A/B testing AI features. Validate they're using LLM Obs for model-level measurement.
	Error Tracking exceptions from AI/model code	Error tracking events	Model failures are happening. LLM Observability gives context beyond the stack trace.


Command of the Message

Discovery questions

	What AI/LLM features are you building? How central are they to your product?
	How do you track model performance today? Cost, latency, token usage — where does that data live?
	When you change a prompt or switch models, how do you know the output quality held up?
	Can you tell which users or organizations are driving the most AI cost?
	How do you decide whether to use GPT-4o vs. Claude vs. a smaller model for a given feature? Is that data-driven or gut feel?
	When your AI feature produces a bad output, how do you find out? User complaint? Manual testing?
	Do you A/B test different prompts or models? How do you measure success — model benchmarks or actual user behavior?
	How do users interact with AI-generated output in your product? Do you track acceptance rates, regeneration, or downstream actions?


Negative consequences (of not solving this)

	AI costs grow unchecked because there's no visibility into cost per query by user, feature, or model
	Prompt or model changes degrade output quality but nobody notices until users complain
	Model-level metrics (latency, tokens) are tracked separately from user behavior, so the team can't answer "are users actually getting value from the AI feature?"
	A/B testing prompts or models relies on model benchmarks, not real user outcomes, leading to optimizations that don't translate to business results
	AI failures (timeouts, rate limits, hallucinations) are caught ad hoc instead of systematically


Desired state

	One platform for model performance, output quality, user behavior, and business outcomes
	Cost attribution by user, organization, and feature so the team knows where the AI budget goes
	Automated quality evaluation after every prompt or model change
	A/B testing of prompts and models measured against real user behavior, not just model benchmarks
	AI errors caught proactively alongside traditional application errors
	The full picture: model trace → output quality score → user interaction → business outcome, all connected


Positive outcomes

	AI costs decrease through visibility and optimization (knowing which models/prompts to use where)
	Quality regressions caught before they reach users at scale
	Faster AI iteration cycle: change a prompt, evaluate quality, measure user impact, all in one tool
	Better model selection decisions based on user outcomes, not just model benchmarks
	Consolidation of AI observability (Langfuse/Helicone) with product analytics and error tracking into one platform


Success metrics

Customer-facing:

	AI feature usage and adoption rates improve (users get more value from AI output)
	AI costs per unit of value decrease (better model selection, prompt optimization)
	Quality regression detection time decreases (evals catch issues faster)
	Prompt/model experiment velocity increases


TAM-facing:

	Customer expands from LLM Obs-only to multi-product (Product Analytics, Experiments, Error Tracking)
	AI Evals adoption grows (quality evaluation is active, not just tracing)
	Experiment count on AI features increases
	Non-AI products start being adopted (Session Replay, Feature Flags) as the broader platform becomes familiar


Competitive positioning

Our positioning

	Model performance + user behavior in one platform. Langfuse traces your LLM calls. PostHog traces your LLM calls AND shows you how users interact with the output AND lets you A/B test improvements AND catches errors. No one else connects the full stack.
	Real user outcomes, not just model metrics. Other AI observability tools optimize for model performance (latency, cost, perplexity). PostHog lets you optimize for user outcomes: did the user accept the suggestion? Did they convert? Did they come back?
	Experiments on prompts/models measured by business metrics. A/B test GPT-4o vs. Claude measured not by BLEU score but by user conversion and retention. This is what actually matters for AI product decisions.
	AI observability + traditional observability. Error Tracking catches model failures. Session Replay shows the user experience. Product Analytics measures business impact. It's one platform, not AI observability siloed from everything else.


Competitor quick reference

	Competitor	What They Do	Our Advantage	Their Advantage
	Langfuse	Open-source LLM tracing, prompt management, evals	Broader platform (product analytics, experiments, replay, error tracking); user behavior metrics; not just model metrics	More mature LLM-specific features; open-source community; purpose-built prompt management
	Helicone	LLM request logging, cost tracking, caching	Broader platform; user behavior connection; experiments; not a single-purpose tool	Simpler to set up for basic LLM logging; built-in caching/rate limiting features
	Braintrust	LLM evals, logging, prompt playground	Broader platform; user behavior metrics; production monitoring not just offline evals	More mature eval framework; better prompt playground and iteration workflow
	Datadog LLM Monitoring	LLM tracing as part of broader APM	Product analytics integration; user behavior; better pricing for AI-native startups	Full APM stack; enterprise-grade; part of existing Datadog deployment for bigger companies


Honest assessment: Our strongest position is with AI-native startups and teams building AI features inside existing products. The pitch is "one platform for everything" instead of Langfuse + Amplitude + Sentry + a flag tool. We're weaker against teams that want the deepest possible LLM-specific tooling (Langfuse's prompt management and eval framework are more mature). We're also weaker against enterprise teams already embedded in Datadog. Our sweet spot is AI teams that want model performance connected to user outcomes in one place, without managing 4 vendors.

Pain points & known limitations

LLM Observability feature set is newer than Langfuse
	Pain Point
	LLM Observability feature set is newer than Langfuse
	Impact
	Teams expecting Langfuse-level prompt management and eval detail may find gaps
	Workaround / Solution
	Be honest about maturity. Position the breadth of the platform (analytics, experiments, replay) as the differentiator. Langfuse is great for pure LLM tracing; PostHog is better when you also need to understand user behavior and business impact.

AI Evals may not support all evaluation frameworks
	Pain Point
	AI Evals may not support all evaluation frameworks
	Impact
	Teams with custom eval pipelines may want more flexibility
	Workaround / Solution
	Check current eval capabilities. For custom frameworks, PostHog's API and data warehouse can integrate with existing eval pipelines.

Session Replay for AI chat interfaces can be noisy
	Pain Point
	Session Replay for AI chat interfaces can be noisy
	Impact
	Chat-based AI products generate a lot of replay data per session
	Workaround / Solution
	Configure sampling rules. Focus replay viewing on sessions with error events or low AI quality scores.


Getting a customer started

What does an evaluation look like?

	Scope: Instrument their primary AI feature with LLM Observability tracing. Set up cost attribution by model and feature. If they have a prompt change planned, set up AI Evals before and after.
	Timeline: 1 to 3 days to start capturing LLM traces. 1 to 2 weeks for meaningful cost and performance data. Eval comparisons depend on the change cycle.
	Success criteria: Can you see cost per query by model? Can you trace individual LLM calls with inputs and outputs? Can you detect a quality regression after a prompt change?
	PostHog investment: LLM Observability free tier covers 100K events/month. Product Analytics free tier covers 1M events. Experiments are included with Feature Flags.
	Key requirement: They need to instrument their LLM calls using the PostHog SDK or API. See the AI Engineering docs [external link] for integration guides by framework.


Onboarding checklist

	[ ] Instrument primary AI feature with LLM Observability [external link] tracing
	[ ] Verify traces are capturing: model, inputs, outputs, token counts, latency, cost
	[ ] Set up a cost attribution dashboard: cost by model, by feature, by user/organization
	[ ] Configure AI Evals for output quality scoring on the primary AI feature
	[ ] Build a "Model Health" dashboard: latency, cost, error rates, quality scores
	[ ] Enable Error Tracking [external link] for model failures, timeouts, and rate limit errors
	[ ] Set up Product Analytics [external link] tracking for AI feature user interactions (accept, reject, regenerate, downstream actions)
	[ ] Enable Session Replay [external link] to watch how users interact with AI output
	[ ] Plan first Experiment [external link] on an AI feature: different prompt, different model, or different parameter


Cross-sell pathways from this use case

	If Using...	They Might Need...	Why	Conversation Starter
	LLM Observability only	AI Evals	They can see model metrics but don't know if the output is actually good	"You can see your model's latency and cost. But do you know if the quality held up after your last prompt change?"
	LLM Obs + AI Evals	Product Analytics	They know model performance and quality. They don't know how users interact with the output.	"Your model is fast and the quality is high. But are users actually accepting the suggestions and converting?"
	LLM Obs + Product Analytics	Experiments	They see model metrics and user behavior. They want to improve.	"You can see GPT-4o costs more but users seem to prefer it. Want to run a proper A/B test to quantify the difference?"
	AI feature releasing changes	Release Engineering (Feature Flags)	They're changing prompts/models and want controlled rollout	"When you change your prompt, do you ship to everyone at once? Feature flags let you roll out to 5% first and measure before going wide."
	AI features in PostHog	Product Intelligence (for the product team)	AI team is in PostHog. The broader product team should be too.	"Your AI team uses PostHog for model metrics. Has the product team seen what they can do with funnels and retention for non-AI features?"
	Error Tracking for AI errors	Observability (full stack)	They're catching AI errors but not traditional application errors	"You're tracking model failures. Are you also catching the non-AI exceptions? Error Tracking works for your entire stack."


Internal resources

	LLM Observability docs: AI Engineering [external link]
	Product Analytics docs: Product Analytics [external link] · Funnels [external link] · Retention [external link]
	Experiments docs: Experiments [external link]
	Error Tracking docs: Error Tracking [external link]
	Session Replay docs: Session Replay [external link]
	PostHog AI docs: Enable PostHog AI [external link] · Example prompts [external link]
	Competitive battlecard: To be added: Langfuse / Helicone competitive positioning


Appendix: Company archetype considerations

AI Native — Early
	Archetype + Stage
	AI Native — Early
	Framing
	"You need to understand your model costs, catch quality regressions, and see how users interact with your AI features, all without hiring a data team or buying 4 tools." Speed and simplicity. One platform.
	Key Products
	LLM Observability, AI Evals, Product Analytics, PostHog AI
	Buyer
	Founder, AI engineer, founding PM

AI Native — Scaled
	Archetype + Stage
	AI Native — Scaled
	Framing
	"You're scaling AI features across your product. You need cost attribution by team/feature, automated quality evaluation, prompt/model experimentation, and the ability to connect model performance to business outcomes."
	Key Products
	LLM Observability, AI Evals, Product Analytics, Experiments, Error Tracking, Session Replay
	Buyer
	Head of AI/ML, AI PM, VP Eng

Cloud Native — Any (building AI features)
	Archetype + Stage
	Cloud Native — Any (building AI features)
	Framing
	"You're adding AI features to an existing product. PostHog already tracks your users. Now connect model performance to user behavior so you can optimize the AI experience alongside everything else." The pitch here is extending their existing PostHog usage, not adopting a new tool.
	Key Products
	LLM Observability, AI Evals (added to existing PostHog stack)
	Buyer
	Engineering team building the AI feature, PM who owns the AI feature
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/handbook/growth/use-case-selling/data-infrastructure

What is the job to be done?

"Help me unify product data with business data and get it where it needs to go."

	Bring external data into PostHog from Stripe, HubSpot, Salesforce, databases, and other sources
	Combine PostHog event data with revenue data, CRM data, or other business data for unified analysis
	Query across product events and business data without building and maintaining custom ETL pipelines
	Export PostHog data to existing warehouses (Snowflake, BigQuery, Redshift) so it's part of the company's data stack
	Feed enriched data to downstream tools: BI platforms, ad platforms, CRMs, marketing tools


This is the "stickiness" use case. Once PostHog is part of a company's data infrastructure, receiving data from Stripe, HubSpot, and databases AND feeding data out to their BI layer, it becomes very hard to rip out. This also makes their product data more valuable as it is enriched with additional business context. Data infrastructure customers also tend to have the highest retention rates.

However, this is also the hardest use case to sell into. Data teams are skeptical of analytics tools playing in the data engineering space. Product maturity matters a lot here.

What PostHog products are relevant?

	Data Warehouse [external link] (core) — Bring external data into PostHog. Connect Stripe, HubSpot, Salesforce, Postgres, MySQL, Snowflake, BigQuery, and many more sources [external link]. Query across PostHog events and external data using HogQL. Build unified dashboards that combine product behavior with revenue, CRM, and business data.
	Data Pipelines / Batch Exports [external link] (core) — Send PostHog data out to external destinations. Batch exports [external link] to S3, Snowflake, BigQuery, Postgres, Redshift, Databricks, Azure Blob. Realtime destinations [external link] to Slack, HubSpot, Salesforce, ad platforms, and more. Transformations [external link] to clean, enrich, or filter data before it lands.
	Product Analytics [external link] — The query engine for unified data. Once external data is in the Data Warehouse, Product Analytics becomes the interface for querying across all of it. HogQL gives SQL access to everything. Dashboards combine product events with business metrics.


Adoption path and expansion path

Entry point

Usually Data Warehouse or Batch Exports. Two common patterns:

	Data out (Batch Exports first): Data team wants to export PostHog event data to their existing warehouse (Snowflake, BigQuery, Redshift) so it can be queried alongside other business data in their BI tool. This is the "PostHog as a data source" entry point. They're not replacing their warehouse. They're adding PostHog data to it. Ideally, we want PostHog to be the hub of their data, but this is typically an indicator that they're beginning to think of their data holistically.
	Data in (Data Warehouse first): Data team (or product/other team) wants to bring external data into PostHog to enrich product analytics. "Show me retention by Stripe plan" or "Which HubSpot leads are actually active in the product?" requires combining PostHog events with external data. This is the strongest entry point because it keeps teams inside PostHog for analysis.


Primary expansion path

Data Warehouse (bring external data IN) → + Product Analytics (query unified data) → + Batch Exports (send PostHog data OUT)

The logic of each step:

	Data Warehouse → Product Analytics: They've connected external data (Stripe, HubSpot, databases). Now they use Product Analytics (and HogQL) as the query interface for unified data. Dashboards combine product events with revenue data, CRM data, and more. PostHog becomes the single analytics interface.
	Product Analytics → Batch Exports: They're doing all their analysis in PostHog, but other teams or BI tools still need access to PostHog event data. Batch exports feed their warehouse so the rest of the org can benefit too.


Alternate expansion paths

Starting from Realtime Destinations: They want to push PostHog events to downstream tools in real-time. Conversion events to ad platforms (Meta, Google Ads). User activity to CRM (HubSpot, Salesforce). Alerts to Slack. This pulls in Data Pipelines and naturally leads to "if we can push data out, can we pull data in?" which is the Data Warehouse.

Starting from Product Analytics (HogQL power users): Advanced analytics users writing HogQL queries hit the ceiling of PostHog-only data. They want to join against their Stripe data, their CRM data, or their database. Data Warehouse is the answer.

Business impact of solving the problem

This is the highest-stickiness use case. When PostHog is both receiving data from Stripe/HubSpot/databases and feeding data out to Snowflake/BigQuery/BI tools, ripping it out means rebuilding multiple data pipelines. This creates deep infrastructure-level lock-in that goes beyond any single user or team.

Data infrastructure customers have the highest retention rates. Accounts with active batch exports and warehouse connections churn at significantly lower rates than analytics-only accounts. The integration depth creates switching costs that product satisfaction alone doesn't.

However, this is the hardest use case to sell into. Data teams are skeptical. They've built their stack around tools like Fivetran, dbt, Snowflake, and Looker. They see PostHog as an analytics tool, not a data infrastructure tool. Credibility with data engineers requires demonstrating real technical capability, not just talking about consolidation.

The "lightweight warehouse" pitch resonates with early-stage companies. Teams that don't yet have a Snowflake/BigQuery setup find PostHog's Data Warehouse attractive because it gives them warehouse capabilities (join external data, run SQL) without a separate warehouse vendor. For these teams, PostHog isn't replacing their warehouse. It is their warehouse.

Personas to target

	Persona	Role Examples	What They Care About	How They Evaluate
	Data Engineer	Data Eng, Analytics Eng, Data Platform	Pipeline reliability, query performance, schema flexibility, not maintaining custom ETL	"Is the sync reliable? Can I run complex joins? What's the query latency on large datasets?"
	Data Team Lead	Head of Data, Director of Analytics, Data Lead	Tool consolidation, cost, team productivity, data governance	"Does this reduce our pipeline maintenance burden? What's the cost vs. Fivetran?"
	Product Ops / BizOps	Product Ops, RevOps, BizOps	Unified view of product and business data, self-serve dashboards	"Can I see product usage next to Stripe revenue and HubSpot pipeline without asking the data team?"
	Founder (early stage)	CTO, technical founder, first data hire	Not building a data warehouse yet. Wants unified analytics without a complex stack.	"Can I query my Stripe data alongside PostHog events without setting up Snowflake?"


Signals in Vitally & PostHog

Vitally indicators this use case is relevant

Active batch exports
	Signal
	Active batch exports
	Where to Find It
	active_batch_exports in Vitally traits
	What It Means
	They're already exporting data. The Data Warehouse (bringing data in) is the natural next step, and they're likely not thinking of PostHog being their data warehouse.

Active external data schemas
	Signal
	Active external data schemas
	Where to Find It
	active_external_data_schemas in Vitally traits
	What It Means
	They've connected external data sources. They're using PostHog as a data platform, not just analytics.

High rows synced (30 day)
	Signal
	High rows synced (30 day)
	Where to Find It
	rowsSyncedLast30DaysIfSendingData
	What It Means
	Significant data movement. Data Infrastructure is an active use case.

Customer mentions Fivetran, Snowflake, or "data warehouse" in notes
	Signal
	Customer mentions Fivetran, Snowflake, or "data warehouse" in notes
	Where to Find It
	Vitally notes / conversations
	What It Means
	Data team is involved. This use case may be relevant.

HogQL usage is high
	Signal
	HogQL usage is high
	Where to Find It
	Usage metrics
	What It Means
	Power users writing SQL. They're likely to want to query across external data too, or have more complex analytics needs/capabilities.


PostHog usage signals

Batch exports configured and running
	Signal
	Batch exports configured and running
	How to Check
	Pipeline configuration
	What It Means
	They're exporting data. Explore whether bringing data in (Data Warehouse) would add value. What are they doing with the PostHog data in the warehouse?

External data sources connected (Stripe, HubSpot, etc.)
	Signal
	External data sources connected (Stripe, HubSpot, etc.)
	How to Check
	Data Warehouse source list
	What It Means
	Active Data Infrastructure use case. Look for expansion: more sources, more query complexity.

HogQL queries joining external data
	Signal
	HogQL queries joining external data
	How to Check
	Saved insights with warehouse tables
	What It Means
	They're doing unified analysis. This is the power use case. Encourage more connections.

High realtime destination volume
	Signal
	High realtime destination volume
	How to Check
	Pipeline metrics
	What It Means
	They're pushing events to downstream tools. Explore whether they need more destinations or more complex transformations. They may also be solving in point solutions when they could simplify in PostHog.


Command of the Message

Discovery questions

	Where does your product data live today? How do you combine it with business data (revenue, CRM, etc.)?
	Do you have a data warehouse (Snowflake, BigQuery, Redshift)? How does PostHog data get there?
	When someone asks "what's our retention by Stripe plan?" or "which HubSpot leads are active in the product?", how long does it take to answer?
	How many custom ETL pipelines are you maintaining? How much engineering time goes into keeping them running?
	What tools do you use for data pipelines today? (Fivetran? Airbyte? Custom scripts?)
	Do you push PostHog data to any downstream tools? (BI, CRM, ad platforms)
	If you could query your Stripe/HubSpot/database data alongside PostHog events in one place, what questions would you ask first?


Negative consequences (of not solving this)

	Product data and business data live in separate silos. Answering cross-domain questions requires custom ETL, manual exports or switching between multiple tools/dashboards
	Just as bad as difficult to answer questions - teams give different answers to the same question
	Data engineers spend time maintaining pipelines between PostHog and the warehouse instead of doing analysis
	"Which cohort of users drives the most revenue?" requires stitching data from PostHog, Stripe, and the CRM, which takes days instead of minutes
	PostHog events aren't in the warehouse, so BI dashboards that need product behavior data are stale or incomplete
	Conversion events don't flow back to ad platforms, so marketing can't optimize campaigns against real product data


Desired state

	External data automatically flows into PostHog for enriched product analytics
	Product events, revenue data, CRM data, and database data queryable in one place
	Anyone can build a dashboard that combines product behavior with business outcomes
	No custom ETL pipelines to maintain between PostHog and the rest of the data stack
	PostHog data automatically flows to the warehouse for BI and downstream analysis


Positive outcomes

	Deeper product analytics: join against revenue, CRM, and business data for richer insights
	Faster time-to-answer for cross-domain questions (retention by plan, revenue by feature, engagement by lead score)
	Reduced engineering time maintaining data pipelines
	External data available in PostHog for teams that prefer PostHog's analytics interface
	Account becomes deeply embedded in PostHog's ecosystem (high switching cost, low churn risk)
	PostHog data available in BI tools for teams that prefer Looker/Mode/Metabase


Success metrics

Customer-facing:

	Cross-domain queries (product + business data) that previously took days now take minutes
	Pipeline maintenance burden decreases (fewer custom ETL jobs)
	More teams can self-serve analytics because the data is unified
	Every team is working from the same data


TAM-facing:

	External data sources connected grows (more data flowing in)
	HogQL queries increasingly reference warehouse tables (unified analysis happening)
	Account retention strengthens (infrastructure-level stickiness)
	Batch export volume grows (more data flowing out)


Competitive positioning

Our positioning

	Query across everything with HogQL. Join PostHog events with Stripe revenue data, HubSpot contacts, or your Postgres database in a single SQL query. No separate BI tool required for many use cases.
	Built into the analytics platform. The Data Warehouse isn't a separate product. It's integrated with Product Analytics, dashboards, cohorts, and every other PostHog feature. External data becomes first-class data.
	Lightweight warehouse for early-stage teams. Teams without Snowflake/BigQuery get warehouse capabilities as part of PostHog. No separate vendor, no separate setup.
	Bidirectional data flow. Data Warehouse brings external data into PostHog. Batch Exports and Pipelines push PostHog data out. Two-way integration with the customer's data stack, not just one direction.


Competitor quick reference

	Competitor	What They Do	Our Advantage	Their Advantage
	Snowflake / BigQuery	Cloud data warehouse	We have analytics built on top; no BI tool needed for product questions; simpler for teams that just need PostHog + business data	Real data warehouse: unlimited scale, advanced SQL, mature ecosystem, governance
	Fivetran	Managed data pipelines (sources to warehouse)	We're the analytics platform AND the pipe; data stays in PostHog for analytics; simpler for early-stage teams	Far more source connectors; more mature data governance; enterprise-grade reliability
	Census / Hightouch	Reverse ETL (warehouse to business tools)	We push data from PostHog directly, no warehouse intermediate step needed; simpler architecture	More destination integrations; audience management features; built for marketing/ops teams
	Segment	CDP (collect events, route to destinations)	We're the analytics platform AND the pipe; no separate CDP needed	More destination integrations; more mature event collection; established in enterprise CDP workflows


Honest assessment: We are not trying to replace Snowflake or BigQuery. For teams with a mature data stack (Fivetran + Snowflake + dbt + Looker), PostHog's Data Warehouse is a complement, not a replacement. Batch Exports feed PostHog data into their stack; Data Warehouse brings their data into PostHog for product-specific analysis. The full replacement pitch only works for early-stage teams that don't have a warehouse yet and want PostHog to serve double duty. Early stage teams may also have experience with the complexity of layering in data systems, so may be more open to centralizing tooling, and Batch Exports always allow teams to not feel vendor lock-in. Be calibrated about which accounts can realistically adopt this as infrastructure vs. a convenience feature.

Pain points & known limitations

Data Warehouse query performance at very large scale
	Pain Point
	Data Warehouse query performance at very large scale
	Impact
	Teams with billions of rows in external sources may hit performance limits
	Workaround / Solution
	PostHog's Data Warehouse is optimized for product analytics query patterns, not general-purpose warehousing. For very large datasets, batch exports to Snowflake/BigQuery may be more appropriate.

Source connector coverage doesn't match Fivetran
	Pain Point
	Source connector coverage doesn't match Fivetran
	Impact
	Some niche data sources may not be supported
	Workaround / Solution
	Check available sources [external link]. For unsupported sources, the API and S3/GCS import paths can bridge the gap.

Data engineering teams may not trust PostHog as a warehouse
	Pain Point
	Data engineering teams may not trust PostHog as a warehouse
	Impact
	Credibility gap: "you're an analytics tool, not a data platform"
	Workaround / Solution
	Don't oversell. Position as a complement to their existing stack (batch exports out, key sources in) rather than a full replacement. Demonstrate HogQL query capability with their actual data to build credibility.

Batch export latency may not meet real-time requirements
	Pain Point
	Batch export latency may not meet real-time requirements
	Impact
	Teams needing sub-minute data freshness in their warehouse
	Workaround / Solution
	Batch exports are periodic (hourly default). For real-time needs, use Realtime Destinations instead. Set expectations on latency during evaluation.


Getting a customer started

What does an evaluation look like?

	Scope: Connect one external data source (usually Stripe or their primary database) to PostHog Data Warehouse. Set up one batch export to their warehouse if they have one. Build a dashboard that joins PostHog events with external data.
	Timeline: 1 to 3 days to connect sources and exports. 1 week to build meaningful unified dashboards.
	Success criteria: Can you query across PostHog events and external data in HogQL? Can you build a dashboard showing "retention by Stripe plan" or "engagement by CRM stage"? Is the batch export reliably delivering data to their warehouse?
	PostHog investment: Data Warehouse free tier covers 1M rows/month + free historical syncs. Batch Exports free tier covers 1M rows/month.
	Key requirement: They need API credentials for the external data sources they want to connect. For batch exports, they need write access to their warehouse.


Onboarding checklist

	[ ] Connect primary external data source to Data Warehouse [external link] (usually Stripe or primary database)
	[ ] Verify data is syncing correctly and queryable via HogQL
	[ ] Build a unified query: join PostHog events with external data (e.g., "retention by Stripe plan")
	[ ] Set up batch export [external link] to their warehouse (Snowflake, BigQuery, Redshift, S3)
	[ ] Verify batch export is running reliably with expected data freshness
	[ ] Configure at least one Realtime Destination [external link] if they need event data in downstream tools (Slack alerts, CRM sync, ad platform conversions)
	[ ] Build a "Unified Analytics" dashboard combining product events with business data
	[ ] Introduce the data team to HogQL if they're SQL-comfortable (HogQL docs [external link])
	[ ] Identify additional data sources to connect (CRM, other databases, ad platforms)


Cross-sell pathways from this use case

	If Using...	They Might Need...	Why	Conversation Starter
	Batch Exports only	Data Warehouse (bring data in)	They're pushing PostHog data out. Bringing business data in would let them do unified analysis in PostHog directly.	"You're exporting PostHog data to Snowflake. What if you could bring your Stripe data into PostHog and skip the context-switch?"
	Data Warehouse (Stripe connected)	Revenue Analytics	They've connected Stripe data. Revenue Analytics gives them pre-built MRR, LTV, and churn dashboards.	"You've got Stripe connected. Have you seen Revenue Analytics? It gives you MRR, churn, and LTV dashboards out of the box."
	Data Pipelines to CRM	Growth & Marketing	They're pushing data to HubSpot/Salesforce. The growth team could use more of the marketing analytics stack.	"You're syncing data to your CRM. Has the marketing team seen Web Analytics and Marketing Analytics for attribution?"
	Data Warehouse + Product Analytics	Product Intelligence (for the product team)	They're doing unified data analysis. The product team should be using the full analytics suite.	"Your data team is doing advanced queries. Are your PMs using funnels, retention, and session replay for product decisions?"
	Data team in PostHog	Any use case for other teams	Data team is in PostHog and advocates for it. Expand to product, engineering, or growth.	"Your data team loves PostHog. Which other teams could benefit? Product? Engineering? Growth?"


Internal resources

	Data Warehouse docs: Data Warehouse [external link] · Sources [external link] · HogQL [external link]
	Data Pipelines docs: CDP overview [external link] · Batch exports [external link] · Realtime destinations [external link] · Transformations [external link]
	Revenue Analytics docs: Getting started [external link] · Dashboard [external link]
	External data source guides: Stripe [external link] · HubSpot [external link] · Salesforce [external link] · Postgres [external link]
	Batch export guides: S3 [external link] · Snowflake [external link] · BigQuery [external link]


Appendix: Company archetype considerations

AI Native — Early
	Archetype + Stage
	AI Native — Early
	Framing
	"You don't need a data warehouse yet. PostHog connects to Stripe and your database, so you can query everything in one place without setting up Snowflake." Lightweight warehouse pitch.
	Key Products
	Data Warehouse, Product Analytics (HogQL)
	Buyer
	CTO, founding engineer, first data hire

AI Native — Scaled
	Archetype + Stage
	AI Native — Scaled
	Framing
	"You're scaling and your data team is building a proper stack. PostHog batch exports feed your warehouse, and Data Warehouse brings key business data in for product analytics." Complement, not replace.
	Key Products
	Data Warehouse, Batch Exports, Pipelines
	Buyer
	Data team lead, analytics engineer

Cloud Native — Early
	Archetype + Stage
	Cloud Native — Early
	Framing
	"Same as AI Native early. PostHog as the lightweight warehouse for teams that don't want a separate data stack yet."
	Key Products
	Data Warehouse, Product Analytics (HogQL)
	Buyer
	CTO, first data hire

Cloud Native — Scaled
	Archetype + Stage
	Cloud Native — Scaled
	Framing
	"Your data stack is mature. PostHog fits in as both a data source (batch exports to Snowflake) and an analytics destination (Data Warehouse pulls in Stripe/HubSpot). No custom ETL needed."
	Key Products
	Batch Exports, Data Warehouse, Pipelines
	Buyer
	Data engineering team, analytics engineering team

Cloud Native — Enterprise
	Archetype + Stage
	Cloud Native — Enterprise
	Framing
	"Multiple teams, multiple data sources, complex pipeline requirements. PostHog integrates bidirectionally with your existing stack and gives product/growth teams self-serve analytics over unified data." Governance, reliability, and scale matter here.
	Key Products
	Full Data Infrastructure stack + Enterprise package
	Buyer
	Head of Data, Director of Analytics, Data Platform Lead


Appendix: PostHog data maturity

1
	Stage
	1
	Primary Tool
	Point solutions (GA, prod DB)
	Data Sources
	Scattered
	Who Owns
	Nobody
	PostHog Position
	Not yet adopted

2
	Stage
	2
	Primary Tool
	PostHog
	Data Sources
	Product events
	Who Owns
	Prod/Eng
	PostHog Position
	Primary analytics

3
	Stage
	3
	Primary Tool
	PostHog + Data Pipelines
	Data Sources
	Product + Business
	Who Owns
	Cross-functional
	PostHog Position
	Hub for analytics

4
	Stage
	4
	Primary Tool
	PostHog + Data Pipelines + Warehouse
	Data Sources
	Everything
	Who Owns
	Cross-functional
	PostHog Position
	Source of truth

5
	Stage
	5
	Primary Tool
	PostHog + Batch Exports + External warehouse
	Data Sources
	Everything
	Who Owns
	Data Team
	PostHog Position
	Source + destination





  Who we do business with
  



Who we do business with

/handbook/growth/sales/who-we-do-business-with

We firmly adhere to laws in countries where we do business, and welcome everyone abiding by those legal restrictions to be our customers - paid or free, in all but a few very exceptional circumstances:

	The customer is engaging in illegal or unlawful behavior.
	The customer is encouraging violence or discriminating against legally protected groups.


In these cases, we may choose not to do business with the customer.

Sanctioned countries and companies

US laws mean we may also be prohibited from working with certain companies, due to ongoing US sanctions. In this case we do not have discretion - we are banned from working with these companies entirely.

If you need to check if a particular company appears on a US sanctions list, you can use the US Treasury's Sanction Search [external link]. In particular, you should be mindful of companies that sign up which are based in the following territories:

	Balkans
	Belarus
	Burundi
	Central African Republic
	Crimea
	Democratic Republic of the Congo
	Iraq
	Libya
	Lebanon
	Myanmar (formerly Burma)
	Russia
	Sudan
	South Sudan
	Somalia
	Ukraine
	Venezuela
	Yemen
	Zimbabwe


US sanctions mean that we are not allowed to offer services at all [external link] to any companies based in:

	Cuba
	Iran
	North Korea
	Syria


Update for June 2024 US sanctions against Russia

In June 2024, the US Treasury's Office of Foreign Asset Control issued updated sanctions against Russia [external link] which prohibit the sale or supply of services to individuals or organizations in Russia. The sanctions take effect on September 10, 2024 and continue indefinitely.

We must comply with these sanctions, so in August 2024 we contacted impacted individuals to let them know we would make the following changes on September 9th, 2024:

	We no longer accept any payments from individuals or organizations based in Russia
	We block access to PostHog for all individuals in Russia, based on their IP
	We terminated paid accounts with all customers located in Russia


There are some exemptions to the sanctions including any service to any entity located in the Russian Federation that is owned or controlled, directly or indirectly, by a U.S. person.

If a customer believes they've been incorrectly impacted by our response to these sanctions, or have further questions about them, ask them to contact sales@posthog.com [external link] so we can investigate.


Checking whether we can do business with a customer

If you work in Sales, CS & Onboarding, or Support and are not sure if we are able to work with a customer you are dealing with, ask in #legal and one of the team will be able to let you know either way. For the most part, these edge cases are to do with customers attempting to work around sanctions in their country, though other edge cases can also occur.

Customers who track adult or other potentially offensive content aren't automatically excluded - we have content warnings [external link] set up in Zendesk for them. If you are working with their account more regularly as part of the Sales or CS & Onboarding teams, we also recommend that you avoid logging in as them, and that you provide any training using demo data.
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/handbook/growth/sales/getting-people-to-talk-to-you

Product engineers, our ICP, are very self-serve and happy to implement PostHog themselves and read the docs without ever interacting with someone unless they have support queries.

Why is it helpful for someone to talk to you?

The reasons have to be genuinely helpful ones - just 'having a point of contact' is not enough. Reasons include:

	You can save them money:
	They've implemented PostHog in a silly way and are consuming stuff they don't need
	They can pre-commit and get a discount on credit
	You can help them get more out of PostHog for the same amount of money, e.g. if they're ingesting loads of events but not using features to their fullest
	You can train their team on how to use PostHog, so they don't have to
	You can make them aware of upcoming or new products that are specifically useful for their use case
	You can be a shortcut to premium support, if they are in your book of business


If you go down the 'saving money' route, bear in mind two things:

	Prepaid credit never works as an opener - 'save money by fixing implementation' >>> 'save money by committing to credit at a discount'
	Buying a bunch of credits at a nice discount is much nicer to hear than 'please commit to a scary annual plan' - they can commit for a year, 6 months, whatever so long as they buy >$20k up front


How to get people to talk to you

This is usually the most difficult bit! Sometimes customers will proactively reach out to us because they see their bill rocketing, but we have many customers who have happily self-served to a very high level of spend without feeling any need to talk to us. In particular, engineers have no interest in jumping on a call with you 99% of the time.

	Offer to optimize their usage/reduce their billing - if they are pointlessly tracking a bunch of junk, tell them! Otherwise they'll just find out themselves and churn anyway.
	Tell them about new or upcoming features or products that they may not be aware of which you know could be a great fit for them (and let them try them out for free).
	Use multiple channels - email is usually the worst way to reach our ICP. Slack, in-app Surveys or even Telegram are all usually better. But try email first anyway.
	Ping everyone in the account individually (don't do group, no one will reply) - start with the most active users first. New users are also good.
	Loom videos sharing your observations about their usage/account provide a personalized and human touch which can go a long way to building lasting relationships.  Ask Simon for an invitation to our company account if you don't have access.
	Adding the contact on LinkedIn and sending a very human video or audio message can work really well - even for technical people (use the LinkedIn mobile app).
	Figure out what the non-technical people in their team need and then go out and talk to them - get someone who isn’t an engineer to talk to us given engineers don’t want to.
	If they submit a support request, jump in and respond yourself to try and build a relationship.
	Ask the wider team for help - we have to get creative here! You'd be surprised how often somebody knows someone...


Before you do any of this stuff, get to know [external link] your customer as well as you possibly can. Don't do clickbaity things or trick people into talking to you - it'll just annoy them. And definitely don't just offer a generic checkin 'to see how things are going'!


Ideally you want to get multiple people into a shared Slack channel [external link], as we've found this enables the best communication and allows us to provide them with great support. Just adding a bunch people to the Slack channel is also a legit tactic - forgiveness, not permission.

Your first message where we've never had contact

Despite the organization using PostHog, they may not recognize you/PostHog, or may not even be the correct person to talk to about PostHog, which means your message needs to be well crafted.

When crafting a message, consider the following:

	Your initial outreach isn't about you, it is about them. Lead with customer-centered comms. Avoid leading with being attached to their account or telling them how you are there to help them. Tim has some great thoughts on this subject [external link].
	Avoid fluff. "I'm just reaching out to", "I just wanted to" etc. are empty phrases that take longer to get to the point. Before you hit send, reread and see if there is anything you can cut out.
	Lead with value within the first sentence. If it takes a paragraph to get there, you won't get responses.
	Ask yourself, if I got this email to the sales@ email box, would I engage it? Would I even give it a second look?


Some examples of good emails that have worked:

Hello [name], It looks like your Product Analytics usage has increased over the past month and I wanted to ensure that the increase was expected. Here are some tools you can use [external link] to ensure you are collecting the correct events and getting valuable insights from them. We have a whole host of tutorials and guides [external link] to help you get the most out of PostHog. If you have any questions, don't hesitate to ask.


[First], Wanted to reach out direct since I noticed the [Company] team ramp up usage in PostHog recently. We'll typically reach out to help with optimizing event capture and make recommendations with regards to instrumentation + querying in PostHog. Up for a chat? Here's my calendar, feel free to grab a time that works best for you. Cheers,


Asking for introductions

If you feel like you have done a good job with a customer, and have genuinely been helpful, it's ok to ask for a favor back. You can be specific and ask for a direct introduction to a person you want to talk to, or try go a bit more broad and ask the person if they know anyone who would benefit from some help with PostHog. Either way, a warm introduction from a colleague is always going to be better than reaching out on your own. Something like "Hey Leon, our session last week seemed to have landed well. I'm glad you found it useful. I was wondering if you could help me out. Your team is growing really quickly, and there's a bunch of new folks starting to use PostHog. I imagine not all of them are super comfortable with the platform yet and could use a helping hand. Could you introduce me to Simon, Charles and Scott?"

Just been handed an account?

Sometimes you'll get a customer in your book who was previously working with someone else on the PostHog team. A pre-existing relationship can help, but it's not guaranteed they'll want to talk to you.

We've found a message like this in Slack/email works well after the intro:

Thanks [PostHog team mate] Hey [customer] :blob-wave: Excited to be working with you! As I take over, it would be a big help if we could schedule a quick 15–20 minutes intro call [link to your Calendly]. Just a chance for me to learn more and figure out how I can best support you going forward. Let me know if you'd be open to that.


We've found most people will respond to this.

Have you been ghosted?

If you've had a conversation with someone, there was interest on their side and then they suddenly go dark, using the John Barrows Ghosting Sequence [external link] can revivify them.

Change the subject to: "Still interested?"

	After 2 weeks of valuable follow-up and you've not heard back, reply-all to the latest email thread.


And put in the body:

[Name]

Still looking at options like PostHog to solve [business problem they previously acknowledged]?

Let me know either way.


That last line is very important because it gives them a safe option to say "no". About half will respond.

	If there's no response again after another week, change the subject again to "Did I lose you?"


Leave the body empty. This will pick up about 80% of people who go dark. If not, close out the opportunity 3 days after this final message.

LinkedIn Sales Nav

To get notified about new hires and other changes to the accounts you manage, you can set up lists of accounts to track in LinkedIn Sales Nav.

	Search for an account you want and click on their profile.
	Click the star icon on the left, and then choose a list to add them to.
	Optional, tailor the notifications you get in LinkedIn [external link]


You will now be notified any time a senior hire joins your account, which will be helpful for tracking folks to reach out to and give advanced signals around potential data science hires.
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/handbook/community

We want to build a self-sustaining and scalable community of engaged users because it will enable us to own our audience in a way that third party social media platforms do not. Like brand or content, building a thriving community is a (very) long term bet, so we will need to both invest a lot of time up front and then wait to see what works and what doesn't.

Our approach to building community at PostHog differs from most devtools in two ways:

	We are building our community around our website and content, rather than the product itself. This is because a) PostHog is a product that you add after you have already built something, and b) 90% of community activity turns into support queries, which is not what we want community to be.


	We are focusing on building the community platform itself - creating the tools that enable the community to interact with each other, rather than hiring a community manager whose job it is to go out and talk to everyone on other platforms/social media - this is not scalable.


Responsibility for community

This is shared across multiple teams and people - we (deliberately) do not have one person responsible for 'community':

	The website team builds the platform and tools. Rather than using an off-the-shelf community platform, we have rolled our own. This gives us the flexibility to do what we want with it, all without having to depend on third parties or their cookies.


	The content team doesn't 'run community' in the traditional sense, but is instead responsible for ensuring that the content hubs in particular have a steady stream of engaging content and replying to users when they engage. They also proactively respond to questions and use feedback to create new types of content such as tutorials and docs.


Support should not considered part of community at PostHog. Support [external link] is driven by the Customer Success team, primarily using in-app support and decdicated Slack channels. Good customer support helps build positive word of mouth, but replying to support queries is not an engaging or scalable way to build a thriving community.


Content hubs

We are in the process of building these out. We have created two hubs targeting our ICP:

	Product Engineers [external link]
	Technical Founders [external link]


We have a bunch of features we are building here – more details to come!

Community forums

Our community forums live at posthog.com/questions [external link] – but they come with a twist...

Anyone can ask a question within the forums, but they can also ask a question at the end of any docs page (under the "Questions?" subheading). We've found this to be a great place for people to ask very specific questions after attempting to find an answer in documentation, as it acts as a mini-FAQ section.

Questions that are asked within the docs are also automatically aggreagated to the correct category in the community forums.

Asking a question

A user can write a question, but they'll need to create a PostHog.com account before posting. (Note: This authentication system is currently separate from PostHog Cloud accounts, though we have plans to unify them [external link].) Users can write Markdown and upload images to a question.

Once it's posted, a question permalink page is generated, which gets indexed in our site search (and tends to rank well in Google, too). The user is automatically subscribed to reply notifications by email.

Anyone can subscribe to thread replies by clicking the bell icon in a thread (after signing in).

Answering questions

If you're a PostHog team member, read the guidelines for responding to community questions.

Points & achievements

Community members can earn achievements for activities like asking questions, helping others, voting on the roadmap, and completing their profile. Each achievement awards points that can be redeemed for stickers, merch credits, and other rewards from the Points tab on their profile.

	Points & rewards – How users earn and redeem points
	Community profiles [external link] – How to create and manage achievements
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/handbook/community/questions

The Website & Docs team can help in configuring Slack notifications for small teams to receive alerts to questions in a team channel – usually the one designated for support.

Individually, you can also subscribe to topics of your choosing (with your PostHog.com account) by clicking the bell icon next to the topic's title. You'll receive a daily summary of new questions by email, and you'll find open threads for that topic in your personalized community dashboard [external link] (available when signed in).

Who should answer community questions?

We encourage all team members to watch for new community questions, and answer them if they can. (Questions are sent into Zendesk for the support hero, but you can help ease the burden while contributing to faster response times, which can lead to more positive interactions with customers (or prospective customers).

	Teams should be responsible for staying on top of community questions within their product areas.


	Teams can decide if they want their weekly support person to handle them, or if they want to collectively keep an eye on tickets. (We’re adding more info to Slack notifications so they’re more useful.)


	At our current size and current question volume, teams should be able to stay on top of question notifications in Slack and help out proactively.


If a question needs a follow-up later on, tag it with Internal: follow-up and the Website & Docs team can make sure there's a resolution.

Guidelines

Phrasing & tone

When possible, respond in a phrase that doesn’t directly indicate you work for PostHog. (We can encourage community engagement by intentionally separating ourselves from the image it's a support forum where only PostHog employees respond.)

	Instead of... “We are launching a new feature that will solve this - here’s the pull request.”
	Try... “There’s a pull request out for this feature now.”


Various cases you may come across...

Some questions don’t make sense to be public, and some answers should be more widely accessible. Here’s how to handle those:

	If an answer is worth adding to docs, the moderator has a few options:
	Answer the question and update the docs directly
	Tag the question (Internal: documentation) so the Website & Docs Team can triage
	Create an issue in posthog/posthog.com with the technical documentation label
	If the topic is worth creating a tutorial, tag it with Internal: tutorial idea


	If a question is better off a private support ticket, reply asking them to create a ticket within the app (or better yet: create one for them and reply to let them know!)
	After responding, use the Archive button. This hides the question from being listed within a forum category and removes the question from search indexes.
	Note that free users might not have the option to directly message support in-app, so get context as to who the person is before pointing them there.


Thread resolution

We want the OP (original poster) to mark a solution themselves. Never mark your response as a solution immediately, as it can look like we're too presumptuous in assuming we correctly answered a question, when there may be more nuance.

Context

Moderators can see additional info about a user when viewing a question. (If you're not yet a moderator, create an account, then ask your team lead to add you to your small team's page. Once you're added there, you'll instantly be upgraded to moderator status.)

[image: Moderator view]

	Below the question is a moderator panel with the user's name and email, as well as a link to their record in PostHog Cloud.


	In the right sidebar is an embedded version of PostHog Sidecar [external link], a yet-to-be-released Chrome Extension that reveals the user's activity from PostHog Cloud wherever they can be identified across the web (usually by email). Note: You don't need to install the Chrome extension as the pane is embedded directly within the community forums.
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/handbook/community/profiles

When a user signs up to ask a question, a community profile is created for them at /community/profiles/[id] where they can add a bio and links to social profiles.

Their profile page also aggregates any community disucssions they've participated in. (As a byproduct, this is an easy way to track down a user who primarily creates a community profile for self-promotion!)

Team members have access to special profile features, like:

	a sidebar that shows which small team they're on, and their teammates


We also use data from these profiles in other areas of the site:

	Company team page [external link] - automatically generated every time the website is built. (Team members need to be assigned to an internal small team in our website CMS for their profile to appear on the team page.)
	Job listing pages [external link] - shows teammates you'd be working with, and the small team's verdict on whether pineapple belongs on pizza


Creating a profile for a new team member

To reduce the onboarding steps, Lottie or Cory can help create a profile for a new team member. To do this:

	On posthog.com/questions [external link]…
	Create an account with their @posthog.com email
	First name, Last name, Email, Random password
	Via the PostHog website, visit the newly created profile in our website CMS
	Click the newly created profile link in the right sidebar (below My profile and above Edit profile)
	Click the "View in Strapi" link in the right sidebar
	Now, in their profile on our website CMS, update the following, then hit Save:
	companyRole *
	startDate *
	location * - use a string, like “London, UK”
	country - use TWO-CHARACTER country code, eg: GB
	avatar (can be a placeholder image until an illustration is drawn, but should be a png with a transparent background)


*This information can be found in their onboarding checklist

	Update their user permissions
	Under user, click their email address to be taken to their user page
	Under role, change to Moderator and hit Save
	Let the team member know their profile is created, and that they should add a bio!
	To access their account, use the password reset option on the login form at posthog.com/questions [external link]
	Uploading profile illustration (when ready)
	Make sure it's uploaded on a square canvas at @2x PNG, and that the portrait fills as much of the canvas as possible. If an arm has to be clipped, set the image to be clipped on the right side so their arm on the left side of the image doesn't get cut off.


Achievements

PostHog community members can earn achievements for various activities. Each achievement awards points that can be redeemed for stickers, merch credits, and other rewards. See Points & rewards for details on the points system.

Achievements are valued based on the time we expect someone to spend earning them. For example, someone who votes on the roadmap, updates their bio, and asks their first question has earned enough points for a sticker.

Assigning, revoking, and creating new achievements is handled in Strapi, our website CMS.

Creating a new achievement

	Login to our website CMS. (Request an account from Eli [external link] or Cory [external link] if you don't already have one.)
	Click "Content Manager" > "Achievements" > "Create New Entry"
	Fill in the achievement details
	Click "Save" > "Publish"


Manually assigning an achievement to a community member

	Click "Content Manager" > "Profiles"
	Find and click the desired profile
	Scroll to the "achievements" field > Click "Add an entry"
	Select the desired achievement from the "achievement" dropdown
	Click "Save"


Revoke an achievement from a community member

	Click "Content Manager" > "Profiles"
	Find and click the desired profile
	Scroll to the "achievements" field > Click the trash icon on the desired achievement
	Click "Save"
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/handbook/community/points

PostHog community members can earn points by completing achievements and redeem them for stickers, merch credits, and other rewards from the Points tab on their profile.

[image: Points tab on profile]

How points work

Points are earned by completing achievements. Each achievement has a point value based on the time and effort we expect someone to spend earning it. For example, voting on the roadmap, updating your bio, and asking your first question are each worth a few points – enough to earn a sticker.

Users can also receive points as one-off gifts from moderators for special contributions that don't fit neatly into an achievement category.

Earning points

Points are primarily earned by completing achievements. To see available achievements and plan which to tackle next, visit the achievements page.

Achievements are awarded for activities like:

	Contributing to community discussions [external link]
	Helping other community members
	Hitting milestones (e.g. first question, first answer)
	Voting on the public roadmap [external link]
	Completing your community profile


Balance & transactions

	Balance updates automatically when you earn achievements or redeem rewards
	Transaction history shows what you've earned, why you earned it, and any redeemed merch codes
	Progress tracking shows how many points you need to reach the next reward


Redeeming points

Redemptions are completely self-serve from the Points tab on your profile.

The points store offers two types of rewards:

Products (e.g. stickers)

When you redeem a product like a sticker:

	Click "Redeem" on the reward card
	Confirm the redemption
	A button appears letting you order it immediately
	Enter your name and shipping address to complete the order


Merch credits

When you redeem a merch credit (gift card):

	Click "Redeem" on the reward card
	Confirm the redemption
	You receive a discount code
	Click "Use in store" to open the merch store [external link] with your code pre-applied
	Shop for anything you'd like!


Merch codes are saved in your transaction history, so you can always find them again if needed.

---

For moderators

Gifting points

Moderators can gift points to users for contributions that don't fit into existing achievements:

	Navigate to the user's profile on posthog.com
	Click the gift icon (present button) in the profile header
	Enter the number of points and a reason for the gift
	Click "Send gift" and confirm


Monitoring redemptions

Redemptions are self-serve, but we have a Slack channel [external link] set up to monitor them while we're ironing out any kinks. This gives us visibility without requiring manual approval.

Creating achievements

See Achievements in the community profiles documentation for instructions on creating, assigning, and revoking achievements.
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